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Preface

These are the proceedings of CHES 2004, the 6th Workshop on Cryptographic
Hardware and Embedded Systems. For the first time, the CHES Workshop was
sponsored by the International Association for Cryptologic Research (IACR).

This year, the number of submissions reached a new record. One hundred
and twenty-five papers were submitted, of which 32 were selected for presenta-
tion. Each submitted paper was reviewed by at least 3 members of the program
committee. We are very grateful to the program committee for their hard and
efficient work in assembling the program. We are also grateful to the 108 external
referees who helped in the review process in their area of expertise.

In addition to the submitted contributions, the program included three in-
vited talks, by Neil Gershenfeld (Center for Bits and Atoms, MIT) about “Phys-
ical Information Security”, by Isaac Chuang (Medialab, MIT) about “Quantum
Cryptography”, and by Paul Kocher (Cryptography Research) about “Physi-
cal Attacks”. It also included a rump session, chaired by Christof Paar, which
featured informal talks on recent results.

As in the previous years, the workshop focused on all aspects of cryptographic
hardware and embedded system security. We sincerely hope that the CHES
Workshop series will remain a premium forum for intellectual exchange in this
area.

This workshop would not have been possible without the involvement of
several persons. In addition to the program committee members and the external
referees, we would like to thank Christof Paar and Berk Sunar for their help on
local organization. Special thanks also go to Karsten Tellmann for maintaining
the Web pages and to Julien Brouchier for installing and running the submission
and reviewing softwares of K.U. Leuven. Last but not least, we would like to
thank all the authors who submitted papers, making the workshop possible, and
the authors of accepted papers for their cooperation.

August 2004 Marc Joye and Jean-Jacques Quisquater
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Benôıt Chevallier-Mames, David Naccache, Pascal Paillier,
David Pointcheval

Author Index . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 455



Towards Efficient Second-Order Power Analysis

Jason Waddle and David Wagner

University of California at Berkeley

Abstract. Viable cryptosystem designs must address power analysis
attacks, and masking is a commonly proposed technique for defend-
ing against these side-channel attacks. It is possible to overcome sim-
ple masking by using higher-order techniques, but apparently only at
some cost in terms of generality, number of required samples from the
device being attacked, and computational complexity. We make progress
towards ascertaining the significance of these costs by exploring a cou-
ple of attacks that attempt to efficiently employ second-order techniques
to overcome masking. In particular, we consider two variants of second-
order differential power analysis: Zero-Offset 2DPA and FFT 2DPA.

1 Introduction

Power analysis is a major concern for designers of smartcards and other embed-
ded cryptosystems. The advance of Differential Power Analysis (DPA) in 1998
by Paul Kocher [1] made power analysis attacks even more practical since an
attacker using DPA did not need to know very much about the device being
attacked.

The technique of masking or duplication is commonly suggested as a way
to stymie first-order power attacks, including DPA. In order to defeat masking,
attacks would have to correlate the power consumption at multiple times during
a single computation. Attacks of this sort were suggested and investigated (for
example, by Thomas Messerges [2]), but it seems that the attacker was once
again required to know significant details about the device under analysis.

This paper attempts to make progress towards a second-order analog of Dif-
ferential Power Analysis. To this end, we suggest two second-order attacks, nei-
ther of which require much more time than straight DPA, but which are able to
defeat some countermeasures. These attacks are basically preprocessing routines
that attempt to correlate power traces with themselves and then apply standard
DPA to the results.

In Section 2, we give some background and contrast first-order and second-
order power analysis techniques. We also discuss the apparently inherent costs
of higher-order attacks.

In Section 3, we present our model and give the intuition behind our tech-
niques.

In Section 4, we give some techniques for second-order power analysis. In
particular, we present some algorithms and analyze them in terms of limitations
and requirements: generality, runtime, and number of required traces.

M. Joye and J.-J. Quisquater (Eds.): CHES 2004, LNCS 3156, pp. 1–15, 2004.
c© International Association for Cryptologic Research 2004



2 J. Waddle and D. Wagner

Section 5 contains some closing remarks, and Appendix A gives the formal
derivations for the noise amplifications that are behind the limitations of the
attacks in Section 4.

2 First-Order and Second-Order Power Analysis

We consider a cryptosystem that takes an input, performs some computations
that combine this input and some internally stored secret, and produces an
output. For concreteness, we will refer to this computation as an encryption, an
input as a plaintext, the secret as a key, and the output as a ciphertext, though
it is not necessary that the device actually be encrypting. An attacker would
like to extract the secret from this device. If the attacker uses only the input
and output information (i.e., the attacker treats the cryptosystem as a “black
box”), it is operating in a traditional private-computation model; in this case,
the secret’s safety is entirely up to the algorithm implemented by the device.

In practice, however, the attacker may have access to some more side-channel
information about the device’s computation; if this extra information is corre-
lated with the secret, it may be exploitable. This information can come from
a variety of observables: timing, electromagnetic radiation, power consumption,
etc. Since power consumption can usually be measured by externally probing the
connection of the device with its power supply, it is one of the easiest of these
side-channels to exploit, and it is our focus in this discussion.

2.1 First-Order Power Analysis Attacks

First-order attacks are characterized by the property that they exploit highly lo-
cal correlation of the secret with the power trace. Typically, the secret-correlated
power draw occurs at a consistent time during the encryption and has consistent
sign and magnitude.

Simple Power Analysis (SPA). In simple first-order power analysis attacks,
the adversary is assumed to have some fairly explicit knowledge of the analyzed
cryptosystem. In particular, he knows the time at which the power consumption
is correlated with part of the secret. By measuring the power consumption at
this time (and perhaps averaging over a few encryptions to reduce the ambiguity
introduced by noise), he gains some information about the key.

As a simple example, suppose the attacker knows that the first bit of the
key k0 is loaded into a register at 100μs into the encryption. The average power
draw at 100μs is m, but when the k0 is 0 this average is m − δ and when k0 is
1, this average is m + δ. Given enough samples of the power draw at 100μs to
distinguish these means (where the number of samples required depends on the
level of noise relative to δ), he can determine the first bit of the key.
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Differential Power Analysis (DPA). One of the most amazing and trouble-
some features of differential power analysis is that, unlike with SPA, the attacker
does not need such specific information about how the analyzed device imple-
ments its function. In particular, she can be ignorant of the specific times at
which the power consumption is correlated with the secret; it is only necessary
that the correlation is reasonably consistent.

In differential power analysis attacks, the attacker has identified some in-
termediate value in the computation that is 1) correlated with the power con-
sumption, and 2) dependent only on the plaintext (or ciphertext or both) and
some small part of the key. She gathers a collection of power traces by sampling
power consumption at a very high frequency throughout a series of encryptions
of different plaintexts. If the intermediate value is sufficiently correlated with the
power consumption, the adversary can use the power traces to verify guesses at
the small part of the key.

In particular, for each possible value of relevant part of the key, the attacker
will divide the traces into groups according to the intermediate value predicted
by current guess at the key and the trace’s corresponding plaintext (or cipher-
text); if the averaged power trace of each group differs noticeably from the others
(the averaged differences will have a large difference at the time of correlation),
it is likely that the current key guess is correct. Since incorrectly predicted inter-
mediate value will not be correlated with the measured power traces, incorrect
key guesses should result in all groups having very similar averaged power traces.

2.2 Higher-Order Attacks

A higher-order attack addresses a situation where there is some intermediate
value (or set of values) that depends only on the plaintext and some small part
of the key, but it is not correlated directly with the power consumption at any
particular time. Instead, this value contributes to the joint distribution of the
power consumption at a few times during the computation.

An important example of such a situation comes about when the masking
(or duplication) technique is employed to protect against first-order attacks.
As a typical example of masking, consider an implementation that wishes to
perform a computation using some intermediate, key-dependent bit b. Rather
than computing directly with b and opening itself up to DPA attacks, however,
it performs the computation twice: once with a random bit r, then with the
masked bit (r + b).1 The implementation is designed to use these two masked
intermediate results as inputs to the rest of the computation.

In this case, knowledge of either r or r + b alone is not of any use to the at-
tacker. Since the first-order attacks look for local, linear correlation of b with the
power draw, they are stymied. If, however, an attack could correlate the power

1 Though we use the symbol ‘+’ to denote the masking operation, we require nothing
from it other than that c = a + b implies (−1)c = (−1)a+b; for our purposes, it is
convenient to just assume that ‘+’ is exclusive-or.
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consumption at the time r is present and the time r + b is present (e.g., by mul-
tiplying the power consumptions at these times), it could gain some information
on b.

For example, suppose a cryptographic device employs masking to hide some
intermediate bit b that is derived directly from the key, but displays the following
behavior: at 100μs, the average power draw is m + δ(−1)r and at 210μs it is
m + δ(−1)(r+b). An attacker aware of this fact could multiply the samples at
these times for each trace and obtain a product value with expected value2

E[product of samples] =

{
m2 + δ2 if b = 0
m2 − δ2 if b = 1

(1)

Summing the samples over n encryptions, the means would be n(m2 +δ2) for
b = 0 and n(m2−δ2) for b = 1. By choosing n large enough to reduce the relative
effect of noise, the attacker could distinguish these distributions and deduce b.
An attack of this sort is the second-order analog of an SPA attack.

But how practical is this really? A higher-order attack seems to face two
major problems:

– How much does the process of correlation amplify the noise, thereby increas-
ing standard deviation and requiring more samples to reliably differentiate
distributions?

– How does it identify the times when the power consumption is correlated
with an intermediate value?

The first issue is apparent when calculating the standard deviation of the product
computed in the above attack. If the power consumption at times 100μs and
210μs both have standard deviation σ, then the product has standard deviation

σproduct =

{√
σ4 + 2σ2m2 + 4δ2mm + 2δ2σ2 if b = 0,√
σ4 + 2σ2m2 + 2δ2σ2 if b = 1

(2)

effectively squaring the standard deviation of zero-mean noise. This means that
substantially many more samples are required to distinguish the b = 0 and b = 1
distributions than would be required in a first-order attack, if one were possible.

The second issue is essentially the higher-order analog of the problem with
SPA: attackers require exact knowledge of the time at which the intermediate
value and the power consumption are correlated. DPA resolves this problem by
considering many samples of the power consumption throughout an encryption.
Unfortunately, the natural generalization of this approach to even second-order
attacks, where a product would be accumulated for each (t1, t2) time pair, is
extremely computationally taxing. The second-order attacks discussed in this
paper avoid this overhead.
2 Here the expectation is taken over both the random noise and the value of the

masking bit r, and the noise components at times 100μs and 210μs are assumed
independent.
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3 The Power Analysis Model

Both of the attacks we present are second-order attacks which are essentially
preprocessing steps applied to the power traces followed by standard DPA.

In this section, we develop our model and present standard DPA in this
framework, both as a point of reference and as a necessary subroutine for our
attacks, which are described in Section 4.

3.1 The Model

We assume that the attacker has guessed part of the key and has predicted an
intermediate bit value b for each of the power traces, grouping them into a b = 0
and a b = 1 group. For simplicity, we assume there are n traces in each of these
groups: trace i from group b is called T b

i , where 0 ≤ i < n. Each trace contains
samples at m evenly spaced times; the sample at time t from this trace is denoted
T b

i (t), where 0 ≤ t < m.
Each sample has a noise component and possibly a signal component, if it is

correlated with b. We assume that each noise component is Gaussian with equal
standard deviation and independent of the noise in other samples in its own
trace and other traces. For simplicity, we also assume that the input has been
normalized so that each noise component is a 0-mean Gaussian with standard
deviation one (i.e., ∼ N (0, 1)). The random variable for the noise component in
trace i from group b at time t is Sb

i (t), for 0 ≤ t < m.
We assume that the device being analyzed is utilizing masking so that there

is a uniformly distributed independent random variable for each trace that cor-
responds to the masking bit; it will be more convenient for us to deal with {±1}
bit values, so if the random bit in trace i from group b is r, we define the random
variable Rb

i = (−1)r.
Finally, if the guess for b is correct, the power consumption is correlated

with the random masking bit and the intermediate value b at the same times in
each trace. Specifically, we assume that there is some parameter d (in units of
the standard deviation of the noise) and times c0 and c1 such that the random
bit makes a contribution of dRb

i to the power consumption at time c0 and the
masked bit makes a contribution of d(−1)bRb

i at time c1.
We can now characterize the trace sample distributions in terms of these

noise and signal components:

– If the guess of the key is correct, then for 0 ≤ i < n, 0 ≤ t < m, and
b ∈ {0, 1}, we have:

T b
i (t) =

⎧⎪⎨⎪⎩
Sb

i (t) + dRb
i if t = c0

Sb
i (t) + d(−1)bRb

i if t = c1

Sb
i (t) otherwise

(3)

– If the key is predicted incorrectly, however, then the groups are not correlated
with the true value of b in each trace and hence there is no correlation
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between the grouping and the power consumption in the traces, so, for 0 ≤
i < n, 0 ≤ t < m, and b ∈ {0, 1}:

T b
i (t) = Sb

t (t) (4)

Given these traces as inputs, the algorithms try to decide whether the groupings
(and hence the guess for the key) are correct by distinguishing these distribu-
tions.

3.2 The Generic DPA Subroutine

Both algorithms use a subroutine DPA after their preprocessing step. For our
purposes, this subroutine simply takes the two groups of traces, T 0 and T 1, a
threshold value τ , and determines whether the groups’ totalled traces differ by
more than τ at any sample time. If the difference of the totalled traces is greater
than τ at any point, DPA returns 1, indicating that T 0 and T 1 have different
distributions; if the difference is no more than τ at any point, DPA returns 0,
indicating that it thinks T 0 and T 1 are identically distributed.

DPA(T 0, T 1, τ)
1 : for each t ∈ {0, . . . , m− 1}:
2 : s← 0
3 : for each i ∈ {0, . . . , n− 1}:
4 : s← s + T 0

i (t)− T 1
i (t)

5 : if |s| > τ return 1
6 : return 0

When using the DPA subroutine, it is most important to pick the threshold,
τ , appropriately. Typically, to minimize the impact of false positives and false
negatives, τ should be half the difference. This is perhaps unexpected since
false positives are actually far more likely than false negatives when using a
midpoint threshold test since false positives can occur if any of the m times’
samples sum deviates above τ , while false negatives require exactly the correlated
time’s samples to deviate below τ . The reason for not choosing τ to equalize the
probabilities is that false negatives are far more detrimental than false positives:
an attack suggesting two likely subkeys is more helpful than an attack suggesting
none.

An equally important consideration in using DPA is whether τ is large enough
compared to the noise to reduce the probability of error. Typically, the samples’
noise components will be independent and the summed samples’ noise will be
Gaussian, so we can can achieve negligible probability of error by using n large
enough that τ is some constant multiple of the standard deviation.

DPA runs in time Θ(nm). Each run of DPA decides the correctness of only
one guessed grouping, however, so an attack that tries l groupings runs in time
Θ(nml).
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4 Our Second-Order Attacks

The two second-order variants of DPA that we discuss are Zero-Offset 2DPA
and FFT 2DPA. The former is applied in the special but not necessarily un-
likely situation when the power correlation times for the two bits are coincident
(i.e., the random bit r and the masked bit r + b are correlated with the power
consumption at the same time). The latter attack applies to the more general
situation where the attacker does not know the times of correlation; it discovers
the correlation with only slight computational overhead but pays a price in the
number of required samples.

4.1 Zero-Offset 2DPA

Zero-Offset 2DPA is a very simple variation of ordinary first-order DPA that can
be applied against systems that employ masking in such a way that both the
random bit r and the masked intermediate bit r + b correlate with the power
consumption at the same time. In the language of our model, c0 = c1.

The coincident effect of the two masked values may seem to be too specialized
of a circumstance to occur in practice, but it does come up. The motivation for
this attack is the claim by Coron and Goubin [3] that some techniques suggested
by Messerges [4] were insecure due to some register containing the multi-bit
intermediate value a or its complement a. Since Messerges assumes a power
consumption model based on Hamming weight, it was not clear how a first-order
attack would exploit this register. However, we observe that such a system can
be attacked (even in the Hamming model) by a Zero-Offset 2DPA that uses as its
intermediate value the exclusive-or of the first two bits of a. Another example of
a situation with coincident power consumption correlation is in a paired circuit
design that computes with both the random and masked inputs in parallel.

Combining c0 = c1 with Equation (3), we see that in a correct grouping:

T b
i (t) =

{
Sb

i (t) + dRb
i + d(−1)bRb

i if t = c0

Sb
i (t) otherwise

(5)

In an incorrect grouping, T b
i (t) is distributed exactly as in the general uncorre-

lated case in Equation (4).
Note that in a correct grouping, when b = 1, the influence of the two bits

cancel, leaving T 1
i (c0) = S1

i (c0), while when b = 0, the influences of the two
bits combine constructively and we get T 0

i (c0) = S0
i (c0) + 2dR0

i . In the former
case, there appears to be no influence of the bits on the power consumption
distribution, but in the latter case, the bits contribute a bimodal component.
The bimodal component has mean 0, however, so it would not be apparent in a
first-order averaging analysis.

Zero-offset 2DPA exploits the bimodal component for the b = 0 case by
simply squaring the samples in the power traces before running straight DPA.
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Zero-Offset-2DPA(T 0, T 1)
1 : for each b ∈ {0, 1}, i ∈ {0, . . . , n}, t ∈ {0, . . . , m}:
2 : T b

i (t)← (T b
i (t))2

3 : return DPA(T 0, T 1, 2nd2)

Why does this work? Suppose we have a correct grouping and consider the
expected values for the sum of the squares of the samples at time c0 in the two
groups:

– if b = 0,

E

[
n−1∑
i=0

[T 0
i (c0)]2

]
=

n−1∑
i=0

E[(S0
i (c0))2 + 4dS0

i (c0)R0
i + 4d2(R0

i )
2]

=
n−1∑
i=0

(
E[(S0

i (c0))2] + E[4dS0
i (c0)R0

i ] + E[4d2(R0
i )

2]
)

=
n−1∑
i=0

(1 + 0 + 4d2)

= 4nd2 + n (6)

– if b = 1,

E

[
n−1∑
i=0

[T 1
i (c0)]2

]
=

n−1∑
i=0

E[(S1
i (c0))2]

=
n−1∑
i=0

1

= n (7)

The above derivations use the fact that if S ∼ N (0, 1) then S2 ∼ χ2(1, 0) (i.e., S2

has χ2 distribution with ν = 1 degree of freedom and non-centrality parameter
δ2 = 0), and the expected value of a χ2(ν, δ2) random variable is ν + δ2.

Thus, the expected difference of the sum of products for the c0 samples
is 4nd2, while the expected difference for incorrect groupings is clearly 0. In
Section A.1, we show that the difference of the groups’ sums of products is
essentially Gaussian with standard deviation

σ =
√

n(16d2 + 4). (8)

For an attack that uses a DPA threshold value at least k standard deviations
from the mean, we will need at least k2 · (4d2+1)

4d4 traces. This (4d2+1)
4d4 blowup

factor may be substantial; recall that d is in units of the standard deviation of
the noise, so it may be significantly less than 1.

The preprocessing in Zero-Offset-DPA takes time Θ(nm). After this pre-
processing, each of l subsequent guessed groupings can be tested using DPA in
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time Θ(nm), for a total runtime of Θ(nm + nml) = Θ(nml). It is important to
keep in mind when comparing these run times that the number n of required
traces for Zero-Offset-DPA can be somewhat larger than would be necessary
for first-order DPA—if a first-order attack were possible.

A Natural Variation: Known-Offset 2DPA. If the difference s = c1 − c0
is non-zero but known, a similar attack may be mounted. Instead of calculating
the squares of the samples, the adversary can calculate the lagged product:

Lb
i (t, s) = T b

i (t) · T b
i (t + s), (9)

where the addition t + s is intended to be cyclic in {0, . . . n− 1}.
This lagged product at the correct offset s = c1 − c0 has properties similar

to the squared samples discussed above, and can be used in the same way.

4.2 FFT 2DPA

Fast Fourier Transform (FFT) 2DPA is useful in that it is more general than
Zero-Offset 2DPA: it does not require that the times of correlation be coincident,
and it does not require any particular information about c0 and c1.

To achieve this, it uses the FFT to compute the correlation of a trace with
itself—an autocorrelation. The autocorrelation Ab

i of a trace T b
i is also defined

on values t ∈ {0, . . . , m − 1}, but this argument is considered an offset or lag
value rather than an absolute time. Specifically, for b ∈ {0, 1}, 0 ≤ i < n, and
0 ≤ t < m,

Ab
i (t) =

m−1∑
j=0

T b
i (j) · T b

i (j + t) (10)

The argument t + j in T b
i (j + t) is understood to be cyclic in {0, . . . , m− 1}, so

that Ab
i (t) = Ab

i (m− t), and we really only need to consider 0 ≤ t ≤ m/2.
To see why Ab

i (t) might be useful, recall Equation (3) and notice that most
of the terms of Ab

i (t) are of the form Sb
i (j) · Sb

i (j + t); in fact, the only terms
that differ are where j or j + t is c0 or c1. This observation suggests a way to
view the sum for Ab

i (t) by splitting it up by the different types of terms from
Equation (3), and in fact it is instructive to do so. To simplify notation, let
Q = {c0 − t, c0, c1 − t, c1}, the set of “interesting” indices, where the terms of
Ab

i (t) are “unusual” when j ∈ Q. Assuming t �= c1 − c0,

Ab
i (t) = Sb

i (c0 − t) · [Sb
i (c0) + dRb

i ]
+ [Sb

i (c0) + dRb
i ] · Sb

i (c0 + t)
+ Sb

i (c1 − t) · [Sb
i (c1) + d(−1)bRb

i ]
+ [Sb

i (c1) + d(−1)bRb
i ] · Sb

i (c1 + t)

+
∑
j /∈Q

Sb
i (j) · Sb

i (j + t) (11)
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and we can distribute and recombine terms to get

Ab
i (t) = [Sb

i (c0 − t) + Sb
i (c0 + t)] · dRb

i

+ [Sb
i (c1 − t) + Sb

i (c1 + t)] · d(−1)bRb
i

+
m−1∑
j=0

Sb
i (j) · Sb

i (j + t). (12)

Using Equation (12) and the fact that E[XY ] = E[X]·E[Y ] when X and Y are
independent random variables, it is straightforward to verify that E[Ab

i (t)] = 0
when t �= c1 − c0; its terms in that case are products involving some 0-mean
independent random variable (this is exactly what we show in Equation (15)).
On the other hand, Ab

i (c1 − c0) involves terms that are products of dependent
random variables, as can be seen by reference to Equation (10). We make frequent
use of Equation (12) in our derivations in this section and in Appendix A.2.

This technique requires a subroutine to compute the autocorrelation of a
trace:

Autocorrelate(T )
1 : F ← FFT(T )
2 : for each t ∈ {0, . . . , m− 1}:
3 : F (t)← |F (t)|2
4 : return Inv-FFT(F )

The |F (t)|2 in line 3 is the squared L2-norm of the complex number F (t) (i.e.,
|F (t)|2 = F (t) · F (t), where α denotes the complex conjugate of α).

The subroutine FFT computes the usual Discrete Fourier Transform:

(FFT(T ))(x) =
m−1∑
j=0

T (j) · ω−xj (13)

and Inv-FFT computes the Inverse Discrete Fourier Transform:

(Inv-FFT(T ))(y) =
1
m

m−1∑
j=0

T (j) · ωxj (14)

In the above equations, ω is a complex primitive mth root of unity (i.e., ω ∈ C,
ωm = 1, and ωk �= 1 for all 0 < k < m).

The subroutines FFT, Inv-FFT, and therefore Autocorrelate itself all run in
time Θ(m log m).

We can now define the top-level FFT-2DPA algorithm:

FFT-2DPA(T 0, T 1, τ)
1 : for each b ∈ {0, 1}, t ∈ {0, . . . , m− 1}:
2 : Zb(t)← 0
3 : for each b ∈ {0, 1}, i ∈ {0, . . . , n− 1}:
4 : Ab ← Autocorrelate(T b

i )
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5 : for each t ∈ {0, . . . , m− 1}:
6 : Zb(t)← Zb(t) + Ab(t)
7 : return DPA(Z0, Z1, nd2)

What makes this work? Assuming a correct grouping, the expected sums are:

– t �= c1 − c0:

E[Zb(t)] = E

⎡⎣n−1∑
i=0

m−1∑
j=0

(T b
i (j) · T b

i (j + t))

⎤⎦
= n

m−1∑
j=0

E[T b
0 (j) · T b

0 (j + t)]

= n E
[
[Sb

0(c0 − t) + Sb
0(c0 + t)] · dRb

0
]

+ n E
[
[Sb

0(c1 − t) + Sb
0(c1 + t)] · d(−1)bRb

0
]

+ nm E
[
Sb

0(0) · Sb
0(0 + t)

]
= 0 (15)

– t = (c1 − c0):

E[Zb(t)] = E

⎡⎣n−1∑
i=0

m−1∑
j=0

(T b
i (j) · T b

i (j + t))

⎤⎦
= n

m−1∑
j=0

E[T b
0 (j) · T b

0 (j + t)]

= n E
[
[Sb

0(c0 − t) + Sb
0(c1)] · dRb

0
]

+ n E
[
[Sb

0(c0) + Sb
0(c1 + t)] · d(−1)bRb

0
]

+ n E[d2(Rb
0)

2(−1)b]
+ nm E

[
Sb

0(0) · Sb
0(0 + t)

]
= 0 + 0 + n E[d2(Rb

0)
2(−1)b] + 0

= nd2(−1)b (16)

So in a correct grouping, we have

E[Z0(t)− Z1(t)] =

{
2nd2 if t = c1 − c0

0 otherwise.
(17)

In incorrect groupings, however, E[Z0(t)−Z1(t)] = 0 for all t ∈ {0, . . . , m−
1}.

In Section A.2, we see that this distribution is closely approximated by a
Gaussian with standard deviation σ =

√
n(8d2 + 2m), so that an attacker who



12 J. Waddle and D. Wagner

wishes to use a threshold at least k standard deviations away from the mean
needs n to be at least about k2 · (4d2+m)

2d4 .
Note that the noise from the other samples contributes significantly to the

standard deviation at Zb(c1 − c0), so this attack would only be practical for
relatively short traces and a significant correlated bit influence (i.e., when m is
small and d is not much smaller than 1).

The preprocessing in FFT-2DPA runs in time Θ(nm log m). After this pre-
processing, however, each of l guessed groupings can be tested using DPA in
time Θ(nm), for a total runtime of Θ(nm log m + nml), amortizing to Θ(nml)
if l = Ω(log m). Again, when considering this runtime, it is important to keep
in mind that the number n of required traces can be substantially larger than
would be necessary for first-order DPA—if a first-order attack were possible.

FFT and Known-Offset 2DPA. It might be very helpful in practice to use
the FFT in second-order power analysis attacks for attempting to determine the
offset of correlation. With a few traces, it could be possible to use an FFT to
find the offset s of repeated computations, such as when the same function is
computed with the random bit r at time c0 and with the masked bit r + b at
time c0 + s.

With even a few values of s suggested by an FFT on these traces, a Known-
Offset 2DPA attack could be attempted, which could require far fewer traces
than straight FFT 2DPA since Known-Offset 2DPA suffers from less noise am-
plification.

5 Conclusion

We explored two second-order attacks that attempt to defeat masking while
minimizing computation resource requirements in terms of space and time.

The first, Zero-Offset 2DPA, works in the special situation where the masking
bit and the masked bit are coincidentally correlated with the power consumption,
either canceling out or contributing a bimodal component. It runs with almost no
noticeable overhead over standard DPA, but the number of required power traces
increases more quickly with the relative noise present in the power consumption.

The second technique, FFT 2DPA, works in the more general situation where
the attacker knows very little about the device being analyzed and suffers only
logarithmic overhead in terms of runtime. On the other hand, it also requires
many more power traces as the relative noise increases.

In summary, we expect that Zero-Offset 2DPA and Known-Offset 2DPA can
be of some practical use, but FFT 2DPA probably suffers from too much noise
amplification to be generally effective. However, if the traces are fairly short and
the correlated bit influence fairly large, it can be effective.
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A Noise Amplification

In this section, we attempt to characterize the distribution of the estimators
that we use to distinguish the target distributions. In particular, we show that
the estimators have near-Gaussian distributions and we calculate their standard
deviations.

A.1 Zero-Offset 2DPA

As in Section 4.1, we assume that the times of correlation are coincident, so
that c0 = c1. From this, we get that the distribution of the samples in a correct
grouping follows Equation (5):

T b
i (t) =

{
Sb

i (t) + dRb
i + d(−1)bRb

i if t = c0

Sb
i (t) otherwise

(18)

The sum

n−1∑
i=0

[T 0
i (c0)]2 =

n−1∑
i=0

[S0
i (c0) + 2dR0

i ]
2 (19)

is then a χ2(ν, δ2)-distributed random variable with ν = n degrees of freedom
and non-centrality parameter δ2 =

∑n−1
i=0 (2dR0

i )
2 = 4nd2. It has mean ν + δ2 =

4nd2+n and standard deviation
√

2(ν + 2δ2) =
√

2(n + 8nd2) =
√

n(16d2 + 2).
A common rule of thumb is that χ2-distributed random variables with over

thirty degrees of freedom are closely approximated by Gaussians. We expect
n� 30, so we say

n−1∑
i=0

[T 0
i (c0)]2 ∼ N

(
4nd2 + n,

√
n(16d2 + 2)

)
. (20)
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Similarly, we obtain
∑n−1

i=0 [T 1
i (c0)]2 ∼ χ2(n, 0), which, since n � 30, we

approximate with

n−1∑
i=0

[T 1
i (c0)]2 ∼ N

(
n,
√

2n
)

. (21)

The difference of the summed squares is then

n−1∑
i=0

[
(T 0

i (c0))2 − (T 1
i (c0))2

] ∼ N (
4nd2,

√
n(16d2 + 4)

)
. (22)

A.2 FFT 2DPA

Recalling our discussion from Section 4.2, we want to examine the distribution
of

Zb(t) =
n−1∑
i=0

m−1∑
j=0

T b
i (j) · T b

i (j + t). (23)

when t = c1 − c0. Its standard deviation should dominate that of Zb(t′) for
t′ �= c1 − c0 (for simplicity, we assume c1 − c0 �= c0 − c1).

In Section 4.2, we saw that E[Zb(t)] = nd2(−1)b. We would now like to
calculate its standard deviation.

In the following, we liberally use the fact that

Var[X + Y ] = Var[X] + Var[Y ] + 2 Cov[X, Y ], (24)

where Cov[X, Y ] is the covariance of X and Y (Cov[X, Y ] � E[XY ]−E[X] E[Y ]).
We would often like to add variances of random variables that are not indepen-
dent; Equation (24) says we can do so if the random variables have 0 covariance.

Since the traces are independent and identically distributed,

Var[Zb(t)] =
n−1∑
i=0

Var

⎡⎣m−1∑
j=0

T b
i (j) · T b

i (j + t)

⎤⎦
= n Var

⎡⎣m−1∑
j=0

T b
0 (j) · T b

0 (j + t)

⎤⎦
= n Var

[
dRb

0([S
b
i (c0 − t) + Sb

0(c1)] + (−1)b[Sb
0(c0) + Sb

0(c1 + t)])
]

+ n Var

⎡⎣m−1∑
j=0

Sb
0(j) · Sb

0(j + t)

⎤⎦ (25)

where we were able to split the variance in the last line since the two terms have
0 covariance.
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To calculate Var
[
dRb

0([S
b
0(c0 − t) + Sb

0(c1)] + (−1)b[Sb
0(c0) + Sb

0(c1 + t)])
]
,

note that its terms have 0 covariance. For example:

Cov[dRb
0S

b
0(c0 − t), dRb

0S
b
0(c1)] = E[(dRb

0)
2Sb

0(c0 − t) · Sb
0(c1)]

− E[dRb
0S

b
0(c0 − t)] E[dRb

0S
b
0(c1)]

= 0− 0 = 0 (26)

since the expectation of a product involving an independent 0-mean random
variable is 0. Furthermore, it is easy to check that each term has the same
variance, and

Var[dRb
0S

b
0(c1)] = E

[
[dRb

0S
b
0(c1)]2

]− E[dRb
0S

b
0(c1)]2

= d2
E
[
[Sb

0(c1)]2
]− 0

= d2, (27)

for a total contribution of

Var
[
dRb

0([S
b
0(c0 − t) + Sb

0(c1)] + (−1)b[Sb
0(c0) + Sb

0(c1 + t)])
]

= 4d2. (28)

The calculation of Var
[∑m−1

j=0 Sb
0(j) · Sb

0(j + t)
]

is similar since its terms also
have covariance 0 and they all have the same variance. Thus,

Var

⎡⎣m−1∑
j=0

Sb
0(j)S

b
0(j + t)

⎤⎦ = m Var[Sb
0(0)Sb

0(0 + t)]

= m
(
E
[
[Sb

0(0)]2[Sb
0(t)]

2]− E[Sb
0(0)Sb

0(t)]
2)

= m(1 + 0) = m. (29)

Finally, plugging Equations (28) and (29) into Equation (25), we get the
result

Var[Zb(t)] = n(m + 4d2) (30)

and the corresponding standard deviation is
√

n(m + 4d2).
As in Section A.1, we expect n to be large and we say

Zb(t) ∼ N
(
nd2(−1)b,

√
n(4d2 + m)

)
. (31)

Finally, we get the distribution of the difference:

Z0(t)− Z1(t) ∼ N
(
2nd2,

√
n(8d2 + 2m)

)
. (32)
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Abstract. A classical model is used for the power consumption of cryp-
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1 Introduction

In the scope of statistical power analysis against cryptographic devices, two
historical trends can be observed. The first one is the well known differential
power analysis (DPA) introduced by Paul Kocher [12,13] and formalized by
Thomas Messerges et al. [16]. The second one has been suggested in various
papers [8,14,18] and proposed to use the correlation factor between the power
samples and the Hamming weight of the handled data. Both approaches exhibit
some limitations due to unrealistic assumptions and model imperfections that
will be examined more thoroughly in this paper. This work follows previous
studies aiming at either improving the Hamming weight model [2], or enhancing
the DPA itself by various means [6,4].

The proposed approach is based on the Hamming distance model which can
be seen as a generalization of the Hamming weight model. All its basic assump-
tions were already mentioned in various papers from year 2000 [16,8,6,2]. But
they remained allusive as possible explanation of DPA defects and never leaded
to any complete and convenient exploitation. Our experimental work is a synthe-
sis of those former approaches in order to give a full insight on the data leakage.
Following [8,14,18] we propose to use the correlation power analysis (CPA) to
identify the parameters of the leakage model. Then we show that sound and
efficient attacks can be conducted against unprotected implementations of many
algorithms such as DES or AES. This study deliberately restricts itself to the
scope of secret key cryptography although it may be extended beyond.

This paper is organized as follows: Section 2 introduces the Hamming dis-
tance model and Section 3 proves the relevance of the correlation factor. The
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model based correlation attack is described in Section 4 with the impact on the
model errors. Section 5 addresses the estimation problem and the experimental
results which validate the model are exposed in Section 6. Section 7 contains
the comparative study with DPA and addresses more specifically the so-called
“ghost peaks” problem encountered by those who have to deal with erroneous
conclusions when implementing classical DPA on the substitution boxes of the
DES first round: it is shown there how the proposed model explains many defects
of the DPA and how the correlation power analysis can help in conducting sound
attacks in optimal conditions. Our conclusion summarizes the advantages and
drawbacks of CPA versus DPA and reminds that countermeasures work against
both methods as well.

2 The Hamming Distance Consumption Model

Classically, most power analyses found in literature are based upon the Hamming
weight model [13,16], that is the number of bits set in a data word. In a m-bit
microprocessor, binary data is coded D =

∑m−1
j=0 dj2j , with the bit values dj = 0

or 1. Its Hamming weight is simply the number of bits set to 1, H(D) =
∑m−1

j=0 dj .
Its integer values stand between 0 and m. If D contains m independent and
uniformly distributed bits, the whole word has an average Hamming weight
μH = m/2 and a variance σ2

H = m/4.
It is generally assumed that the data leakage through the power side-channel

depends on the number of bits switching from one state to the other [6,8] at a
given time. A microprocessor is modeled as a state-machine where transitions
from state to state are triggered by events such as the edges of a clock signal.
This seems relevant when looking at a logical elementary gate as implemented in
CMOS technology. The current consumed is related to the energy required to flip
the bits from one state to the next. It is composed of two main contributions: the
capacitor’s charge and the short circuit induced by the gate transition. Curiously,
this elementary behavior is commonly admitted but has never given rise to any
satisfactory model that is widely applicable. Only hardware designers are famil-
iar with simulation tools to foresee the current consumption of microelectronic
devices.

If the transition model is adopted, a basic question is posed: what is the refer-
ence state from which the bits are switched? We assume here that this reference
state is a constant machine word, R, which is unknown, but not necessarily
zero. It will always be the same if the same data manipulation always occurs at
the same time, although this assumes the absence of any desynchronizing effect.
Moreover, it is assumed that switching a bit from 0 to 1 or from 1 to 0 requires
the same amount of energy and that all the machine bits handled at a given
time are perfectly balanced and consume the same.

These restrictive assumptions are quite realistic and affordable without any
thorough knowledge of microelectronic devices. They lead to a convenient ex-
pression for the leakage model. Indeed the number of flipping bits to go from R
to D is described by H(D ⊕ R) also called the Hamming distance between D
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and R. This statement encloses the Hamming weight model which assumes that
R = 0. If D is a uniform random variable, so is D ⊕ R, and H(D ⊕ R) has the
same mean m/2 and variance m/4 as H(D).

We also assume a linear relationship between the current consumption and
H(D⊕R). This can be seen as a limitation but considering a chip as a large set of
elementary electrical components, this linear model fits reality quite well. It does
not represent the entire consumption of a chip but only the data dependent part.
This does not seem unrealistic because the bus lines are usually considered as
the most consuming elements within a micro-controller. All the remaining things
in the power consumption of a chip are assigned to a term denoted b which is
assumed independent from the other variables: b encloses offsets, time dependent
components and noise. Therefore the basic model for the data dependency can
be written:

W = aH(D ⊕R) + b

where a is a scalar gain between the Hamming distance and W the power con-
sumed.

3 The Linear Correlation Factor

A linear model implies some relationships between the variances of the different
terms considered as random variables: σ2

W = a2σ2
H + σ2

b . Classical statistics in-
troduce the correlation factor ρWH between the Hamming distance and the mea-
sured power to assess the linear model fitting rate. It is the covariance between
both random variables normalized by the product of their standard deviations.
Under the uncorrelated noise assumption, this definition leads to:

ρWH =
cov(W, H)

σW σH
=

aσH

σW
=

aσH√
a2σ2

H + σ2
b

=
a
√

m√
ma2 + 4σ2

b

This equation complies with the well known property: −1 ≤ ρWH ≤ +1: for a
perfect model the correlation factor tends to ±1 if the variance of noise tends to
0, the sign depending on the sign of the linear gain a. If the model applies only
to l independent bits amongst m, a partial correlation still exists:

ρWHl/m
=

a
√

l√
ma2 + 4σ2

b

= ρWH

√
l

m

4 Secret Inference Based on Correlation Power Analysis

The relationships written above show that if the model is valid the correlation
factor is maximized when the noise variance is minimum. This means that ρWH

can help to determine the reference state R. Assume, just like in DPA, that a set
of known but randomly varying data D and a set of related power consumption
W are available. If the 2m possible values of R are scanned exhaustively they
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can be ranked by the correlation factor they produce when combined with the
observation W . This is not that expensive when considering an 8-bit micro-
controller, the case with many of today’s smart cards, as only 256 values are to
be tested. On 32-bit architectures this exhaustive search cannot be applied as
such. But it is still possible to work with partial correlation or to introduce prior
knowledge.

Let R be the true reference and H = H(D ⊕ R) the right prediction on the
Hamming distance. Let R′ represent a candidate value and H ′ the related model
H ′ = H(D ⊕ R′). Assume a value of R′ that has k bits that differ from those
of R, then: H(R ⊕ R′) = k. Since b is independent from other variables, the
correlation test leads to (see [5]):

ρWH′ =
cov(aH + b, H ′)

σW σ′
H

=
a

σW

cov(H, H ′)
σ′

H

= ρWHρHH′ = ρWH
m− 2k

m

This formula shows how the correlation factor is capable of rejecting wrong
candidates for R. For instance, if a single bit is wrong amongst an 8-bit word,
the correlation is reduced by 1/4. If all the bits are wrong, i-e R′ = ¬R, then an
anti-correlation should be observed with ρWH′ = −ρWH . In absolute value or if
the linear gain is assumed positive (a > 0), there cannot be any R′ leading to a
higher correlation rate than R. This proves the uniqueness of the solution and
therefore how the reference state can be determined.

This analysis can be performed on the power trace assigned to a piece of
code while manipulating known and varying data. If we assume that the han-
dled data is the result of a XOR operation between a secret key word K and a
known message word M , D = K ⊕M , the procedure described above, i-e ex-
haustive search on R and correlation test, should lead to K ⊕R associated with
max(ρWH). Indeed if a correlation occurs when M is handled with respect to
R1, another has to occur later on, when M ⊕K is manipulated in turn, possibly
with a different reference state R2 (in fact with K⊕R2 since only M is known).

For instance, when considering the first AddRoundKey function at the begin-
ning of the AES algorithm embedded on an 8-bit processor, it is obvious that
such a method leads to the whole key masked by the constant reference byte R2.
If R2 is the same for all the key bytes, which is highly plausible, only 28 possi-
bilities remain to be tested by exhaustive search to infer the entire key material.
This complementary brute force may be avoided if R2 is determined by other
means or known to be always equal to 0 (on certain chips).

This attack is not restricted to the ⊕ operation. It also applies to many
other operators often encountered in secret key cryptography. For instance, other
arithmetic, logical operations or look-up tables (LUT) can be treated in the
same manner by using H(LUT(M � K) ⊕ R), where � represents the involved
function i.e. ⊕, +, -, OR, AND, or whatever operation. Let’s notice that the
ambiguity between K and K ⊕ R is completely removed by the substitution
boxes encountered in secret key algorithms thanks to the non-linearity of the
corresponding LUT: this may require to exhaust both K and R, but only once
for R in most cases. To conduct an analysis in the best conditions, we emphasize
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the benefit of correctly modeling the whole machine word that is actually handled
and its transition with respect to the reference state R which is to be determined
as an unknown of the problem.

5 Estimation

In a real case with a set of N power curves Wi and N associated random data
words Mi, for a given reference state R the known data words produce a set of
N predicted Hamming distances Hi,R = H(Mi ⊕ R). An estimate ρ̂WH of the
correlation factor ρWH is given by the following formula:

ρ̂WH(R) =
N

∑
WiHi,R −

∑
Wi

∑
Hi,R√

N
∑

W 2
i − (

∑
Wi)2

√
N

∑
H2

i,R − (
∑

Hi,R)2

where the summations are taken over the N samples (i = 1, N) at each time
step within the power traces Wi(t).

It is theoretically difficult to compute the variance of the estimator ρ̂WH

with respect to the number of available samples N . In practice a few hundred
experiments suffice to provide a workable estimate of the correlation factor. N
has to be increased with the model variance m/4 (higher on a 32-bit architecture)
and in presence of measurement noise level obviously. Next results will show that
this is more than necessary for conducting reliable tests. The reader is referred
to [5] for further discussion about the estimation on experimental data and
optimality issues. It is shown that this approach can be seen as a maximum
likelihood model fitting procedure when R is exhausted to maximize ρ̂WH .

6 Experimental Results

This section aims at confronting the leakage model to real experiments. General
rules of behavior are derived from the analysis of various chips for secure devices
conducted during the passed years.

Our first experience was performed onto a basic XOR algorithm implemented
in a 8-bit chip known for leaking information (more suitable for didactic pur-
pose). The sequence of instructions was simply the following:

– load a byte D1 into the accumulator
– XOR D1 with a constant D2
– store the result from the accumulator to a destination memory cell.

The program was executed 256 times with D1 varying from 0 to 255. As
displayed on Figure 1, two significant correlation peaks were obtained with two
different reference states: the first one being the address of D1, the second one the
opcode of the XOR instruction. These curves bring the experimental evidence
of leakage principles that previous works just hint at, without going into more
detail [16,8,6,17]. They illustrate the most general case of a transfer sequence
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Fig. 1. Upper: consecutive correlation peaks for two different reference states. Lower:
for varying data (0-255), model array and measurement array taken at the time of the
second correlation peak.

on a common bus. The address of a data word is transmitted just before its
value that is in turn immediately followed by the opcode of the next instruction
which is fetched. Such a behavior can be observed on a wide variety of chips
even those implementing 16 or 32-bit architectures. Correlation rates ranging
from 60% to more than 90% can often be obtained. Figure 2 shows an example
of partial correlation on a 32-bit architecture: when only 4 bits are predicted
among 32, the correlation loss is in about the ratio

√
8 which is consistent with

the displayed correlations.
This sort of results can be observed on various technologies and implemen-

tations. Nevertheless the following restrictions have to be mentioned:

– Sometimes the reference state is systematically 0. This can be assigned to the
so-called pre-charged logic where the bus is cleared between each transferred
value. Another possible reason is that complex architectures implement sep-
arated busses for data and addresses, that may prohibit certain transitions.
In all those cases the Hamming weight model is recovered as a particular
case of the more general Hamming distance model.
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Fig. 2. Two correlation peaks for full word (32 bits) and partial (4 bits) predictions.
According to theory the 20% peak should rather be around 26%.

– The sequence of correlation peaks may sometimes be blurred or spread over
the time in presence of a pipe line.

– Some recent technologies implement hardware security features designed to
impede statistical power analysis. These countermeasures offer various levels
of efficiencies going from the most naive and easy to bypass, to the most
effective which merely cancel any data dependency.

There are different kinds of countermeasures which are completely similar to
those designed against DPA.

– Some of them consist in introducing desynchronization in the execution of
the process so that the curves are not aligned anymore within a same ac-
quisition set. For that purpose there exist various techniques such as fake
cycles insertion, unstable clocking or random delays [6,18]. In certain cases
their effect can be corrected by applying appropriate signal processing.

– Other countermeasures consist in blurring the power traces with additional
noise or filtering circuitry [19]. Sometimes they can be bypassed by curves
selection and/or averaging or by using another side channel such as electro-
magnetic radiation [9,1].

– The data can also be ciphered dynamically during a process by hardware
(such as bus encryption) or software means (data masking with a random
[11,7,20,10]), so that the handled variables become unpredictable: then no
correlation can be expected anymore. In theory sophisticated attacks such
as higher order analysis [15] can overcome the data masking method; but
they are easy to thwart in practice by using desynchronization for instance.

Indeed, if implemented alone, none of these countermeasures can be considered
as absolutely secure against statistical analyses. They just increase the amount
of effort and level of expertise required to achieve an attack. However combined
defenses, implementing at least two of these countermeasures, prove to be very
efficient and practically dissuasive. The state of the art of countermeasures in
the design of tamper resistant devices has made big advances in the recent years.
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It is now admitted that security requirements include sound implementations as
much as robust cryptographic schemes.

7 Comparison with DPA

This section addresses the comparison of the proposed CPA method with Dif-
ferential Power Analysis (DPA). It refers to the former works done by Messerges
et al. [16,17] who formalized the ideas previously suggested by Kocher [12,13].
A critical study is proposed in [5].

7.1 Practical Problems with DPA: The “Ghost Peaks”

We just consider hereafter the practical implementation of DPA against the DES
substitutions (1st round). In fact this well-known attack works quite well only
if the following assumptions are fulfilled:

1. Word space assumption: within the word hosting the predicted bit, the con-
tribution of the non-targeted bits is independent of the targeted bit value.
Their average influence in the curves pack of 0 is the same as that in the
curves pack of 1. So the attacker does not need to care about these bits.

2. Guess space assumption: the predicted value of the targeted bit for any
wrong sub-key guess does not depend on the value associated to the correct
guess.

3. Time space assumption: the power consumption W does not depend on the
value of the targeted bit except when it is explicitly handled.

But when confronted to the experience, the attack comes up against the
following facts.

– Fact A. For the correct guess, DPA peaks appear also when the targeted
bit is not explicitly handled. This is worth being noticed albeit not really
embarrassing. However this contradicts the third assumption.

– Fact B. Some DPA peaks also appear for wrong guesses: they are called
“ghost peaks”. This fact is more problematic for making a sound decision
and comes in contradiction with the second assumption.

– Fact C. The true DPA peak given by the right guess may be smaller than
some ghost peaks, and even null or negative! This seems somewhat amazing
and quite confusing for an attacker. The reasons must be searched for inside
the crudeness of the optimistic first assumption.

7.2 The “Ghost Peaks” Explanation

With the help of a thorough analysis of substitution boxes and the Hamming
distance model it is now possible to explain the observed facts and show how
wrong the basic assumptions of DPA can be.
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Fact A. As a matter of fact some data handled along the algorithm may be par-
tially correlated with the targeted bit. This is not that surprising when looking
at the structure of the DES. A bit taken from the output nibble of a SBox has
a lifetime lasting at least until the end of the round (and beyond if the left part
of the IP output does not vary too much). A DPA peak rises each time this bit
and its 3 peer bits undergo the following P permutation since they all belong to
the same machine word.

Fact B. The reason why wrong guesses may generate DPA peaks is that the
distributions of an SBox output bit for two different guesses are deterministic
and so possibly partially correlated. The following example is very convincing
about that point. Let’s consider the leftmost bit of the fifth SBox of the DES
when the input data D varies from 0 to 63 and combined with two different
sub-keys : MSB(SBox5(D ⊕ 0x00)) and MSB(SBox5(D ⊕ 0x36)). Both series of
bits are respectively listed hereafter, with their bitwise XOR on the third line:

1101101010010110001001011001001110101001011011010101001000101101
1001101011010110001001011101001010101101011010010101001000111001
0100000001000000000000000100000100000100000001000000000000010100

The third line contains 8 set bits, revealing only eight errors of prediction among
64. This example shows that a wrong guess, say 0, can provide a good prediction
at a rate of 56/64, that is not that far from the correct one 0x36. The result would
be equivalent for any other pair of sub-keys K and K ⊕ 0x36. Consequently a
substantial concurrent DPA peak will appear at the same location than the right
one. The weakness of the contrast will disturb the guesses ranking especially in
presence of high SNR.

Fact C. DPA implicitly considers the word bits carried along with the targeted
bit as uniformly distributed and independent from the targeted one. This is
erroneous because implementation introduces a deterministic link between their
values. Their asymmetric contribution may affect the height and sign of a DPA
peak. This may influence the analysis on the one hand by shrinking relevant
peaks, on the other hand by enhancing meaningless ones. There exists a well
known trick to bypass this difficulty as mentioned in [4]. It consists in shifting
the DPA attacks a little bit further in the processing and perform the prediction
just after the end of the first round when the right part of the data (32 bits) is
XORed with the left part of the IP output. As the message is chosen freely, this
represents an opportunity to re-balance the loss of randomness by bringing new
refreshed random data. But this does not fix Fact B in a general case .

To get rid of these ambiguities the model based approach aims at taking
the whole information into account. This requires to introduce the notion of
algorithmic implementation that DPA assumptions completely occult.

When considering the substitution boxes of the DES, it cannot be avoided
to remind that the output values are 4-bit values. Although these 4 bits are in
principle equivalent as DPA selection bits, they live together with 4 other bits in
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the context of an 8-bit microprocessor. Efficient implementations use to exploit
those 4 bits to save some storage space in constrained environments like smart
card chips. A trick referred to as “SBox compression” consists in storing 2 SBox
values within a same byte. Thus the required space is halved. There are different
ways to implement this. Let’s consider for instance the 2 first boxes: instead of
allocating 2 different arrays, it is more efficient to build up the following look-
up table: LUT12(k) = SBox1(k) ‖ SBox2(k). For a given input index k, the
array byte contains the values of two neighboring boxes. Then according to the
Hamming distance consumption model, the power trace should vary like:

– H(LUT12(D1 ⊕K1)⊕R1) when computing SBox1.
– H(LUT12(D2 ⊕K2)⊕R2) when computing SBox2.

If the values are bind like this, their respective bits cannot be considered as
independent anymore. To prove this assertion we have conducted an experiment
on a real 8-bit implementation that was not protected by any DPA countermea-
sures. Working in a “white box” mode, the model parameters had been previ-
ously calibrated with respect to the measured consumption traces. The reference
state R = 0xB7 had been identified as the Opcode of an instruction transferring
the content of the accumulator to RAM using direct addressing. The model fitted
the experimental data samples quite well; their correlation factor even reached
97%. So we were able to simulate the real consumption of the Sbox output with
a high accuracy. Then the study consisted in applying a classical single bit DPA
to the output of SBox1 in parallel on both sets of 200 data samples: the measured
and the simulated power consumptions.

As figure 3 shows, the simulated and experimental DPA biases match par-
ticularly well. One can notice the following points:

– The 4 output bits are far from being equivalent.
– The polarity of the peak associated to the correct guess 24 depends on the

polarity of the reference state. As R = 0xB7 its leftmost nibble aligned with
SBox1 is 0xB = ’1011’ and only the selection bit 2 (counted from the left)
results in a positive peak whereas the 3 others undergo a transition from 1
to 0, leading to a negative peak.

– In addition this bit is a somewhat lucky bit because when it is used as selec-
tion bit only guess 50 competes with the right sub-key. This is a particular
favorable case occurring here on SBox1, partly due to the set of 200 used
messages. It cannot be extrapolated to other boxes.

– The dispersion of the DPA bias over the guesses is quite confuse (see bit 4).

The quality of the modeling proves that those facts cannot be incriminated to
the number of acquisitions. Increasing it much higher than 200 does not help:
the level of the peaks with respect to the guesses does not evolve and converges
to the same ranking. This particular counter-example proves that the ambiguity
of DPA does not lie in imperfect estimation but in wrong basic hypotheses.
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Fig. 3. DPA biases on SBox1 versus guesses for selection bits 1, 2, 3 and 4, on modeled
and experimental data; the correct guess is 24.

7.3 Results of Model Based CPA

For comparison the table hereafter provides the ranking of the 6 first guesses
sorted by decreasing correlation rates. This result is obtained with as few as
only 40 curves! The full key is 11 22 33 44 55 66 77 88 in hexadecimal format
and the corresponding sub-keys at the first round are 24, 19, 8, 8, 5, 50, 43, 2 in
decimal representation.

SBox1 SBox2 SBox3 SBox4 SBox5 SBox6 SBox7 SBox8

K ρmax K ρmax K ρmax K ρmax K ρmax K ρmax K ρmax K ρmax

24 92% 19 90% 8 87% 8 88% 5 91% 50 92% 43 89% 2 89%
48 74% 18 77% 18 69% 44 67% 32 71% 25 71% 42 76% 28 77%
01 74% 57 70% 05 68% 49 67% 25 70% 05 70% 52 70% 61 76%
33 74% 02 70% 22 66% 02 66% 34 69% 54 70% 38 69% 41 72%
15 74% 12 68% 58 66% 29 66% 61 67% 29 69% 0 69% 37 70%
06 74% 13 67% 43 65% 37 65% 37 67% 53 67% 30 68% 15 69%

This table shows that the correct guess always stands out with a good contrast.
Therefore a sound decision can be made without any ambiguity despite a rough
estimation of ρmax.

A similar attack has also been conducted on a 32-bit implementation, in a
white box mode with a perfect knowledge of the implemented substitution tables
and the reference state which was 0. The key was 7C A1 10 45 4A 1A 6E 57 in
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hexadecimal format and the related sub-keys at the 1st round were 28, 12, 43,
0, 15, 60, 5, 38 in decimal representation. The number of curves is 100. As next
table shows, the contrast is good between the correct and the most competing
wrong guess (around 40% on boxes 1 to 4). The correlation rate is not that high
on boxes 5 to 8, definitely because of partial and imperfect modeling, but it
proves to remain exploitable and thus a robust indicator. When the number of
bits per machine word is greater, the contrast between the guesses is relatively
enhanced, but finding the right model could be more difficult in a black box
mode.

SBox1 SBox2 SBox3 SBox4 SBox5 SBox6 SBox7 SBox8

K ρmax K ρmax K ρmax K ρmax K ρmax K ρmax K ρmax K ρmax

28 77% 12 69% 43 73% 0 82% 15 52% 60 51% 5 51% 38 47%
19 36% 27 29% 40 43% 29 43% 03 33% 10 34% 15 40% 05 29%
42 35% 24 27% 36 35% 20 35% 58 30% 58 33% 6 29% 55 26%
61 31% 58 27% 06 33% 60 32% 10 30% 18 31% 12 29% 39 25%

8 Conclusion

Our experience on a large set of smart card chips over the last years has con-
vinced us on the validity of the Hamming distance model and the advantages of
the CPA method against DPA, in terms of efficiency, robustness and number of
experiments. An important and reassuring conclusion is that all the countermea-
sures designed against DPA offer the same defensive efficiency against the model
based CPA attack. This is not that surprising since those countermeasures aim
at undermining the common prerequisites that both approaches are based on:
side-channel observability and intermediate variable predictability.

The main drawback of CPA regards the characterization of the leakage model
parameters. As it is more demanding than DPA, the method may seem more
difficult to implement. However it may be objected that:

– A statistical power analysis of any kind is never conducted blindly without
any preliminary reverse engineering (process identification, bit tracing): this
is the opportunity to quantify the leakage rate by CPA on known data.

– DPA requires more sample curves anyway since all the unpredicted data bits
penalize the signal to noise ratio (see [5]).

– If DPA fails by lack of implementation knowledge (increasing the number of
curves does not necessarily help), we have shown how to infer a part of this
information without excessive efforts: for instance the reference state is to
be found by exhaustive search only once in general.

– There exists many situations where the implementation variants (like SBox
implementation in DES) are not so numerous because of operational con-
straints.

– If part of the model cannot be inferred (SBox implementation in DES, hard-
ware co-processor), partial correlation with the remainder may still provide
exploitable indications.
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Eventually DPA remains relevant in case of very special architectures for which
the model may be completely out of reach, like in certain hard wired co-
processors.
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Abstract. Since their publication in 1998, power analysis attacks have
attracted significant attention within the cryptographic community.
So far, they have been successfully applied to different kinds of (un-
protected) implementations of symmetric and public-key encryption
schemes. However, most published attacks apply to smart cards and only
a few publications assess the vulnerability of hardware implementations.
In this paper we investigate the vulnerability of Rijndael FPGA (Field
Programmable Gate Array) implementations to power analysis attacks.
The design used to carry out the experiments is an optimized architecture
with high clock frequencies, presented at CHES 2003. First, we provide
a clear discussion of the hypothesis used to mount the attack. Then, we
propose theoretical predictions of the attacks that we confirmed exper-
imentally, which are the first successful experiments against an FPGA
implementation of Rijndael. In addition, we evaluate the effect of pipelin-
ing and unrolling techniques in terms of resistance against power analysis.
We also emphasize how the efficiency of the attack significantly depends
on the knowledge of the design.

1 Introduction

Side-channel analysis is becoming a classical topic in cryptographic design,
but although numerous papers investigate Differential Power Analysis (DPA)
from a theoretical point of view, only a few articles focus on their practical
implementation. Moreover, most of the published research is related to smart
cards and only a few papers assess the context of hardware and FPGA
implementations.

As soon as hardware design is concerned, the questions of effectiveness,
clock frequency and area requirements are of primary importance. In this paper,
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we demonstrate that they also have a very substantial impact on the feasibility
of power analysis attacks. For this purpose, we investigated an optimized FPGA
implementation of the Advanced Encryption Standard Rijndael [1,2], presented
at CHES 2003. In addition to the practical evaluation of the attack, we present
a number of original observations concerning: (i) the effect of pipelining and
unrolling techniques in terms of resistance against power analysis attacks; (ii)
the relationship between the knowledge of a hardware design and the efficiency
of power analysis attacks. (iii) the effect of high clock frequencies on the
measurement setup. Moreover, we characterized some design components (e.g.
the registers) in terms of predictablility and leakage. This results in tools that
could be used to analyze power analysis attacks in general. Finally, we compare
our results with the only published attack against a hardware implementation
of Rijndael that we are aware of [3] to validate our conclusions.

This paper is structured as follows. Section 2 presents the hypothesis used to
carry out the power analysis attack and Section 3 gives a short description of
our Rijndael implementation. Section 4 describes how to perform theoretical
predictions on the power consumption in a pipeline design and Section 5 explains
how to use these predictions in order to mount a practical attack. Section 6
presents theoretical predictions of the attack and their practical implementation
is discussed in Sect. 7. Additional considerations about pipeline and unrolled
designs are presented in Sect. 8. Section 9 re-discusses the hypothesis. Finally,
conclusions are in Sect. 10.

2 Hypothesis

In Differential Power Analysis, an attacker uses a hypothetical model of the
device under attack to predict its power consumption. These predictions are
then compared to the real measured power consumption in order to recover
secret information (e.g. secret key bits). The quality of the model has a
strong impact on the effectiveness of the attack and it is therefore of primary
importance.

While little information is available on the design and implementation of
FPGAs (much of the information is proprietary), we can make assumptions
about how commercial FPGAs behave at the transistor level. The most popular
technology used to build programmable logic is static RAM1, where the storage
cells, the logic blocks and the connection blocks are made of CMOS gates. For
these circuits, it is reasonable to assume that the main component of the power
consumption is the dynamic power consumption. For a single CMOS gate, we
can express it as follows [5]:

PD = CL V 2
DD P0→1f (1)

where CL is the gate load capacitance, VDD the supply voltage, P0→1
the probability of a 0 → 1 output transition and f the clock frequency.
1 For all the experiments, we used a Xilinx Virtex XCV800 FPGA [4].
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Equation (1) specifies that the power consumption of CMOS circuits is data-
dependent. However, for the attacker, the relevant question is to know if this
data-dependent behavior is observable. This was confirmed by the following test.

Let three 4096-bit vectors be defined as follows. Initially, a0 = 00000...001 and
b0, c0 = 00000...000. Then:

ai+1 = SL(ai), bi+1 = bi⊕ ai, ci+1 = ci⊕ bi,

where SL is the shift left operator and consecutive values (xi, xi+1) are separated
by a register. It is easy to see that:

– a is a bit-vector with a constant Hamming weight (H(a) = 1). The position
of the 1-bit inside the vector is incremented/decremented from 0 to 4095.

– b is a bit-vector for which the Hamming weight is incremented/decremented
from 0 to 4095.

– c is a bit-vector for which the number of bit switches between two consecutive
states is incremented/decremented from 0 to 4095.

A design that generates these three vectors was implemented in the FPGA.

Fig. 1. One single power trace Fig. 2. Preliminary test

Figure 1 illustrates2 a single power trace. Figure 2 illustrates the power
consumption of vectors a, b and c during about 20 000 clock cycles. From this
experiment, we conclude that the power consumption clearly depends on the
number of transitions in registers.

Based on these considerations, we used the following hypothesis to mount
power analysis attacks against FPGAs: “an estimation of a device power
consumption at time t is given by the number of bit transitions inside the device
registers at this time”. Predicting the transitions in registers is reasonable since
registers usually consume the largest part of the power in a design.

2 Measurement setups for DPA have already been intensively described in the open
literature. In Fig. 1, we observe the voltage variations over a small resistor inserted
in the supply circuit of the FPGA. Every trace was averaged 10 times in order to
remove the noise from our measurements.
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3 Hardware Description

A short description of the Rijndael algorithm is given in the Appendix A. The
architecture used to investigate DPA against Rijndael was presented last year
at CHES 2003 [6]. We briefly describe its significant details.

SubBytes: The substitution box (S-box) is implemented as a 256 x 8
multiplexer and takes advantage of specific properties of the FPGA. Note
that two pipeline stages are inserted for efficiency purposes, as represented in
Appendix B. In SubBytes, this S-box is applied to the 16 bytes of the state in
parallel.
MixAdd: In [6], an efficient combination of MixColums and the key addition
is proposed, based on an optimal use of the FPGA resources. The resulting
MixAdd transform allows MixColumns and AddRoundKey to be computed in
two clock cycles, the key addition being embedded with MixColumns in the
second cycle.

Complete architecture: The complete architecture is represented in
Fig. 3, where all the registers are 128-bit long3. It is a loop architecture
with pipeline, designed for optimizing the ratio Throughput (Mbits/s)/Area
(slices). It is important to remark that the multiplexer model for the S-box
implies that its first part uses four 128-bit registers. The resulting design
implements the round (and key round) function in 5 clock cycles and the
complete cipher in 52 clock cycles.

4 Predictions in a Pipeline Design

The question we assess in this paper is to know whether pipelining has any
influence on DPA resistance. We also investigate a practical design that is the
result of efficiency optimizations. Loop architectures are a relevant choice for
investigation because they satisfy the usual area and throughput requirements
for block cipher applications. However, unrolled architectures will also be
explored in a further section.
Based on the hypothesis of Sect. 2, the first step in a power analysis at-
tack is to make theoretical predictions on the power consumption. This can
be done using a selection function D that we define as follows. Let Xi and
Xi+1 be two consecutive values inside a target register. An estimation of the
register power consumption at the time of the transition is given by the function
D = H(Xi⊕ Xi+1). An attacker who has to predict the transitions inside the
registers of an implementation therefore needs to answer two basic questions:

1. Which register transitions can we predict?
2. Which register transitions leak information?

Answering these questions determines which registers will be targeted during
the attack. As an attacker can use the plaintexts (resp. ciphertexts) and pre-
dict transitions by partial encryption (resp. decryption), it is also important to
evaluate both scenarios.
3 Except the first part of Mixadd that is 176-bit long.
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4.1 Definitions

i. The predictability of a register is related to the number of key bits one should
know to predict its transitions. For block ciphers, this depends on the size of
the S-boxes and the diffusion layer. In practice, it is assumed that it is possible
to guess up to 16 key bits, and the diffusion layer usually prevents guessing
of more than one block cipher round. In Rijndael, S-boxes are 8-bit wide and
their outputs are thus predictable after the first (resp. final) key addition.
However, every MixColumns output bit depends on 32 key bits and is therefore
computationally intensive to guess.
ii. We denote a register as a full (resp. empty) register if its transitions leak
(resp. do not leak) secret information. For example, it is obvious that an input
(resp. output) register does not leak any secret information as it only contains
the plaintext (resp. ciphertext). A surprising consequence of the hypothesis
introduced in Sect. 2 is that the registers following an initial (resp. final) key
addition do not leak information either. To illustrate this statement, we use the
following key addition:

AddKey
{ result = input ⊕ key; }
Let assume that the result is actually stored in an FPGA register R .
Let two consecutive inputs of the key addition be denoted as input1 and input2.
Using the previously defined selection function, the register power consumption
may be estimated by:

PR ∝ H(result1 ⊕ result2) = H(input1 ⊕ key ⊕ input2 ⊕ key)
= H(input1 ⊕ input2) (2)

Equation 2 clearly specifies that the register R is empty. In practice, registers of
our Rijndael implementation will actually remain empty as long as the state has
not passed through the non-linear S-box. Thereafter, the power consumption
depends on H(sbox(input1⊕key)⊕sbox(input2⊕key)) and therefore on the key.

Remark that this observation strongly depends on the hypothesis and se-
lection functions used to perform the attack, what we will discuss further in
Sect. 9. Another surprising observation is that the register R may still leak
secret information if reset signals are used. This is due to the constant state
that reset signals introduce. Then, we have:

PR ∝ H(“all zeroes”⊕ result1) = H(“all zeroes”⊕ input1 ⊕ key)
= H(input1 ⊕ key) (3)

which makes the power consumption dependent on the key again. As a conse-
quence, a secure hardware implementation should not apply reset signals to its
inner registers in order to delete this additional information leakage. Note that a
similar observation has been used to attack smart card implementations, where
the constant state actually corresponds to a constant instruction address.
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Fig. 3. Encryption predictions.

4.2 Predictions in Rijndael

Figure 3 illustrates predictable and full registers when our AES design is filled
with 5 different texts, denoted 1,2,. . . ,5, during the first eight clock cycles of
an encryption. As an example, during the first cycle, register R1 contains the
plaintext 1 while all the other registers are undefined. During the second cycle,
R1 contains the plaintext 2, R2 contains the plaintext 1 and the other registers
are undefined. Remark that in the eighth cycle, the multiplexer starts to loop
and register R3 therefore contains data corresponding to plaintext 1 again.

Similarly, Figure 4 illustrates predictable and full registers when our
AES design is filled with 5 different texts, denoted 1,2,. . . ,5, during the last six
clock cycles of an encryption. As an example, the register R12 contains the first
ciphertext in the second cycle, ciphertext 2 in the third cycle and ciphertext 3
in the fourth cycle.

In the next section, we explain how theoretical predictions of the power
consumption can be used to attack an FPGA implementation of Rijndael.

5 Description of a Correlation Attack

A correlation attack [3,7] against an FPGA implementation of Rijndael is divided
into three steps. Let N be the number of plaintext/ciphertext pairs for which the
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Fig. 4. Decryption predictions.

power consumption measurements are accessible. Let K be the secret encryption
key. When simulating the attacks, we assume that K is known to the attacker.
In case of practical attacks, it is of course unknown.

Prediction phase: For each of the N encrypted plaintexts, the attacker
first selects the target registers and clock cycle for the previously defined
selection function D. In Fig. 3, we see that between cycles 7 and 8, reg-
isters R4, R5, R6, R7, R8, R11 and R12 are full and have predictable and
defined values. Similarly, in Fig. 4, we observe that between cycles 1 and
2, registers R3, R4, R5, R6, R7 and R10 are full and have predictable and
defined values. Depending on the knowledge of the design, these registers can
therefore be targeted. Due to the size of the Rijndael S-box, the predictions
are performed on 8 bits and may be repeated for every 8-bit part of a register Ri.

Let t be the number of 8-bit registers targeted by the attacker. Then, he
predicts the value of D (i.e. the number of bit switches inside the target
registers in the targeted clock cycle) for the 28 possible key guesses and N
plaintexts. The result of the prediction phase is an N ×28 selected prediction
matrix, containing integers between 0 and 8 × t. For simulation purposes, it
is also interesting to produce the global prediction matrix that contains
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the number of bit switches inside all the 12 registers4 of the design, for all the
cycles. That is, if the encryption is performed in 52 clock cycles, we obtain a
N × 52 matrix, containing integers between 0 and 12× 128 = 1536. This is only
feasible if the key is known. In accordance with the hypothesis of Sect. 2, these
matrices give estimations for the power consumption of the device.

Measurement phase: During the measurement phase, we let the FPGA
encrypt the same N plaintexts with the same key, as we did in the prediction
phase. While the chip is operating, we measure the power consumption for the 52
consecutive clock cycles. Then, the power consumption trace of each encryption
is averaged 10 times in order to remove the noise from our measurements and
we store the maximum values of each encryption cycle so that we produce an
N × 52 matrix with the power consumption values for all the texts, cycles. We
denote it as the global consumption matrix.

Correlation phase: In the correlation phase, we compute the correlation
coefficient between a column of the global consumption matrix (corresponding
to the cycle targeted by the prediction phase) and all the columns of the
selected prediction matrix (corresponding to all the 28 key guesses). If the
attack is successful, we expect that only one value, corresponding to the correct
key guess, leads to a high correlation coefficient.

An efficient way to perform the correlation between theoretical predic-
tions and real measurements is to use the Pearson coefficient. Let Mi denote the
ith measurement data (i.e. the ith trace) and M the set of traces. Let Pi denote
the prediction of the model for the ith trace and P the set of such predictions.
Then we calculate:

C(M, P ) =
E(M.P )− E(M).E(P )

√
V ar(M).V ar(P )

. (4)

where E(M) denotes the mean of the set of traces M and V ar(M) its variance.
If this correlation is high, it is usually assumed that the prediction of the model,
and thus the key hypothesis, is correct.

Finally, theoretical predictions of the attack can be performed by using
the global prediction matrix instead of the global consumption matrix. As the
global prediction matrix contains the number of bit switches inside all the
registers, it represents a theoretical noise free measurement and may help to
determine the minimum number of texts needed to mount a successful attack,
i.e. an attack where the correct key guess leads to the highest correlation
coefficient. This is investigated in the next section.

4 Remark that since the same key is used for all the measurements, the power con-
sumption of the key schedule is fixed and may be considered as a DC component
that we can neglect as a first approximation.
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6 An Attack Using Simulated Data

In this section, we study the influence of the number of registers predicted on the
efficiency of the attack. Different scenarios can be considered that correspond
to different abilities of the attacker. In the most basic case, the attacker does
not have any information about the design and has to make assumptions about
its implementation. A reasonable assumption is that the S-box outputs will
be stored in registers5. Therefore, the attacker will only predict the switching
activity of 8 bits in R8 (in encryption) or R3 (in decryption). In the first step of
the simulated attack, we produce the selected prediction matrix and global
prediction matrix as defined in the previous section. Thereafter, we perform
the correlation phase between these two matrixes. If the attack is successful, we
expect that only one value, corresponding to the correct key guess, leads to a
high correlation coefficient.

As the attacker is interested to determine the minimum number of plain-
texts necessary to extract the correct key, we calculated this correlation
coefficient for different values of N : 1 ≤ N ≤ 4096. As shown in Fig. 5.(A),
after approximately 1500 plaintexts the right 8 key bits can be distinguished
from a wrong guess. We may therefore say that the attack is theoretically
successful after about 1500 texts.

In a more advanced scenario, the attacker has access to some implemen-
tation details (for example the scheme of Fig. 3) and may determine the
predictable and full registers. Based on the complete predictions of Fig. 3,
the correlation coefficient values for every key guess and different numbers of
traces are represented in Fig. 5.(B). We observe that the correct key guess is
distinguishable after about 500 plaintexts, but stays closely correlated to 3
other candidates. The explanation of this phenomenon can be found in the
implementation details of the substitution box represented in the annexes
(Figure 6). As the S-box is a large multiplexer with two pipeline stage, 6 input
bits are actually used to select the values in registers R4, R5, R6, R7. Thereafter,
two last bits select the final result of R8. As a consequence, if the key guess is
such that the first 6 input bits of the S-box remain unchanged, the values stored
in registers R4, R5, R6, R7 will be the same. Only the S-box output in register
R8 will differ. As there are 4 such key guesses, we will have 4 closely correlated
candidates, including the correct one, what we can clearly observe in Fig. 5.(B).

A solution to this problem is to use the decryption predictions of Fig. 4.
Then, even if only one bit differs at the output of the S-box (in R8), it will not
result in the same intermediate register transitions. Based on these predictions,
the correlation coefficient values for every key guess and different number of
traces are represented in Fig. 5.(C), where the correct key candidate is clearly
distinguishable after about 500 traces.

5 This is usually the case in Rijndael because S-boxes are the most time (and space)
-consuming parts of the algorithm.
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7 An Attack Using Practical Measurements

When attacking a device practically, the selected prediction matrix remains
unchanged while we replace the global prediction matrix by the real measured
global consumption matrix. Therefore, we let the FPGA encrypt 4096 plaintexts
with the same key as we did in the previous section and produced the matrix
as described in Sect. 5.

To evaluate the quality of our theoretical predictions, we made a prelimi-
nary experiment and computed the correlation coefficient between one (in
practice the 26th) column of the global prediction matrix and every column
of the global consumption matrix. Figure 5.(D) clearly illustrates that
the highest correlation value appears for the predicted round, and therefore
confirms that our predictions are correlated with real measurements.

In order to identify the correct 8 MSBs of the final round key, we used
the correlation coefficient again. As it is shown in Fig. 5.(E), the correct key
guess is distinguishable after about 1000 traces. As a consequence, the attack
is practically successful, i.e. the selected prediction matrix is sufficiently
correlated with the real measurements and we can extract the key information.
Remark that comparing Figures 5.(C) and 5.(E) allows us to evaluate the effect
of the measurement phase. Compared with smart cards, the sampling process
was made more difficult by the high clock frequency of the Rijndael design
(around 100 MHz). Note also that the noise was removed from the measure-
ments by an averaging process, but this step could be removed or reduced if the
measurement setup was improved. Nevertheless, due to the specificities of our
acquisition device6, the averaging was directly done during the measurement
step and did not increase the memory requirements of the attack. If we compare
these results with the only published power analysis attack against ASIC
implementations of Rijndael [3], the quality of our measurements seems to
be better. Moreover, we need significantly less plaintexts for the attack to be
practically successful.

Finally, it is important to note that more key bits may be found using
exactly the same set of measurements. The attacker only has to modify the
selected prediction matrix and target different key bits. The full key
can therefore be recovered computing the correlation between the global
consumption matrix and 16 predictions, each one revealing 8 key bits.

8 Adding More Pipeline

Previous sections emphasized that pipelining a loop implementation of Rijndael
does not provide any efficient protection against DPA. However, the predictions
of Sect. 6 also reveal that when only one register (e.g. R8 in Fig. 4.(A))
is predicted, we need significantly more traces than when several registers
6 Tektronix TDS 7104 oscilloscope.
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are predicted. The efficiency of an attack against a loop implementation is
notably due to the fact that most registers are predictable, because only one
round is implemented. In case of unrolled and pipelined implementations, the
situation strongly differs, as only the outer rounds are partially predictable.
As a consequence, the inner rounds may be viewed as noise generators and
therefore act as a well known DPA countermeasure. Although noise addition
does not fundamentally counteract power analysis attacks (the signal is still
present and may still be recovered), it has the advantage of decreasing the
correlation between predictions and measurements. Moreover, if the noise is
added in the form of unrolled pipeline stages, it does not reduce the efficiency
of an implementation. Finally, the method introduced in Sect. 5, allows us
to theoretically predict the effect of unrolled architectures with pipelining on
resistance against DPA.

A first step to predict the effect of pipeline stages is to investigate the
theoretical number of bit switches in a register. In the following, we will assume
that the rounds of a block cipher behave like a random number generator. In
practice, this is only true after a few rounds, when the diffusion is complete.
Based on this hypothesis, we may predict the probability P (x, n) of having x
bit switches between two states S1, S2 in an n-bit register:

P (x, n) = P (H(S1 ⊕ S2) = x) =
Cn,x

2n
(5)

As a consequence, the number of bit switches is distributed as a binomial which
can be approximated by a Gaussian distribution with parameters μ = n/2
and σ2 = n/4. It is therefore possible to predict the number of bit switches in
registers of arbitrary size.

For example, in the design of Fig. 3, we observe that one round is im-
plemented in 5 cycles, using eight 128-bit registers. Its transitions may be
simulated as a Gaussian distributed random noise with parameters μ = 512 and
σ2 = 256. In general, if an n-round unrolled implementation is considered, we
can add Gaussian distributed random noise with parameters μ = (n − 1).512
and σ2 = (n − 1).256 to our previously computed global prediction matrix and
then compute the correlation with the selected prediction matrix.

The result of an attack using simulated data with 10 rounds unrolled
and 5 pipeline stages per round is illustrated in Fig. 5.(F), where we used
the same selected prediction matrix as in the previous section. While the
correct key guess still has the best correlation value, we clearly observe that
the correlation value was significantly reduced if we compare with Fig. 5.(C),
making a practical attack much more difficult.

9 Hypothesis (2)

Looking back at the hypothesis of Sect. 2, it is important to evaluate how the
work presented in this paper could be improved and how representative are our
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Fig. 5. (A) A simulated attack using register R8 only.

(B) A simulated attack using complete encryption predictions (R4,R5,R6,R7,R8,R11,R12).

(C) A simulated attack using complete decryption predictions (R3,R4,R5,R6,R7,R10).

(D) Correlation between global predictions for cycle 26 and measurements (N = 4096).

(E) A correlation attack with real measurements.
(F) A simulated attack against an unrolled implementation.

results. To the question “Are power analysis attacks realistic against efficient
FPGA implementations of Rijndael?” we may certainly answer “yes”. While at-
tackers usually investigate “toy” implementations for side-channel attacks, we
took a real and optimized design with high clock frequencies and evaluated the
significance of pipelining techniques in terms of DPA resistance. From an at-
tacker’s point of view, we have investigated the simplest possible hypothesis
and built a practical attack based on these simple assumptions. However, the
question “How to counteract these power analysis attacks?” is still open in dif-
ferent ways. When countermeasures are considered, it is important to note that
our measurements can be improved in several ways; moreover, the attack model
should be taken into account.
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As an illustration, we limited the transition predictions to the registers of the
Rijndael design. However, it is clear that registers are not the only leaking parts
in FPGAs and transitions in other components could be predicted in order to
improve the attack. Similarly, looking back at Equation (1), a more accurate
prediction of the FPGA power consumption could be done by evaluating the
load capacitance values. A notifiable feature of FPGAs is that they are made of
different resources (e.g. logic blocks, connections) of which the power consump-
tion differs because of different effective load capacitances. As a consequence,
the power consumption of FPGA designs does not only depend on their switch-
ing activity but also on the internal resources used. In practice, more accurate
estimations about the most consuming components of an FPGA design can be
derived from the delay information that is generated by most implementation
tools [8]. As an input delay represents the delay seen by a signal driving that
input due to the capacitance along the wire, large (resp. small) delay values in-
dicate that the wire has a large (resp. small) capacitance. Based on the reports
automatically generated by implementation tools, one may expect to recover a
very accurate information about the signals that are driving high capacitances.
The knowledge of the implementation netlists with delay information is therefore
relevant; it will allow an attacker to improve the attack.
Finally, more advanced attack scenarios are possible, e.g. taking the key schedul-
ing into account, or using more complex power consumption models. The mea-
surement setup could also be improved and therefore the gap between theoretical
predictions of the attacks and practical results would be reduced. To conclude,
this paper used a simple leakage model and we could already recover secret in-
formation. However, as far as Boolean masking (or other countermeasures) are
concerned, it is certainly not sufficient to mask the transitions in registers only
and there are other leakage sources to investigate and prevent.

10 Conclusions

We have investigated a power analysis attack against a practical FPGA imple-
mentation of Rijndael and have exhibited the effect of pipelining and unrolling
techniques in this context. It is first demonstrated that pipelining a loop im-
plementation does not provide an effective countermeasure if an attacker has
access to the design details because most of the registers in the pipeline remain
predictable. Then we illustrate how the combination of pipelining and unrolling
techniques may counteract power analysis attacks as a random noise generator.
We also provide a theoretical model allowing the simulation and comparison of
the attacks in different contexts. In practice, we have mounted the first success-
ful attack against an efficient FPGA implementation of Rijndael. Finally, a clear
discussion of the hypothesis used to perform power analysis is provided with
some proposals for further improvements.
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A Short Description of Rijndael

Rijndael is an iterated block cipher with a variable block length and a variable
key length. The block length and the key length can be independently specified
to 128, 192 and 256 bit. This paper focusses on the 128-bit version. The
algorithm consists of a serial of 10 applications of a key-dependent round
transformation to the cipher state and the round is composed of four different
operations. In pseudo C, we have:

Round(state,roundkey)
{
SubBytes(state);
ShiftRows(state);
MixColumns(state);
AddRoundKey(state,roundkey);
}
SubBytes is a non-linear byte substitution operating on each byte of the
state independently. ShiftRows is a cyclic shift of the bytes of the state. In
MixColumns, the columns (1 column = 4 bytes) of the state are considered as
polynomials over GF(28) and multiplied modulo x4 +1 with a fixed polynomial.
Finally, AddRoundKey is a bitwise XOR with the bits of the key.

Rijndael’s initial 128-bit key is expanded to eleven 128-bit roundkeys by
means of a key scheduling algorithm. Although the key scheduling is also
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implemented in hardware, its description is not necessary for the understanding
of the paper and we will consider it as a black box.

Finally, the complete cipher consists of an initial roundkey addition, 10
rounds and a final round where MixColumns has been removed. In pseudo C,
we have:

Rijndael(state,cipherkey)
{
KeyExpansion(cipherkey,expandedkey[0..10]);
AddRoundKey(state,expandedkey[0]);
for (i=1;i<10;i++)

{
Round(state,expandedkey[i]);
}

SubBytes(state);
ShiftRows(state);
AddRoundKey(state,expandedkey[10]);
}
A more detailed view of the Rijndael algorthm can be found in [1].

B Implementation of the Substitution Box

LUT4

LUT4

LUT4

LUT4

LUT4

LUT4

LUT4

LUT4

LUT4

LUT4

LUT4

LUT4

LUT4

LUT4

LUT4

LUT4

MUXF5

MUXF5

MUXF5

MUXF5

MUXF5

MUXF5

MUXF5

MUXF5

MUXF6

MUXF6

MUXF6

MUXF6

LUT3

LUT3

MUXF5
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Abstract. In this paper we show how the usage of Residue Number
Systems (RNS) can easily be turned into a natural defense against many
side-channel attacks (SCA). We introduce a Leak Resistant Arithmetic
(LRA), and present its capacities to defeat timing, power (SPA, DPA)
and electromagnetic (EMA) attacks.

Keywords: Side channel attacks, residue number systems, RNS Mont-
gomery multiplication.

1 Introduction

Side-channel attacks rely on the interactions between the component and the
real world. Those attacks formerly appeared in the network security world and
eventually came within the smartcard and embedded system world to become
the most pertinent kind of attacks on secure tokens. Some attacks monitor the
computation through its time execution or its power consumption in order to
discover secrets, as shown by P. Kocher in [19,18]. Some others try to modify
the component’s behavior or data, through fault injection as pointed out first
by D. Boneh, R. A. DeMillo, and R. J. Lipton in [6] in the case of public-key
protocols, and extended to secret-key algorithms by E. Biham and A. Shamir
in [5]. From noise adding to whole algorithm randomization, different ways have
been considered to secure the implementations against side channels [19], and
especially against power analysis [18,12]. One difficult task when preventing from
SCA is to protect from differential power analysis (DPA) introduced by P. Kocher
in [18] and its equivalent for electromagnetic attacks (EMA) [9,1], and recent
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multi-channel attacks [2]. These specific attacks take advantage of correlations
between the internal computation and the side channel information.

The purpose of Leak Resistant Arithmetic (LRA) is to provide a protection
at the arithmetic level, i.e. in the way we represent the numbers for internal com-
putations. We show how the usage of Residue Number Systems (RNS), through
a careful choice of the modular multiplication algorithm, can easily be turned
into a natural defense against SCA. In the same time, our solution provides
fast parallel implementation and enough scalability to support key-size growth
induced by the progress of classical cryptanalysis and computational power. In
addition, another advantage of LRA is that classical countermeasures still apply
at the upper level. We illustrate this fact in Sect. 3.3 through an adaptation to
LRA of the Montgomery ladder [23], which has been analyzed in the context of
side-channels [15], and which features (C safe-error and M safe-error protected)
make it a first-class substitute to the square-and-multiply algorithm.

This paper puts together previous works from J.-C. Bajard and L. Imbert
on RNS Montgomery multiplication and RSA implementation [3,4], and P.-Y.
Liardet original idea of addressing SCA using RNS, proposed in September 2002
in [20]. The same idea has been independently investigated by M. Ciet, M. Neeve,
E. Peeters, and J.-J. Quisquater, and recently published in [8]. In Sect. 3.1, we
address the problem of the Montgomery factor when RNS bases are randomly
chosen, and we propose solutions which make it possible to randomly select new
RNS bases during the exponentiation in Sect. 3.3.

2 The Residue Number Systems

In RNS, an integer X is represented according to a base B = (m1, m2, . . . , mk) of
relatively prime numbers, called moduli, by the sequence (x1, x2, . . . , xk), where
xi = X mod mi for i = 1...k. The conversion from radix to RNS is then easily
performed. The Chinese Remainder Theorem (CRT) ensures the uniqueness of
this representation within the range 0 � X < M , where M =

∏k
i=1 mi. The

constructive proof of this theorem provides an algorithm to convert X from its
residue representation to the classical radix representation:

X =
k∑

i=1

xi Ti

∣∣T−1
i

∣∣
mi

mod M, (1)

where Ti = M/mi and
∣∣T−1

i

∣∣
mi

is the inverse of Ti modulo mi. In the rest of
the paper, |X|m denotes the remainder of X in the division by m, i.e. the value
(X mod m) < m.

One of the well known advantages of RNS is that additions, subtractions and
multiplications are very simple and can be efficiently implemented on a parallel
architecture [17]. Furthermore, only the dynamic range of the final result has to
be taken into account since all the intermediate values can be greater than M .
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On the other hand, one of the disadvantages of this representation is that we
cannot easily decide whether (x1, . . . , xk) is greater or less1 than (y1, . . . , yk).

For cryptographic applications, modular reduction (X mod N), multiplica-
tion (XY mod N) and exponentiation (XE mod N) are the most important op-
erations. Many solutions have been proposed for those operations. For example,
it is well known that they can be efficiently computed without trial division using
Montgomery algorithms [22].

Let us briefly recall the principles of Montgomery multiplication algorithm.
Given two integers βk, N such that gcd(βk, N) = 1, and 0 � XY < βkN , Mont-
gomery multiplication evaluates XY (βk)−1 mod N by computing the value Q <
βk such that XY +QN is a multiple of βk. Hence, the quotient (XY +QN)/βk is
exact and easily performed. The result is less than 2N . More detailed discussions
on Montgomery reduction and multiplication algorithms can be found in [21,7].

2.1 RNS Montgomery Multiplication

In this section we recall a recent RNS version of the Montgomery multiplication
algorithm, previously proposed in [3,4]. In the RNS version of the Montgomery
multiplication, the value

M1 =
k∏

i=1

mi, (2)

is chosen as the Montgomery constant (instead of βk in the classical representa-
tion). Hence, the RNS Montgomery multiplication of A and B yields

R = ABM−1
1 mod N, (3)

where R, A, B and N are represented in RNS according to a predefined base B1.
As in the classical Montgomery algorithm we look for an integer Q such that
(AB + QN) is a multiple of M1. However, the multiplication by M−1

1 cannot be
performed in the base B1. We define an extended base B2 of k extra relatively
prime moduli and perform the multiplication by M−1

1 within this new base B2.
For simplicity we shall consider that both B1 and B2 are of size k. Let us define
B1 = (m1, . . . , mk) and B2 = (mk+1, . . . m2k), with M2 =

∏k
i=1 mk+i, and

gcd(M1, M2) = 1.
Now, in order to compute Q, we use the fact that (AB + QN) must be a

multiple of M1. Clearly Q = −ABN−1 mod M1, and thus

qi = −aibin
−1
i mod mi, ∀i = 1 . . . k. (4)

As a result, we have computed a value Q < M1 such that Q = −ABN−1 mod
M1. As pointed out previously we compute (AB + QN) in the extra base B2.
Before we can evaluate (AB + QN) we have to know the product AB in base
B2 and extend Q, which has just been computed in base B1 using (4), in base
1 According to the CRT testing the equality of two RNS numbers is trivial.
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B2. We then compute R = (AB + QN)M−1
1 in base B2, and extend the result

back to the base B1 for future use (the next call to Montgomery multiplication).
Algorithm 1 describes the computations of our RNS Montgomery multiplication.
It computes the Montgomery product ABM−1

1 mod N , where A, B, and N are
represented in RNS in both bases B1 and B2.

Algorithm 1 : MM(A, B, N,B1,B2), RNS Montgomery Multiplication
Input : Two RNS bases B1 = (m1, . . . , mk), and B2 = (mk+1, . . . , m2k), such that

M1 =
∏k

i=1 mi, M2 =
∏k

i=1 mk+i and gcd(M1, M2) = 1; a positive integer N
represented in RNS in both bases such that 0 < 4N < M1, M2 and gcd(N, M1) =
1; (Note that M1 can be greater or less than M2.) two positive integers A, B
represented in RNS in both bases, with AB < M1N .

Output : A positive integer R represented in RNS in both bases, such that R ≡
ABM−1

1 (mod N), and R < 2N .
1: T ← A ⊗RNS B in B1 ∪ B2

2: Q ← T ⊗RNS (−N−1) in B1

3: Extend Q from B1 to B2

4: R ← (T ⊕RNS Q ⊗RNS N) ⊗RNS M−1
1 in B2

5: Extend R back from B2 to B1

Steps 1, 2 and 4 of algorithm 1 consist of full RNS operations and can be
performed in parallel. As a consequence the complexity of the algorithm clearly
relies on the two base extensions of lines 3 and 5.

Many different methods have been proposed to perform the base extension.
Among those based on the CRT, [24] and [16] use a floating-point like dedicated
unit, [26] proposes a version with an extra modulo greater than k (this method
is not valid for the first extension of Algorithm 1), [25] perform an approximated
extension, and [3] allow an offset for the first base extension which is compensated
during the second one. Other solutions have been proposed which use the mixed
radix system (MRS) [10]. The great advantage of the MRS approach is that the
modification of one modulus, only requires the computation of at most k new
values.

In [8], Posch and Posch’s RNS Montgomery algorithm [25] is used, together
with J.-C. Bajard et al. base extensions [3], which requires the computation of
Ti and T−1

i for each modulus mi, where Ti = M/mi is about the same size as
M , i.e. about 512 bits. In the context of random bases, precomputations are
inconceivable (their choices of parameters lead to more than 235 possible values
for M). So we suppose that they evaluate these values at each base selection.
Note that our algorithm uses the MRS conversion to avoid this problem.

2.2 Modular Exponentiation

The RNS Montgomery multiplication easily adapts to modular exponentiation
algorithms. Since the exponent is not represented in RNS, we can consider any



66 J.-C. Bajard et al.

classic method for modular exponentiation, from the basic binary (square-and-
multiply) algorithm to other fast exponentiation methods [11]. As with any
Montgomery based exponentiation algorithm, the first step in the evaluation
of XE mod N , is to transform the input X into the so-called Montgomery rep-
resentation: X ′ = XM1 mod N (X ′ is sometimes referred to as the N -residue
of x according to M1). This is done using a Montgomery multiplication with
X and (M2

1 mod N) as inputs. This representation has the advantage of being
stable over Montgomery multiplication:

MM(X ′, Y ′, N,B1,B2) ≡ XY M1 mod N.

At the end of the exponentiation, the value Z ′ = XEM1 mod N is converted
back into the expected result Z = XE mod N using a last call to Montgomery
multiplication with Z ′ and 1 as inputs.

3 Leak Resistant Arithmetic

One advantage of the RNS algorithms presented in previous sections is to offer
many degrees of freedom for the randomization of processed data. In this section
we propose two approaches based on the random selection of the RNS bases,
which provides randomization, both at the circuit level (spatial randomization)
and the data level (arithmetic masking). They represent a good trade-off between
randomization strength and implementation cost. We consider two approaches:

– Random choice of the initial bases: Randomization of the input data
is provided by randomly choosing the elements of B1 and B2 before each
modular exponentiation.

– Random change of bases before and during the exponentiation:
A generic algorithm is proposed offering many degrees of freedom in the
implementation and at the security level.

3.1 Solving the Problem of the Montgomery Factor

A random draw of B1 and B2 is seen as a permutation γ, over the predefined set
B of size 2k. The first k elements give B1,γ =

(
mγ(1), . . . , mγ(k)

)
, and the next k

ones give B2,γ =
(
mγ(k+1), . . . , mγ(2k)

)
. We denote M1,γ and M2,γ the products

of the elements of B1,γ and B2,γ respectively:

M1,γ =
k∏

i=1

mγ(i), M2,γ =
2k∏

i=k+1

mγ(i).

Before we give more details on SCA aspects, we solve an important problem
due to the random choice of B1 and B2. As pointed out before, modular exponen-
tiation of any input X usually starts with an initial modular multiplication to
get into the Montgomery representation, according to the so-called Montgomery
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factor. As mentioned before, we would have to perform the Montgomery multi-
plication of X and (M2

1,γ mod N). But since M1,γ is the product of k randomly
chosen moduli, we do not know (M2

1,γ mod N) beforehand. The huge number of
possibilities for M1,γ (further evaluated) makes the precomputation of the prod-
ucts of all the subsets of k elements of B unconceivable. On-the-fly evaluation
of (M2

1,γ mod N), after the random choice of B1,γ , would be very expensive and
would require dedicated hardware.

The solution we propose is achieved through a call to our RNS Montgomery
multiplication where the roles of the bases B1,γ and B2,γ are exchanged. The
following proposition holds:

Proposition 1. For every permutation γ over B, the Montgomery representa-
tion of X according to B1,γ , i.e. the value X M1,γ mod N , is obtained with (note
the order of B1,γ and B2,γ in the call to MM):

MM(X, M mod N, N,B2,γ ,B1,γ), (5)

where M =
∏2k

i=1 mi.

Proof. It suffices to remark that ∀γ, we have M = M1,γM2,γ . Thus:

MM(X, M mod N, N,B2,γ ,B1,γ) = XM1,γM2,γM−1
2,γ mod N = XM1,γ mod N.

��
It is important to note that M mod N does not depend on γ. This value is
precomputed for each mi. We obtain the result in RNS for the two bases, and we
continue the exponentiation, with the two bases B1,γ and B2,γ playing their usual
role as in MM(., ., N,B1,γ ,B2,γ). This solution only requires the precomputation
of 2k small constants, of the size of the mjs: for j = 1...2k, we store the values
|M mod N |mj

, where M =
∏2k

j=1 mj .
We remark that this problem of the Montgomery factor is not mentioned

in [8]. Using their notations, the precomputation of M̃2 mod p and M̃2 mod q
for all the possible RNS bases would require the precomputation of

(69
9

)
> 235

values of 512 bits each (more than 6.5 TBytes). We must then assume that
M̃2 mod p and M̃2 mod q (or X M̃ mod p and X M̃ mod q) are computed using
other techniques, like Barrett or Quisquater, as precisely pointed out in [13]. This
would require dedicated hardware (protected against SCA), and thus, drastically
increase the size of the circuitry. In this case, the advantages of the RNS solution
seems very limited. Using the same parameters, our algorithm only requires
144 Kbytes of memory, and one call to RNS Montgomery (which has to be done
anyway).

3.2 Initial Random Bases

Taking into account the order of the elements within the bases, a set B of 2k
moduli, leads to 2k! different bases B1,γ and B2,γ of k moduli each. Since two
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consecutive exponentiations are performed with two different permutations, γ
and γ′, identical input data leak different information through the side-channel.
Actually, after step 2 of algorithm 1, we have computed Q = (qγ(1), . . . , qγ(2))
in B1,γ , where qγ(i) = q mod mγ(i) for i = 1...k. Then, for each mγ(j) in B2,γ , we
evaluate

|q|mγ(j)
=

∣∣t1 + mγ(1)(t2 + mγ(2)(t3 + · · ·+ mγ(k−1)tk) · · · )∣∣
mγ(j)

, (6)

where the tis are evaluated as follows, with μs,t = m−1
γ(s) mod mγ(t):

t1 = |q|mγ(1)
= qγ(1) (7)

t2 =
∣∣(qγ(2) − t1)μ1,2

∣∣
mγ(2)

(8)

...

tk =
∣∣(· · · (qγ(k) − t1)μ1,k − · · · − tk−1)μk−1,k

∣∣
mγ(k)

(9)

From (6) to (9), we remark the influence of γ on the computations. It is clear that
the values μs,t used to evaluate the tis are different for each new permutation.
Moreover, although all of them need to be precomputed, only about half of them
(those with s > t) are used in (7) to (9). The same remark applies for (6) where
all the operands differ from one permutation to another. It is also important
to note that equations (6) to (9) require modular arithmetic to be performed
modulo different values at each permutation. Initial random bases will thus give
very different traces through the side-channel, even with identical input data.
This significantly increases the number of experiments the attacker should try
in order to retrieve secret information.

Initial random bases also provides data randomization. Selecting two bases
of k moduli each within a set of exactly 2k moduli, gives

(2k
k

)
= (2k)!

k!k! pairs
(M1,γ , M2,γ), i.e.

(2k
k

)
different Montgomery representations. Let us explain why

this parameter corresponds to the level of randomization of the input data pro-
vided by our arithmetic. Randomizations of the message and the exponent are
well known techniques to defeat DPA [19]. These randomizations prevent from
chosen and known plain-text SCA targeting a secret carried out by the exponent
during the exponentiation. In classical arithmetic solutions, such a masking can
be obtained by choosing a pair of random values (ri, rf ), with ri ≡ r−1

f (mod N),
and by multiplying (modulo N) the message X by ri before the exponentiation,
such that Xri mod N has a uniform distribution2. Similar techniques are used
to randomize the exponent and the modulus. The size of the random factor(s)
must be chosen large enough to ensure a good level of randomization.

In our case, M1,γ plays the same role as the random factor ri. The first step of
the exponentiation which converts X into XM1,γ mod N , thus provides message
randomization. Since M1,γ is the product of randomly selected moduli, and can
2 A final multiplication by re

f mod N is required at the end.
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take
(2k

k

)
different values, we can consider that the output XM1,γ mod N has

a uniform distribution (if k is large enough). It is important to note that the
randomization of X is free since the first call to MM(...) must be performed
anyway.

Table 1 gives randomization rates of different base sizes, and the correspond-
ing size of the factor ri in classic arithmetic solutions, computed as �log2(

(2k
k

)
)�.

For example, we remark that k = 34 (|B| = 68), provides about the same ran-
domization level as a random factor ri of 64 bits.

Table 1. Randomization level of different base sizes, and their equivalent in classic
arithmetic masking solutions.

size of B (2k
k

)
equiv. size of ri (in bits)

36 9075135300 33
44 2104098963720 40
52 495918532948104 48
60 118264581564861424 56
68 28453041475240576740 64
80 107507208733336176461620 76

In terms of memory requirements, initial random bases require the precom-
putation of 2k moduli mi of n bits each, 2k−1 modular inverses |m−1

i |mj
(i �= j)

for each mj , and 2k values |M mod N |mi
; a total of 2k(2k + 1) n-bit integers.

Table 2 gives the total memory requirements for different values of k and n and
the corresponding RSA equivalent dynamic range (computed as k(n− 1), which
is the size of the lower bound of M1,γ considering 2n−1 ≤ mi < 2n). For example,
a set B of 2k = 68 moduli of 32 bits each (which correspond to approximately
1054-bit numbers in classical binary representation) requires about 18 Kbytes of
memory.

Table 2. Memory requirements for various parameters k and n, and the corresponding
RSA equiv. size.

k n = size of the mis (in bits) memory (in KBytes) dynamic range
30 18 8 > 510
25 32 10 > 775
34 32 18 > 1054
17 64 9.5 > 1071
32 64 33 > 2016

We remark that the space complexity is in O(k2n). Thus, it is better to
consider smaller bases with larger moduli. Of course, the complexity of the basic
cells which perform the arithmetic over each mi increases at the same time. A
tradeoff between the two parameters k and n has to be found, according to the
hardware resources.
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3.3 Random Bases During Exponentiation

In this section, we show how we can randomly change the RNS bases during the
exponentiation. As for the initial random bases version presented in the previous
section, we must solve another problem, the on-the-fly conversion between two
different Montgomery representations.

Let us assume that initial random bases have been selected and that the expo-
nentiation algorithm has computed until, say Y = XαM1,γ mod N over the two
bases (B1,γ ,B2,γ). In order to continue with two new random bases (B1,γ′ ,B2,γ′),
we have to switch from the old Montgomery representation (according to M1,γ)
to the new one (according to M1,γ′). In other words, the question is: given
XαM1,γ mod N , how can we compute XαM1,γ′ mod N?

A straightforward solution is to get out of the old Montgomery representation
with

MM(Y, 1, N,B1,γ ,B2,γ) = Xα mod N = Z,

and to enter into the new Montgomery representation with

MM(Z, M mod N, N,B2,γ′ ,B1,γ′) = XαM1,γ′ mod N

using the solution proposed in Sect. 3.2. The exponentiation can then continue
according to M1,γ′ until the next base change. The main drawback of this solu-
tion is that we loose the randomization of Xα mod N between the two calls to
MM(...).

A better solution consists in inverting the order of the two calls to MM(...).
Actually, if we first call (note the order of B1,γ and B2,γ)

MM(XαM1,γ mod N, M mod N, N,B2,γ′ ,B1,γ′),

we obtain
XαM1,γM1,γ′ mod N.

We then call
MM(XαM1,γM1,γ′ mod N, 1, N,B1,γ ,B2,γ)

and get the expected result

XαM1,γ′ mod N.

As a result, the value Xα mod N is always masked by a random quantity.
In order to illustrate the fact that our arithmetic easily adapts to existing

countermeasures at the upper level, Algorithm 2 is a RNS variant of an expo-
nentiation algorithm (adapted from the Montgomery ladder [23]), proposed by
M. Joye and S.-M. Yen [15]. The permutations are indiced according to the bits
of the exponent. We start with the initial random permutation γl and we use
γi and γi+1 to represent the old and new ones at each iteration (note that γi+1
can be equal to γi if no new permutation is selected.). Note that this generic al-
gorithm offers many implementation options in the frequency of base exchange.
Although it is always possible to pay the price for a new permutation of B at
each iteration, this is our feeling that such an ultimate option does not neces-
sarily provides a better security, although this seems difficult to prove at the
algorithmic level.
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Algorithm 2 : RME(X, C, N,B), Randomized Modular Exponentiation
Input : A set B = {m1, . . . , mk, mk+1, . . . , m2k} of relatively prime integers ; an

integer X less than N represented in RNS for all mj ∈ B, with 4N < M1,γ , where
M1,γ =

∏k
i=1 mγ(i) for all permutation γ of B ; a positive exponent E =

∑l−1
i=0 ei2i.

Output : A positive integer Z = XE mod N represented in RNS over B.
1: Select randomly γl

2: U0 ← MM(1, M mod N, N, B2,γl , B1,γl)
3: U1 ← MM(X, M mod N, N, B2,γl , B1,γl)
4: for i = l − 1 down to 0 do
5: b ← ei

6: Ub ← MM(Ub, Uei , N, B1,γi+1 , B2,γi+1)
7: if new γi randomly selected then
8: U0 ← MM(U0, M mod N, N, B2,γi , B1,γi)
9: U0 ← MM(U0, 1, N, B1,γi+1 , B2,γi+1)

10: U1 ← MM(U1, M mod N, N, B2,γi , B1,γi)
11: U1 ← MM(U1, 1, N, B1,γi+1 , B2,γi+1)
12: else
13: γi = γi+1

14: end if
15: Uei ← MM(Uei , Uei , N, B1,γi , B2,γi)
16: end for
17: Z ← MM(U0, 1, N, B1,γ0 , B2,γ0)

4 Implementation Aspects

In this section we propose an efficient addressing scheme which shows that our
algorithms can be implemented rather efficiently at a reasonable hardware cost.

In a highly parallel implementation, the circuit can be built with 2k identical
basic cells. If k is large it might not be possible to build a circuit having actually
2k cells. In this case, it is always possible to implement the algorithms with
fewer cells, at the price of less parallelization, by adding control to deal with the
available cells. Each elementary cell can perform the basic modular arithmetic
operations. It receives three operands x, y, m, one control bit and return either
the sum or the product3 (depending on the control bit) of x and y modulo m
(see Fig. 1).

The precomputed values are stored in a multiple access memory and are
addressed through a permutation table which implements γ. Each elementary cell
has an identification number and performs the operation modulo the value given
by γ for this number. For example, in Fig. 1, the jth cell performs the modular
multiplication x μi,j mod mγ(j), where μi,j (see 3.2 for details) is retrieved from
the memory through the permutation table. When the value μi,j = |m−1

γ(i)|mγ(j)

is required, the indices i, j are passed to γ which returns the value stored at
the address (γ(i), γ(j)). When i = j, the memory blocks can be used to store
the |M mod N |mi

. The advantage of using a permutation table is that the cells
3 We can also consider a multiply-and-add operation which returns xy + z mod m.
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Fig. 1. Sketch of a RNS-based cryptoprocessor with a network of elementary cells
exchanging data with the memory through a permutation table.

do not have to deal with the permutations themselves. Each time we randomly
select a new couple of bases, we just need to reconfigure the permutation table.

5 Side-Channel Analysis

In LRA, timing attacks are prevented by masking the input data. Actually,
since M1,γ comes from a randomly chosen subset of B, the first Montgomery
multiplication provides randomization of the message at no extra cost4. Note
also that timing attacks can still be prevented at the algorithmic level with LRA
as presented in Sect. 3.3 with the adaptation of the exponentiation method
proposed in [15].

LRA provides natural resistance to SPA, DPA and EMA, by generating a
very high level of randomization, both at the data level and the order of the
computations.

The first feature brought by the proposed LRA is the randomization of the
bases. If we assume that the architecture has exactly 2k elementary cells, each
cell performs its computations with a randomly drawn modulo. Hence, if the
same computation is performed several times, a given cell never computes the
same calculation. This leads to protections that act at different levels. First, we
have the so-called spatial protection, since a given location, i.e. a cell, behaves
differently for the same calculation (same input data); this helps to foil EMA
focusing on the activity of an elementary cell. Moreover, the random choice of the
bases leads to the randomization of the message. This is a well known technique
to defeat DPA as well as SPA.

4 If further masking is required, a random multiple of φ(N) can easily be added to
the exponent (represented in classical binary representation) before each modular
exponentiation.
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The second feature, which acts against SPA and DPA, is due to the random
bases changes during the exponentiation. Actually, the values from an iteration
to another within the exponentiation algorithm are no longer correlated. By
the way, it thwarts classical DPA in iterative attacks e.g. on RSA algorithms.
Moreover, many implementation options in the frequency of base exchange allow
the user to easily increase the level of randomization.

Previous attacks on public key protocols using Fault injection [6] works well
when the values are stored in the classic positional binary number representa-
tion. For example, the attack on non-CRT implementation of RSA makes the
assumption that the flip of one bit of a register during the exponentiation changes
a value z to z ± 2b for an unknown bit b. Since RNS is not such a positional
number system, this assumption is not valid anymore and known fault attacks
do not apply. Moreover, the use of (redundant) residue number and polynomial
systems for error checking/correcting has been investigating in the past (see
[14], [27]) and would apply perfectly to our system in order to reinforce the re-
sistance against fault-based attacks (in the case of the CRT signature scheme
for example). Even though fault injection issues has not been addressed here, it
is not unreasonable to think that the LRA could also be used to defeat them.
A deeper analysis is required in order to see how this goal can be accurately
achieved.

6 Conclusions

We presented a new defense against side channel analysis adapted to public key
cryptosystems operating over large finite rings or field (RSA, ElGamal, ECC over
large prime fields, etc). For that purpose we introduced a Leak Resistant Arith-
metic (LRA) based on Residue Number Systems (RNS). We provided concrete
algorithms together with example of implementation. Our approach allows the
usage of many implementation optimizations at the field operator level with-
out introducing weaknesses. The computation overhead due to our technique
is shown to be negligible regarding to the overall computation time. We have
shown that the LRA provides self robustness against EMA, DPA and SPA at
the field implementation level. Moreover, at an upper level, usual protections
against SCA easily adapt.
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Abstract. We present a new sequential normal basis multiplier over
GF (2m). The gate complexity of our multiplier is significantly reduced
from that of Agnew et al. and is comparable to that of Reyhani-Masoleh
and Hasan, which is the lowest complexity normal basis multiplier of the
same kinds. On the other hand, the critical path delay of our multiplier
is same to that of Agnew et al. Therefore it is supposed to have a
shorter or the same critical path delay to that of Reyhani-Masoleh and
Hasan. Moreover our method of using a Gaussian normal basis makes
it easy to find a basic multiplication table of normal elements. So one
can easily construct a circuit array for large finite fields, GF (2m) where
m = 163, 233, 283, 409, 571, i.e. the five recommended fields by NIST for
elliptic curve cryptography.

Keywords: Massey-Omura multiplier, Gaussian normal basis, finite
field, elliptic curve cryptography, critical path delay.

1 Introduction

Finite field multiplication finds various applications in many cryptographic areas
such as ECC and AES. Though one may design a finite field multiplier in a soft-
ware implementation, a hardware arrangement has a strong advantage when one
wants a high speed multiplier. Moreover arithmetic of GF (2m) is easily realized
in a circuit design using a few logical gates. A good multiplication algorithm
depends on the choice of a basis for a given finite field. Especially a normal ba-
sis is widely used [5,10,11] because it has some good properties such as simple
squaring. A multiplication in GF (2m) can be classified into two types, a paral-
lel (two dimensional) [4,5,8,10] and a sequential (linear) [1,3,9,11] architectures.
Though a parallel multiplier is well suited for high speed applications, ECC re-
quires large m for GF (2m) (at least m = 163) to support a sufficient security. In
other words, since the parallel architecture has an area complexity of O(m2), it

M. Joye and J.-J. Quisquater (Eds.): CHES 2004, LNCS 3156, pp. 76–91, 2004.
c© International Association for Cryptologic Research 2004
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is not suited for this application. On the other hand, a sequential multiplier has
an area complexity of O(m) and therefore is applicable for ECC. Since it takes
m clock cycles to produce one multiplication result using a sequential multiplier,
it is slower than a parallel multiplier. Consequently reducing the total delay time
of a sequential multiplier is very important.

A normal basis multiplier of Massey and Omura [7] has a parallel-in, serial-
out structure and has a quite long critical path delay proportional to log2 m.
Agnew et al. [1] proposed a sequential multiplier which has a parallel-in, parallel-
out structure. It is based on the multiplication algorithm of Massey and Omura,
however the critical path delay of the multiplier of Agnew et al. is significantly
reduced from that of Massey and Omura. Recently, Reyhani-Masoleh and Hasan
[3] presented two sequential multipliers using a symmetric property of multipli-
cation of normal elements. Both multipliers in [3] have roughly the same area
complexity and critical path delay. These multipliers have the reduced area com-
plexity from that of Agnew et al. with a slightly increased critical path delay.
In fact, the exact critical path delay of the multipliers of Reyhani-Masoleh and
Hasan is difficult to estimate in terms of m and is generally believed to be slightly
longer or equal to that of Agnew et al. For example, for the case of a type II
ONB, the critical path delay of Reyhani-Masoleh and Hasan [3] is TA + 3TX

while that of Agnew et al. [1] is TA + 2TX , where TA, TX are the delay time of
a two input AND gate and a two input XOR gate, respectively. However since
we are dealing with a sequential (linear) multiplier, even a small increment of
critical path delay such as TX results in a total delay of mTX where m is the
size of a field.

Our aim in this paper is to present a sequential multiplier using a Gaussian
normal basis in GF (2m) for odd m. Since choosing an odd m is a necessary
condition for cryptographic purposes and since a low complexity normal basis
is frequently a Gaussian normal basis of type (m, k) for low k, our restriction
in this paper does not cause any serious problem for practical purposes. In fact
all the five recommended fields GF (2m) by NIST [16] for ECC where m =
163, 233, 283, 409, 571 can be dealt using our Gaussian normal basis, and the
corresponding circuits are easy to construct if one follows a simple arithmetic
rule of a Gaussian normal basis. We will show that the area complexity of our
sequential multiplier is reduced from that of the multiplier of Agnew et al. [1]
and thus comparable to that of the multiplier of Reyhani-Masoleh and Hasan
[3]. Moreover the critical path delay of our multiplier is same to that of Agnew
et al. and therefore is believed to be shorter or equal to that of Reyhani-Masoleh
and Hasan.

2 Review of the Multipliers of Agnew et al. and
Reyhani-Masoleh and Hasan

Let GF (2m) be a finite field with characteristic two. GF (2m) is a vector space of
dimension m over GF (2). A basis of the form {α, α2, α22

, · · · , α2m−1} is called a
normal basis for GF (2m). It is well known [6] that a normal basis exists for all
m ≥ 1. Let {α0, α1, · · · , αm−1} be a normal basis in GF (2m) with αi = α2i

. Let
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αiαj =
m−1∑
s=0

λ
(s)
ij αs, (1)

where λ
(s)
ij is in GF (2). Then for any integer t, we have

αiαj = (αi−tαj−t)2
t

=
m−1∑
s=0

λ
(s)
i−t,j−tαs+t =

m−1∑
s=0

λ
(s−t)
i−t,j−tαs, (2)

where the subscripts and superscripts of λ are reduced (mod m). Therefore
comparing the coefficients of αs, we find

λ
(s)
ij = λ

(s−t)
i−t,j−t. (3)

In particular, we have

λ
(s)
ij = λ

(0)
i−s,j−s. (4)

Letting A =
∑m−1

i=0 aiαi and B =
∑m−1

j=0 bjαj in GF (2m), we have the multipli-
cation C = AB =

∑m−1
s=0 csαs where

C =
∑
i,j

aibjαiαj =
∑
i,j

aibj

m−1∑
s=0

λ
(s)
ij αs =

m−1∑
s=0

(
∑
i,j

aibjλ
(s)
ij )αs. (5)

Fig. 1. A circuit of Agnew et al. in GF (25)

Therefore, using (4), we have the coefficients cs of C = AB as

cs =
∑
i,j

aibjλ
(s)
ij =

∑
i,j

aibjλ
(0)
i−s,j−s =

∑
i,j

ai+sbj+sλ
(0)
ij , (6)

where the subscripts of a, b and λ are reduced (mod m). The circuit of Agnew et
al. [1] is a straightforward realization of the above equation with the information



Efficient Linear Array for Multiplication in GF (2m) Using a Normal Basis 79

of the m by m matrix (λ(0)
ij ). When there is a type II ONB (optimal normal basis),

it is easy to find λ
(0)
ij as is explained in [1]. That is,

λ
(0)
ij = 1 iff 2i ± 2j ≡ ±1 (mod 2m + 1). (7)

Figure 1 shows the circuit of Agnew et al. for the case m = 5 where a type II
ONB is used. For arbitrary finite field, finding λ

(0)
ij may not be so easy. However

if we have a Gaussian normal basis, one can easily find λ
(0)
ij by following a simple

arithmetic rule. A Gaussian normal basis and a type II ONB will be discussed
briefly in the following sections.

Recently, Reyhani-Masoleh and Hasan [3] suggested a new normal basis mul-
tiplication algorithm which significantly reduces the area complexity compared
with the multiplier of Agnew et al. They used ααi instead of αiαj and wisely
utilized the symmetric property between ααi and ααm−i. In fact they proposed
two sequential multiplication architectures, so called XESMPO and AESMPO
[3]. Since the hardware complexity of AESMPO is higher than that of XESMPO
and both architectures have the same critical path delay, we will sketch the idea
in [3,4] for the case of XESMPO. In [3,4], the multiplication C = AB is expressed
as

∑
i,j

aibjαiαj =
m−1∑
i=0

aibiαi+1 +
m−1∑
i=0

∑
j �=i

aibj(ααj−i)2
i

=
m−1∑
i=0

aibiαi+1 +
m−1∑
i=0

∑
j �=0

aibj+i(ααj)2
i

.

(8)

When m is odd, the second term of the right side of the above equation is written
as

m−1∑
i=0

ν∑
j=1

aibj+i(ααj)2
i

+
m−1∑
i=0

m−1∑
j=m−ν

aibj+i(ααj)2
i

, (9)

and when m is even, it is written as

m−1∑
i=0

ν∑
j=1

aibj+i(ααj)2
i

+
m−1∑
i=0

m−1∑
j=m−ν

aibj+i(ααj)2
i

+
m−1∑
i=0

aibν+1+i(ααν+1)2
i

,

(10)
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where ν = �m−1
2 �, i.e. m = 2ν + 1 or m = 2ν + 2. Also the second term of (9)

and (10) is written as

m−1∑
i=0

m−1∑
j=m−ν

aibj+i(ααj)2
i

=
m−1∑
i=0

ν∑
j=1

aibm−j+i(ααm−j)2
i

=
m−1∑
i=0

ν∑
j=1

ai+jbi(ααm−j)2
i+j

=
m−1∑
i=0

ν∑
j=1

ai+jbi(ααj)2
i

,

(11)

where the first (resp. second) equality comes from the rearrangement of the sum-
mation with respect to j (resp. i) and all the subscripts are reduced to (mod m).
Therefore we have the basic multiplication formula of Reyhani-Masoleh and
Hasan depending on whether m is odd or m is even as

AB =
m−1∑
i=0

aibiαi+1 +
m−1∑
i=0

ν∑
j=1

(aibj+i + aj+ibi)(ααj)2
i

, (12)

or

AB =
m−1∑
i=0

aibiαi+1 +
m−1∑
i=0

ν∑
j=1

(aibj+i + aj+ibi)(ααj)2
i

+
m−1∑
i=0

aibν+1+i(ααν+1)2
i

.

(13)

Using these formulas, they derived a sequential multiplier where the gate com-
plexity is significantly reduced from that of [1]. The circuit of the multiplier is
shown in Figure 2 for m = 5 where a type II ONB is used.

Fig. 2. A circuit of Reyhani-Masoleh and Hasan in GF (25)
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3 Gaussian Normal Basis of Type k in GF (2m)

We will briefly explain basic multiplication principle in GF (2m) with a Gaussian
normal basis of type k over GF (2) (See [6,12].). Let m, k be positive integers
such that p = mk+1 is a prime �= 2. Let K = 〈τ〉 be a unique subgroup of order
k in GF (p)×. Let β be a primitive pth root of unity in GF (2mk). The following
element

α =
k−1∑
j=0

βτj

(14)

is called a Gauss period of type (m, k) over GF (2). Let ordp2 be the order of
2 (mod p) and assume gcd(mk/ordp2, m) = 1. Then it is well known [6] that
α is a normal element in GF (2m). That is, letting αi = α2i

for 0 ≤ i ≤ m − 1,
{α0, α1, α2, · · · , αm−1} is a basis for GF (2m) over GF (2). It is called a Gaussian
normal basis of type k or (m, k) in GF (2m). Since K = 〈τ〉 is a subgroup of
order k in the cyclic group GF (p)×, the quotient group GF (p)×/K is also a
cyclic group of order m and the generator of the group is 2K. Therefore we have
a coset decomposition of GF (p)× as a disjoint union,

GF (p)× = K0 ∪K1 ∪K2 · · · ∪Km−1, (15)

where Ki = 2iK, 0 ≤ i ≤ m− 1, and an element in GF (p)× is uniquely written
as τ s2t for some 0 ≤ s ≤ k − 1 and 0 ≤ t ≤ m− 1. For each 0 ≤ i ≤ m− 1, we
have

ααi =
k−1∑
s=0

βτs
k−1∑
t=0

βτt2i

=
k−1∑
s=0

k−1∑
t=0

βτs(1+τt−s2i) =
k−1∑
s=0

k−1∑
t=0

βτs(1+τt2i). (16)

From (15), there are unique 0 ≤ u ≤ k − 1 and 0 ≤ v ≤ m − 1 such that
1+ τu2v = 0 ∈ GF (p). If t �= u or i �= v, then we have 1+ τ t2i ∈ Kσ(t,i) for some
0 ≤ σ(t, i) ≤ m−1 depending on t and i. Thus we may write 1+τ t2i = τ t′

2σ(t,i)

for some t′. Now when i �= v,

ααi =
k−1∑
s=0

k−1∑
t=0

βτs(1+τt2i) =
k−1∑
s=0

k−1∑
t=0

βτs(τt′
2σ(t,i))

=
k−1∑
t=0

k−1∑
s=0

βτs+t′
2σ(t,i)

=
k−1∑
t=0

α2σ(t,i)
=

k−1∑
t=0

ασ(t,i).

(17)

Also when i = v,

ααv =
k−1∑
s=0

k−1∑
t=0

βτs(1+τt2v) =
∑
t�=u

k−1∑
s=0

βτs(τt′
2σ(t,v)) +

k−1∑
s=0

βτs(1+τu2v)

=
∑
t�=u

k−1∑
s=0

βτs+t′
2σ(t,v)

+
k−1∑
s=0

1 =
∑
t�=u

α2σ(t,v)
+ k =

∑
t�=u

ασ(t,v) + k.

(18)
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Therefore ααi is computed by the sum of at most k basis elements in {α0, α1, · · · ,
αm−1} for i �= v and ααv is computed by the sum of at most k−1 basis elements
and the constant term k ≡ 0, 1 ∈ GF (2).

4 New Multiplication Algorithm Using a Gaussian
Normal Basis in GF (2m) for m Odd

4.1 Symmetry of (λ(s)
ij ) and (λij)

Efficient implementation of ECC over a binary field GF (2m) requires that m is
odd, or more strongly m is prime. These conditions are necessary to avoid Pohlig-
Helllman type attacks. For example, all the five binary fields GF (2m), m =
163, 233, 283, 409, 571 suggested by NIST [16] for ECDSA have the property that
m = prime. Therefore it is not so serious restriction to assume that m is odd for
a fast multiplication algorithm if one is interested in this kind of applications.
For odd values of m, it is well known [15] that a Gaussian normal basis of type k
or (m, k) always exists for some k ≥ 1. Since mk +1 is a prime with m = odd, it
follows that k is even. Thus it is enough to study the multiplication in GF (2m)
for odd m with a Gaussian normal basis of type k for even k. To derive a low
complexity architecture, in view of the multiplication formulas (17) and (18),
one should choose a small k, i.e. low complexity Gaussian normal basis. The
least possible even k ≥ 1 is k = 2. This is so called a type II ONB (optimal
normal basis) or more specifically a type 2 Gaussian normal basis. Among the
five binary fields recommended by NIST, m = 233 is the only case where a type
II ONB exists. On the other hand, the lowest complexity Gaussian normal basis
for the rest of the fields are type 4 Gaussian normal basis when m = 163, 409,
type 6 Gaussian normal basis when m = 283, and type 10 Gaussian normal basis
when m = 571 (See [12]).

Let {α0, α1, · · · , αm−1} be any normal basis in GF (2m) with αi = α2i

and
let

ααi =
m−1∑
j=0

λijαj , (19)

where λij is in GF (2). Taking repeated powers of 2 for both sides of the above
equation, one finds

λ
(s)
ij = λi−j,s−j , (20)

where λ
(s)
ij is defined in (1). An explicit table of λ

(s)
ij is necessary for construc-

tion of the multipliers of Agnew et al. and also of Reyhani-Masoleh and Hasan.
Finding λ

(s)
ij may not be so easy unless one has a sufficient information on the

given normal basis. Also note that (λ(s)
ij ) is a symmetric matrix but (λij) is not

in general. However, it turns out that (λij) is a symmetric matrix if a Gaussian
normal basis of type k with k even is used. More precisely, we have the following.
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Lemma 1. If {α0, α1, · · · , αm−1} is a Gaussian normal basis of type k where k
is even, then we have

λ
(0)
ij = λij .

Proof. From (20), it is enough to show that λij = λi−j,−j . From the formulas
(17) and (18), it is clear that λij = 1 if and only there exist odd pairs of (s, s′)
(mod k) such that

1 + τ s2i = τ s′
2j , (21)

where 〈τ〉 is a unique multiplicative subgroup of order k in GF (p)× with p =
mk + 1. Let S be the set of all pairs (s, s′) (mod k) satisfying (21) and same
way define T as the set of all pairs (t, t′) (mod k) satisfying 1+ τ t2i−j = τ t′

2−j .
To prove λij = λi−j,−j , it suffices to show that the sets S and T have the same
cardinality. Dividing both sides of the equation (21) by τ s′

2j , we get

τ−s′
2−j + τ s−s′

2i−j = 1. (22)

Since the order of τ is k where k is even, we have −1 = τ
k
2 and therefore

τ−s′
2−j = 1 + τ

k
2 +s−s′

2i−j . (23)

Since the map fS : S → T defined by fS(s, s′) = (k
2 + s− s′,−s′) and the map

fT : T → S defined by fT (t, t′) = (k
2 +t−t′,−t′) give one to one correspondence,

i.e. fS ◦ fT = id = fT ◦ fS , we are done. ��

4.2 Construction of a Sequential Multiplier and Complexity
Analysis

Now from (6) and also from Lemma 1, we have cs of C =
∑m−1

i=0 csαs = AB as

cs =
∑
i,j

ai+sbj+sλ
(0)
ij =

∑
i,j

ai+sbj+sλij =
m−1∑
j=0

(
m−1∑
i=0

ai+sλij)bj+s. (24)

Let us define an element xst, 0 ≤ s, t ≤ m− 1, in GF (2) as

xst = (
m−1∑
i=0

ai+sλit)bt+s, (25)

with corresponding matrix X = (xst). Then the tth column vector Xt of X is

Xt = (x0t, x1t, · · · , xm−1,t)T , (26)

where (x0t, x1t, · · · , xm−1,t)T is the transposition of the row vector (x0t, x1t, · · · ,
xm−1,t). Also the sum of all column vectors Xt, t = 0, 1, · · · , m− 1, is exactly

(c0, c1, · · · , cm−1)T , (27)
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because
∑m−1

t=0 xst = cs. Our purpose is to reduce the gate complexity of our
multiplier by rearranging the column vectors Xt and reusing partial sums in
the computation. Let m − 1 = 2ν and define m by m matrix Y = (yst) by the
following permutation of the column vectors of X as follows; When ν is odd,
define Y as

(Xν , · · · , X3, X1, Xm−1, Xm−3, · · · , Xm−ν , Xν−1, · · · , X2, X0, Xm−2, · · · , Xm−ν+1),
(28)

and when ν is even, Y is defined as

(Xν , · · · , X2, X0, Xm−2, · · · , Xm−ν , Xν−1, · · · , X3, X1, Xm−1, Xm−3, · · · , Xm−ν+1).
(29)

Then the sum of all column vectors Yt, 0 ≤ t ≤ m − 1, of Y with Yt =
(y0t, y1t, · · · , ym−1,t)T is same to the sum of all column vectors Xt, 0 ≤ t ≤ m−1,
of X which is (c0, c1, · · · , cm−1)T .

To derive a parallel-in, parallel-out multiplication architecture, we will com-
pute the sum of shifted diagonal vectors of Y, instead of computing the sum of
column vectors of Y . This can be done from the following observations. In the
expression of the matrix Y , there are exactly t− 1 columns between the vectors
Xt and Xm−t. Also, sth entry of Xt and s + tth entry of Xm−t have the same
terms of ais in their summands. In other words, from (25), we have

xs+t,m−t = (
m−1∑
i=0

ai+s+tλi,−t)bs = (
m−1∑
i=0

ai+sλi−t,−t)bs = (
m−1∑
i=0

ai+sλit)bs, (30)

where the third expression comes from the rearrangement of the summation on
the subscript i and the last expression comes from Lemma 1 saying λij = λi−j,−j .
Thus xst and xs+t,m−t have the same term

∑m−1
i=0 ai+sλit in their expression and

this will save the number of XOR gates during the computation of AB.

Table 1. New multiplication algorithm

—————————————————————————————————–

1. A =
∑m−1

i=0 aiαi and B =
∑m−1

i=0 biαi are loaded in m-bit registers respectively.
Also intermediate values D0, D1, · · · , Dm−1 of the multiplication are all set to zero.

2. For t = 0 to m − 1, do the following;

ys,s+t + Ds+t −→ Ds+t+1, (31)

where the above computation is done in parallel for all 0 ≤ s ≤ m − 1.
3. After mth iteration, we have Di = ci for all 0 ≤ i ≤ m−1, where AB =

∑m−1
i=0 ciαi.

—————————————————————————————————–

Let us explain the above algorithm in detail. At the first cycle (t = 0), Ds+1 =
Ds + yss are simultaneously computed for all 0 ≤ s ≤ m− 1, i.e. D1 = y00, D2 =
y11, · · · , D0 = ym−1,m−1. When t = 1, Ds+2 = Ds+1 + ys,s+1 are simultaneously
computed for all 0 ≤ s ≤ m−1, i.e. D2 = D1 +y01 = y00 +y01, D3 = D2 +y12 =
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y11+y12, · · · , D1 = D0+ym−1,0 = ym−1,m−1+ym−1,0. Finally, at mth (t = m−1)
cycle, Ds = Ds−1 + ys,s−1 are simultaneously computed. That is,

D0 = Dm−1 + y0,m−1 = y00 + y01 + · · ·+ y0,m−1 = c0,

D1 = D0 + y10 = y11 + y12 + · · ·+ y10 = c1,

· · · · · ·
· · · · · ·

Dm−1 = Dm−2 + ym−1,m−2 = ym−1,m−1 + ym−1,0 + · · ·+ ym−1,m−2 = cm−1.

(32)

In other words, for a fixed s, the final value Ds is sequentially computed in the
following order

Ds =
Ds+1︷︸︸︷
yss +ys,s+1︸ ︷︷ ︸

Ds+2

+ ys,s+2 + · · ·+ ys,s−1 =
m−1∑
i=0

ys,s+i = cs. (33)

Note that ys−1,s and yss, 0 ≤ s ≤ m − 1, in the equation (32), are from the
same column Ys of the matrix Y . Since Y is obtained by a column permutation
of a matrix X, we conclude that ys−1,s = xs−1,s′ and yss = xss′ for some s′

depending on s. Moreover from the equation (25), we get

xss′ = (
m−1∑
i=0

ai+sλis′)bs′+s, and xs−1,s′ = (
m−1∑
i=0

ai+s−1λis′)bs′+s−1, (34)

which implies that xs−1,s′ (= ys−1,s) is obtained by right cyclic shifting by one
position of the vectors ais and bis from the expression xs,s′ (= ys,s). Since this
can be done without any extra cost, all the necessary gates to construct a circuit
from the algorithm in Table 1 are the gates needed to compute the first (i.e.
t = 0) clock cycle of the step 2 of the algorithm,

Ds+1 = Ds + yss, 0 ≤ s ≤ m− 1. (35)

Recall that, for each s, there is a corresponding (because of a permutation) s′

such that

yss = xss′ = (
m−1∑
i=0

ai+sλis′)bs′+s. (36)

If s′ �= 0, i.e. if xss′ is not in the 0th column of X, then from the equations (25)
and (30), we find that the necessary XOR gates to compute xss′ and xs+s′,m−s′

(which are the diagonal entries of the matrix Y ) can be shared. Note that xss′ =
(
∑m−1

i=0 ai+sλis′)bs′+s can be computed by one AND gate and at most k−1 XOR
gates since the multiplication matrix (λij) of a Gaussian normal basis of type
k has at most k nonzero entries for each column (row) in view of the equation
(17). Thus the total number of necessary gates to compute all yss = xss′ with
s′ �= 0 is m− 1 AND gates plus m−1

2 (k − 1) XOR gates.
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Table 2. Comparison with previously proposed architectures

Critical path delay AND XOR flip-flop
(Type II ONB case) (Type II ONB case)

Massey ≤ TA + �log2 (mk)	TX CN ≤ CN − 1 2m

and Omura [7] (TA + �log2 (2m)	TX) (2m − 2)
Agnew et al. [1] ≤ TA + (1 + �log2 k	)TX m ≤ CN 3m

(TA + 2TX) (2m − 1)
Reyhani-Masoleh ≤ TA + (1 + �log2 (k + 2)	)TX m ≤ 1

2 (CN + 1) + 
 m
2 � 3m

and Hasan [3] (TA + 3TX) ( 3m−1
2 )

This paper ≤ TA + (1 + �log2 k	)TX m ≤ m + m−1
2 (k − 1) 3m

(TA + 2TX) ( 3m−1
2 )

When s′ = 0, then the number of nonzero entries of λi0, 0 ≤ i ≤ m − 1, is one
because αα0 = α2 = α1. Therefore we need one AND gate and no XOR gate to
compute xss′ with s′ = 0. Since the addition Ds + yss, 0 ≤ s ≤ m − 1, in (35)
needs one XOR gate for each 0 ≤ s ≤ m − 1, the total gate complexity of our
multiplier is m AND gates plus at most m+ m−1

2 (k−1) XOR gates. The critical
path delay can also be evaluated easily. It is clear from (35) and (36) that the
critical path delay is at most TA + (1 + �log2 k�)TX . We compare our sequential
multiplier with other multipliers of the same kinds in Table 2. In the table, CN

denotes the number of nonzero entries in the matrix (λ(0)
ij ). It is well known [6]

that CN ≤ mk + m− k if k is odd and CN ≤ mk − 1 if k is even. In our case of
GF (2m) with m = odd, it is easy, from (17) and (18), to see that CN has a more
strong bound CN ≤ mk − k + 1. Thus the bounds ≤ CN+1

2 + �m
2 � in [3] is same

to ≤ mk−k+2
2 + m−1

2 = 2m+mk−m−k+1
2 = m + m−1

2 (k − 1). Consequently the
circuit in [3] and our multiplier have more or less the same hardware complexity.

4.3 Gaussian Normal Basis of Type 2 and 4 for ECC

Let p = 2m + 1 be a prime such that gcd(2m/ordp2, m) = 1, i.e. either 2
is a primitive root (mod p) or ordp2 = m and m = odd. Then the element
α = β +β−1 where β is a primitive pth root of unity in GF (22m) forms a normal
basis {α0, α1, · · · , αm−1} in GF (2m), which we call a Gaussian normal basis of
type 2 (or a type II ONB). A multiplication matrix (λij) of ααi has the following
property; λij = 1 if and only if 1± 2i ≡ ±2j (mod p) for any choice of ± sign.
This is obvious from the basic properties of Gaussian normal basis in Section 3.
Since m divides ordp2, i = 0 is a unique value (mod m) satisfying 1 ± 2i ≡ 0
(mod p). That is, αα0 = α1 and the 0th row of (λij) is (0, 1, 0, · · · , 0). If i �= 0,
then 1± 2i �≡ 0 (mod p) and thus ith (i �= 0) row of (λij) contains exactly two
nonzero entries. Therefore for the case of a type II optimal normal basis, we need
m AND gates and m + m−1

2 = 3m−1
2 XOR gates. Also the critical path delay is

TA + 2TX , while that of [3] is TA + 3TX . Let us give a more explicit example for
the case m = 5.

Example 1. Let β be a primitive 11th root of of unity in GF (210) and let
α = β +β−1 be a type II optimal normal element in GF (25). The computations
of ααi, 0 ≤ i ≤ 4, are easily done from the following table. For each block
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regarding K and K ′, (s, t) entry with 0 ≤ s ≤ 1 and 0 ≤ t ≤ 4 has the value τs2t

and 1 + τ s2t respectively, where 〈τ〉 = 〈−1〉 is a unique multiplicative subgroup
of order 2 in GF (11)×.

Table 3. Computation of Ki and K′
i using a type II ONB in GF (2m) for m = 5

K0 K1 K2 K3 K4 K′
0 K′

1 K′
2 K′

3 K′
4

1 2 4 8 5 2 3 5 9 6
−1 −2 −4 −8 −5 0 −1 −3 −7 −4

From the above table, it can be found that αα0 = α1 and

αα1 = α0 + α3, αα2 = α3 + α4, αα3 = α1 + α2, αα4 = α2 + α4. (37)

For example, the computation of αα3 can be done as follows. See the block K ′
3

and find 9 ≡ −2 (mod 11) is in K1 and −7 ≡ 4 is in K2. Thus we have αα3 =
α1 + α2. In fact, for the case of type II ONB, there is a more regular expression
called a palindromic representation which enables us to find the multiplication
table more easily. However for the general treatments of all Gaussian normal
bases of type k for arbitrary k, we are following this rule. Note that for all other
type II ONB where m �= 5, the multiplication table can be derived exactly the
same manner. From (37), the corresponding matrix (λij) for m = 5 is

(λij) =

⎛⎜⎜⎜⎜⎝
0 1 0 0 0
1 0 0 1 0
0 0 0 1 1
0 1 1 0 0
0 0 1 0 1

⎞⎟⎟⎟⎟⎠ , (38)

and using (24),(25),(28),(29), we find that the multiplication C =
∑4

i=0 ciαi of
A =

∑4
i=0 aiαi and B =

∑4
i=0 biαi is written as follows.

c0 = (a3 + a4)b2 + a1b0 + (a1 + a2)b3 + (a0 + a3)b1 + (a2 + a4)b4

c1 = (a4 + a0)b3 + a2b1 + (a2 + a3)b4 + (a1 + a4)b2 + (a3 + a0)b0

c2 = (a0 + a1)b4 + a3b2 + (a3 + a4)b0 + (a2 + a0)b3 + (a4 + a1)b1

c3 = (a1 + a2)b0 + a4b3 + (a4 + a0)b1 + (a3 + a1)b4 + (a0 + a2)b2

c4 = (a2 + a3)b1 + a0b4 + (a0 + a1)b2 + (a4 + a2)b0 + (a1 + a3)b3

(39)

From this, one has the shift register arrangement of C = AB using a type II
ONB in GF (2m) for m = 5 and it is shown in Figure 3. Note that the underlined
entries are the first terms to be computed. Also note that the (shifted) diagonal
entries have the common terms of ais.
As is mentioned before, there exists only one field GF (2233) for which a type
II ONB exists in GF (2m) among the recommended five fields GF (2m), m =
163, 233, 283, 409, 571, by NIST. Though the circuits of multiplication using a
type II ONB are presented in many places [1,3,10,11], the authors could not
find an explicit example of a circuit design using a Gaussian normal basis of
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Fig. 3. A new multiplication circuit using a type II ONB in GF (2m) for m = 5

type k > 2. Since there are two fields GF (2163), GF (2409) for which a Gaussian
normal basis of type 4 exists, it is worthwhile to study the multiplication and the
corresponding circuit for this case. For the clarity of exposition, we will explain
a Gaussian normal basis of type k = 4 in GF (2m) for m = 7. Note that the
general case can be dealt in the same manner as in the following example.

Example 2. Let p = 29 = mk + 1 with m = 7, k = 4 where a Gauss period α
of type (7, 4) exists in GF (27). In this case, the unique cyclic subgroup of order
4 in GF (29)× is K = {1, 27, 214, 221} = {1, 12, 28, 17}. Let β be a primitive 29th
root of unity in GF (228). Thus letting τ = 12, a normal element α is written
as α = β + β12 + β17 + β28 and {α0, α1, · · · , α6} is a normal basis in GF (27).
The computations of ααi, 0 ≤ i ≤ 6, are done from the following table. For each
block regarding K and K ′, (s, t) entry with 0 ≤ s ≤ 3 and 0 ≤ t ≤ 6 has the
value τ s2t and 1 + τ s2t respectively.

Table 4. Computation of Ki and K′
i using a Gaussian normal basis of type k = 4 in

GF (2m) for m = 7

K0 K1 K2 K3 K4 K5 K6 K′
0 K′

1 K′
2 K′

3 K′
4 K′

5 K′
6

1 2 4 8 16 3 6 2 3 5 9 17 4 7
12 24 19 9 18 7 14 13 25 20 10 19 8 15
28 27 25 21 13 26 23 0 28 26 22 14 27 24
17 5 10 20 11 22 15 18 6 11 21 12 23 16

From the above table, we find αα0 = α1 and

αα1 = α0 + α2 + α5 + α6, αα2 = α1 + α3 + α4 + α5, αα3 = α2 + α5,

αα4 = α2 + α6, αα5 = α1 + α2 + α3 + α6, αα6 = α1 + α4 + α5 + α6.
(40)

For example, see the block K ′
2 for the expression of αα2. The entries of K ′

2 are
5, 20, 26, 11. Now see the blocks of Kis and find 5 ∈ K1, 20 ∈ K3, 26 ∈ K5, 11 ∈
K4. Thus we get αα2 = α1 +α3 +α4 +α5. From (40), the multiplication matrix
(λij) is written as
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(λij) =

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎝

0 1 0 0 0 0 0
1 0 1 0 0 1 1
0 1 0 1 1 1 0
0 0 1 0 0 1 0
0 0 1 0 0 0 1
0 1 1 1 0 0 1
0 1 0 0 1 1 1

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎠
, (41)

and again using the relations (24),(25),(28),(29), we get the following multiplica-
tion result C = AB =

∑6
i=0 ciαi. In the following table, aijkl is defined as aijkl =

ai +aj +ak +al. For example, we have c0 = (a2 +a5)b3 +(a0 +a2 +a5 +a6)b1 +
(a1+a4+a5+a6)b6+(a2+a6)b4+(a1+a3+a4+a5)b2+a1b0+(a1+a2+a3+a6)b5.

c0 = (a2 + a5)b3 + a0256b1 + a1456b6 + (a2 + a6)b4 + a1345b2 + a1b0 + a1236b5

c1 = (a3 + a6)b4 + a1360b2 + a2560b0 + (a3 + a0)b5 + a2456b3 + a2b1 + a2340b6

c2 = (a4 + a0)b5 + a2401b3 + a3601b1 + (a4 + a1)b6 + a3560b4 + a3b2 + a3451b0

c3 = (a5 + a1)b6 + a3512b4 + a4012b2 + (a5 + a2)b0 + a4601b5 + a3b3 + a4562b1

c4 = (a6 + a2)b0 + a4623b5 + a5123b3 + (a6 + a3)b1 + a5012b6 + a4b4 + a5603b2

c5 = (a0 + a3)b1 + a5034b6 + a6234b4 + (a0 + a4)b2 + a6123b0 + a6b5 + a6014b3

c6 = (a1 + a4)b2 + a6145b0 + a0345b5 + (a1 + a5)b3 + a0234b1 + a0b6 + a0125b4

(42)

The corresponding shift register arrangement of C = AB using a Gaussian
normal basis of type 4 in GF (2m) for m = 7 is shown in Figure 4. Also note
that the underlined entries are the first terms to be computed and the (shifted)
diagonal entries have the common terms of ais. The critical path delay of the
circuit using a type 4 Gaussian normal basis is only TA + 3TX and can be
effectively realized for the case GF (2163) and GF (2409) also.

Fig. 4. A new multiplication circuit using a Gaussian normal basis of type 4 in GF (2m)
for m = 7
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5 Conclusions

In this paper, we proposed a low complexity sequential normal basis multiplier
over GF (2m) for odd m using a Gaussian normal basis of type k. Since, in many
cryptographic applications, m should be an odd integer or a prime, our assump-
tion on m is not at all restrictive for a practical purpose. We presented a general
method of constructing a circuit arrangement of the multiplier and showed ex-
plicit examples for the cases of type 2 and 4 Gaussian normal bases. Among
the five binary fields, GF (2m) with m = 163, 233, 283, 409, 571, recommended
by NIST [16] for ECC, our examples cover the cases m = 163, 233, 409 since
GF (2233) has a type II ONB and GF (2163), GF (2409) have a Gaussian normal
basis of type 4. Our general method can also be applied to other fields GF (2283)
and GF (2571) since they have a Gaussian normal basis of type 6 and 10, respec-
tively. Compared with previously proposed architectures of the same kinds, our
multiplier has a superior or comparable area complexity and delay time. Thus
it is well suited for many applications such as VLSI implementation of elliptic
curve cryptographic protocols.
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Abstract. We introduce new modulus scaling techniques for transform-
ing a class of primes into special forms which enables efficient arithmetic.
The scaling technique may be used to improve multiplication and inver-
sion in finite fields. We present an efficient inversion algorithm that uti-
lizes the structure of scaled modulus. Our inversion algorithm exhibits
superior performance to the Euclidean algorithm and lends itself to ef-
ficient hardware implementation due to its simplicity. Using the scaled
modulus technique and our specialized inversion algorithm we develop an
elliptic curve processor architecture. The resulting architecture success-
fully utilizes redundant representation of elements in GF (p) and provides
a low-power, high speed, and small footprint specialized elliptic curve im-
plementation.

1 Introduction

Modular arithmetic has a variety of applications in cryptography. Many public-
key algorithms heavily depend on modular arithmetic. Among these RSA en-
cryption and digital signature schemes, discrete logarithm problem (DLP) based
schemes such as the Diffie-Helman key agreement [4] and El-Gamal encryption
and signature schemes [8], and elliptic curve cryptography [6,7] play an im-
portant role in authentication and encryption protocols. The implementation
of RSA based schemes requires the arithmetic of integers modulo a large in-
teger, that is in the form of a product of two large primes n = p · q. On the
other hand, implementations of Diffie-Helman and El-Gamal schemes are based
on the arithmetic of integers modulo a large prime p. While ECDSA is built
on complex algebraic structures, the underlying arithmetic operations are ei-
ther modular operations with respect to a large prime modulus (GF (p) case)
or polynomial arithmetic modulo a high degree irreducible polynomial defined
over the finite field GF (2) (GF (2k) case). Special moduli for GF (2k) arithmetic
were also proposed [2,10]. Low Hamming-weight irreducible polynomials such as
trinomials and pentanomials became a popular choice [10,1] for both hardware
and software implementations of ECDSA over GF (2k). Particularly, trinomials
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of the form xk+x+1 allow efficient reduction. For many bit-lengths such polyno-
mials do not exist; therefore less efficient trinomials, i.e. xk + xu + 1 with u > 1,
or pentanomials, i.e. xk + xu + xv + xz + 1, are used instead. Hence, in many
cases the performance suffers degradation due to extra additions and alignment
adjustments.

In this paper we utilize integer moduli of special form, which is reminiscent
of low-Hamming weight polynomials. Although the idea of using a low-Hamming
weight integer modulus is not new [3], its application to Elliptic Curve Cryptog-
raphy was limited to only elliptic curves defined over Optimal Extension Fields
(i.e. GF (pk) with mid-size p of special form), or non-optimal primes such as
those utilized by the NIST curves. In this work we achieve moduli of Mersenne
form by introducing a modulus scaling technique. This allows us to develop
a fast inversion algorithm that lends itself to efficient inversion hardware. For
proof of concept we implemented a specialized elliptic curve processor. Besides
using scaled arithmetic and the special inversion algorithm, we introduced sev-
eral innovations at the hardware level such as a fast comparator for redundant
arithmetic and shared arithmetic core for power optimization. The resulting ar-
chitecture requires extremely low power at very small footprint and provides
reasonable execution speed.

2 Previous Work

A straightforward method to implement integer and polynomial modular multi-
plications is to first compute the product of the two operands, t = a · b, and then
to reduce the product using the modulus, c = t mod p. Traditionally, the re-
duction step is implemented by a division operation, which is significantly more
demanding than the initial multiplication. To alleviate the reduction problem
in integer modular multiplications, Crandall proposed [3] using special primes,
primes of the form p = 2k − u, where u is a small integer constant. By using
special primes, modular reduction turns into a multiplication operation by the
small constant u, that, in many cases, may be performed by a series of less
expensive shift and add operations:

t = th2k + tl

c = th2k + tl (mod p)
c = th · u + tl (mod 2k − u) .

It should be noticed that th · u is not fully reduced. Depending on the length of
u, a few more reductions are needed. The best possible choice for a special prime
is a Mersenne prime, p = 2k − 1, with k fixed to a word-boundary. In this case,
the reduction operation becomes a simple modular addition c = th + tl mod p.
Similarly primes of the form 2k + 1 may simplify reduction into a modular sub-
traction c = tl − th mod p. Unfortunately, Mersenne primes and primes of the
form 2k +1 are scarce. For degrees up to 1000 no primes of form 2k +1 and only
the two Mersenne primes 2521− 1 and 2607− 1 exist. Moreover, these primes are
too large for ECDSA which utilizes bit-lengths in the range 160− 350. Hence, a
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more practical choice is to use primes of the form 2k − 3. For a constant larger
than u = 3, and a degree k that is not aligned to a word boundary, some ex-
tra shifts and additions may be needed. To relax the restrictions, Solinas [11]
introduced a generalization for special primes. His technique is based on signed
bit recoding. While increasing the number of possible special primes, additional
low-level operations are needed. The special modulus reduction technique intro-
duced by Crandall [3] restricts the constant u in p = 2k − u to a small constant
that fits into a single word.

3 Modulus Scaling Techniques

The idea of modulus scaling was introduced by Walter [13]. In this work, the
modulus was scaled to obtain a certain representation in the higher order bits,
which helped the estimation of the quotient in Barrett’s reduction technique. The
method works by scaling to the prime modulus to obtain a new modulus, m = p·s
Reducing an integer a using the new modulus m will produce a result that is
congruent to the residue obtained by reducing a modulo p. This follows from
the fact that reduction is a repetitive subtraction of the modulus. Subtracting
m is equivalent to s times subtracting p and thus (a mod m) mod p ≡ a mod p .
When a scaled modulus is used, residues will be in the range [m− 1, 0] = [s · p−
1, 0]. The number is not fully reduced and essentially we are using a redundant
representation where an integer is represented using �log2 s� more bits than
necessary. Consequently, it will be necessary that the final result is reduced by p
to obtain a fully reduced representation. Here we wish to use scaling to produce
moduli of special form. If a random pattern appears in a modulus, it will not be
possible to use the low-weight optimizations discussed in Section 2. However, by
finding a suitable small constant s, it may be possible to scale the prime p to
obtain a new modulus of special form, that is either of low-weight or in a form
that allows efficient recoding. To keep the redundancy minimal, the scaling factor
must be small compared to the original modulus. Assuming a random modulus,
such a small factor might be hard or even impossible to find. We concentrate
again on primes of special forms. We present two heuristics that form a basis for
efficient on-the-fly scaling:

Heuristic 1 If the base B representation of an integer contains a series of re-
peating digits, scaling the integer with the largest possible digit, produces a string
of repeating zero digits in the scaled and recoded integer.

The justification of the heuristic is quite simple. Assume the representation of
the modulus in base B contains a repeating digit of arbitrary value D. We use
the constant scaling factor s = B− 1 to compute m. When a string of repeating
D-digits is multiplied with the scaling factor, and written in base B we obtain
the following

(DDDD . . . DDD)B · (B − 1) = (DDDD . . . DDD0)B − (DDDD . . . DDD)B

= (D000 . . . 000D̄)B .

The bar over the least significant digit denotes a negative valued digit.
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The presented scaling technique is simple, efficient, and only requires the
modulus to have repeating digits. Since the scaling factor is fixed and only de-
pends on the length of the repeating pattern – not its value –, a modulus with
multiple repeating digits can be scaled properly at the cost of increasing the
length of the modulus by a single digit. We present another heuristics for scal-
ing, this technique is more efficient but more restrictive on the modulus.

Heuristic 2 Given a modulus containing repeating D-digits in base B repre-
sentation, if B − 1 is divisible by the repeating digit, then the modulus can be
efficiently scaled by the factor B−1

D .

As earlier the heuristic is verified by multiplying a string of repeating digits with
the scaling factor and then by recoding.

(DDD . . . DDD)B · B − 1
D

= ((B − 1)(B − 1)(B − 1) . . . (B − 1))B

= (1000 . . . 01̄)B .

We provide two examples for the heuristics in Appendix A. We have compiled
a list of primes that when scaled with a small factor produce moduli of the form
2k±1 in Table 4 (see Appendix A). These primes provide a wide range of perfect
choices for the implementation of cryptographic schemes.

4 Scaled Modular Inversion

In this section we consider the application of scaled arithmetic to implement
more efficient inversion operations. An efficient way of calculating multiplicative
inverses is to use binary extended Euclidean based algorithms. The Montgomery
inversion algorithm proposed by Kaliski [5] is one of the most efficient inversion
algorithms for random primes. Montgomery inversion, however, is not suitable
when used with scaled primes since it does not exploit our special moduli. Fur-
thermore, it can be used only when Montgomery arithmetic is employed. There-
fore, what we need is an algorithm that takes advantage of the proposed special
moduli. Thomas et al. [12] proposed the Algorithm X for Mersenne primes of
the form 2q − 1 (see Appendix B).

Due to its simplicity Algorithm X is likely to yield an efficient hardware im-
plementation. Another advantage of Algorithm X is the fact that the carry-free
arithmetic can be employed. The main problem with other binary extended Eu-
clidean algorithms is that they usually have a step involving comparison of two
integers. The comparison in Algorithm X is much simpler and may be imple-
mented easily using carry-free arithmetic.

The algorithm can be modified to support the other types of special moduli as
well. For instance, changing Step 4 of the algorithm to b := −(2q−eb) (mod p)
will make the algorithm work for special moduli of the form 2q + 1 with almost
no penalty in the implementation. The only problem with a special modulus, m
is the fact that it is not prime (but multiple of a prime, m = sp) and therefore
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inverse of an integer a < m does not exist when gcd(a, m) �= 1. With a small
modification to the algorithm this problem may be solved as well. Without loss of
generalization the solution is easier when s is a small prime number. Algorithm X
normally terminates when u = 1 for integers that are relatively prime to the
modulus, m. When the integer a is not relatively prime to the modulus, then
Algorithm X must terminate when u = gcd(a, m) = s resulting b = a−1 · s
(mod m). In order to obtain the inverse of a when gcd(a, m) �= 1, an extra
multiplication at the end is necessary:

b = b · (s−1 (mod p)) (mod m)

where s−1 (mod p) needs to be precomputed. This precomputation and the
task of checking y = s as well as y = 1, on the other hand, may be avoided
utilizing the following technique. The integer a, whose inverse is to be computed,
is first multiplied by the scale s before the inverse computation: ā = a · s . When
the inverse computation is completed we have the following equality

ā · b + m · k = s

and thus
a · s · b + p · s · k = s .

When both sides of the equation is divided by s we obtain

a · b + p · k = 1.

Therefore, the algorithm automatically yields the inverse of a as b = a−1 if the
input is taken as s · a mod m instead of a. Although this technique necessitates
an extra multiplication before the inversion operation independent of whether a
is relatively prime to modulus m or not, eliminating the precomputation and a
comparison is a significant improvement in a possible hardware implementation.
Furthermore, this multiplication will reduce to several additions when the scale is
a small integer such as the s = 3 in p = (2167+1)/3. Another useful modification
to Algorithm X is to transform it into a division algorithm to compute operations
of the form d/a. The only change required is to initialize b with d instead of 1
in Step 1 of the algorithm. This simple modification saves one multiplication
in elliptic curve operations. The Algorithm X modified for division with scaled
modulus is shown below:

Algorithm X - modified for division with scaled modulus

Input: a ∈ [1, m− 1], d ∈ [1, m− 1], m, and q where m = 2q ± 1
Output: b ∈ [1, m− 1], where b = d/a (mod m)
1: a := a · s (mod m);
2: (b, c, u, v) := (d, 0, a, m);
3: Find e such that 2e||u
4: u := u/2e; // shift off trailing zeros
5: b := ∓(2q−eb) (mod m); // circular left shift
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6: if u = s return b;
7: (b, c, u, v) := (b + c, b, u + v, u);
8: go to Step 3

One can easily observe that the Algorithm X has the loop invariant b/u
(mod m) ≡ d/a (mod m) . Note that the Step 5 of Algorithm X can be per-
formed using simple circular left shift operations. The advantage of performing
the Step 5 with simple circular shifts may dissappear for moduli of the form
2q − c with even a small c. Many inversion algorithms consist of a big loop and
the efficiency of an inversion algorithm depends on the number of iterations
in this loop, k, which, in turn, determines the total number of additions, shift
operations to be performed. The number of iterations are usually of random
nature (but demonstrates a regular and familiar distribution) and only statis-
tical analysis can be given. In order to show that Algorithm X is also efficient
in terms of iteration number, we compared its distribution for k against that of
Montgomery inversion algorithm. We computed the inverses of 10000 randomly
chosen integers modulo m = 2167 + 1 using Algorithm X. Since p = m/3 is a
166-bit prime we repeated the same experiment with the Montgomery inversion
algorithm using p. Besides having much easier operations in each iteration we
observed that the average number of iterations of Algorithm X is slightly lower
than the total number of iterations of the Montgomery inversion algorithm.

5 The Elliptic Curve Architecture

We build our elliptic curve scheme over the prime field GF ((2167 + 1)/3). This
particular prime allows us to utilize a very small scaling factor s = 3. To im-
plement the field operations we use Algorithm X as outlined in Section 4. Our
simulation for this particular choice of prime showed that our inversion technique
is only by about three times slower than a multiplication operation. Furthermore,
the inversion is implemented as a division saving one multiplication operation.
Thus the actual ratio is closer to two. Since inversion is relatively fast, we prefer
to use affine coordinates. Besides faster implementation, affine coordinates pro-
vide a significant amount of reduction in power and circuit area since projective
coordinates require a large number of extra storage. For an elliptic curve of form
y2 = x3+ax+b defined over GF (2167+1)/3) we use the standard point addition
operation defined in [7].

For power efficiency we optimize our design to include minimal hardware. An
effective strategy in reducing the power consumption is to spread the computa-
tion to a longer time interval via serialization which we employ extensively. On
the other hand, a reasonable time performance is also desired. Since the elliptic
curve is defined over a large integer field GF (p) (168-bits) carry propagations
are critical in the performance of the overall architecture. To this end, we build
the entire arithmetic architecture using the carry-save methodology. This design
choice regulates all carry propagations and delivers a very short critical path
delay, and thus a very high limit for the operating frequency.
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Fig. 1. Block diagram of the arithmetic unit

The redundant representation doubles all registers in the arithmetic unit,
i.e. we need two separate registers to hold both the carry part and the sum
part of a number. Furthermore, the inherent difficulty in comparing numbers
represented in carry-save notation is another challenge. In addition, shifts and
rotate operations become more cumbersome. Nevertheless, as evident from our
design it is possible to overcome these difficulties.

In developing the arithmetic architecture we primarily focus on finding the
minimal circuit to implement Algorithm X efficiently. Since the architecture is
built around the idea of maximizing hardware sharing among various operations,
the multiplication, squaring and addition operations are all achieved by the
same arithmetic core. The control is hierarchically organized to implement the
basic arithmetic operations, point addition, point doubling, and the scalar point
multiplication operation in layers of simple state machines. The simplicity of
Algorithm X and scaled arithmetic allows us to accomplish all operations using
only a few small state machines. Since we lack the space we do not discuss the
control circuit any further but focus on the basic functionality and describe the
innovations in the arithmetic core.

The arithmetic unit shown in Figure 1 is built around four main registers
R0, R1, R2, R3, and two extra registers Rtemp0, Rtemp1 which are used for tem-
porary storage. Note that these registers store both the sum and carry parts due
to the carry-save representation. For the same purpose the architecture is built
around two (almost) parallel data paths.

We briefly outline the implementation of basic arithmetic operations as fol-
lows:
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Fig. 2. Comparator unit built using tri-state buffers

Comparison. Comparing two numbers in carry-save architecture is difficult
since the redundant representation hides the actual values. On the positive side,
the comparison in Algorithm X is only with a constant value of s = 3. Such a
comparator may be built using a massive OR tree with 2k inputs. Unfortunately,
such an OR tree would cause serious latency (O(log2 k) gate delays) and signif-
icantly increase the critical path delay. We instead prefer a novel comparator
design that works only for comparing a number with zero. In order to compare
a number with 3, extra logic is needed for the first two bits, which is nothing
more than a pair of XOR gates. The rest of the bits are connected directly to the
comparator. The comparator is built by connecting three-state buffers together
as shown in Figure 2. The input lines are connected together and set to logic 1.
Similarly the output lines are connected together and taken as the output of the
comparator. We feed the bits of the data input in parallel to the enable inputs
of the three-state buffers. Hence, if one or more of the bits of the data input is
logic 1, which means the number is not equal to 0, we see logic 1 at the output
of the comparator. If the number is 0, none of the three-state buffers is enabled
and therefore we see a Hi-Z (high impedance) output. Note that our comparator
design works in constant time (O(1) gate delays) regardless of the length of the
operands.
Modulo Reduction. Since the hardware works for m = 2167 +1, 168-bit regis-
ters would be sufficient. However, we use an extra bit to detect when the number
becomes greater than m. If one of the left-most bits of the number (carry or sum)
is one, the number is reduced modulo m. Note that

2168 = 2 · (2167 + 1)− 2 = 2m− 2 = m− 2 (mod m).

Hence, the reduction is achieved by subtracting 2168 (or simply deleting this
bit) and adding m − 2 = (11 . . . 11111)2 (167 bits) to the number. If both of
the leftmost bits are 1 then: 2 · (2168) = 4 · (2167 + 1) − 4 = 4m − 4 = m − 4
(mod m) . Therefore m− 4 = (111 . . . 11101)2 (167 bits) has to be added to the
number and both of the leftmost bits are deleted.
Subtraction. Suppose k is a 168 bit number which we want to subtract from
another number modulo m. The bitwise complement of k is found as

k′ = (2168 − 1)− k = 2 · (2167 + 1)− 3− k = −3− k (mod m) .

Thus−k = k′+3 mod m. This means that to subtract k from a number we simply
add the bitwise complement of k and 3 to the number. There is a caveat though.
Remember that our numbers are kept in carry save representation, there are two
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168-bit numbers representing k. Let ks and kc denote the sum and carry parts
of k, respectively. Since k = ks + kc then −k = −ks − kc = (k′

s + 3) + (k′
c + 3) =

ks
′ + kc

′ + 6 mod m. Therefore the constant value 6 has to be added to the
complements of the carry and sum registers in order to compute −k.
Multiplication. We serialize our multiplication algorithm by processing one
bit of one operand and all bits of the second operand in each iteration. The
standard multiplication algorithm had to be modified to make it compatible
with the carry save representation. Due to the redundant representation, the
value of the leftmost bit of the multiplier is not known. Hence, the left to right
multiplication algorithm may not be used directly. We prefer to use the right to
left multiplication algorithm. With this change, instead of shifting the product
we multiply the multiplicand by two (or shift left) in each iteration step.

There are 3 registers used for the multiplication: R0 (multiplicand), R1 (prod-
uct) and R2 (multiplier). The multiplication algorithm has 3 steps :

1. Initialization: This is done by the control circuit. The multiplicand is loaded
to R0, the multiplier is loaded to R2 and R1 is reset.

2. Addition: This step is only done when the rightmost bit of register R2 is 1.
The content of register R0 is added to R1.

3. Shifting: The multiplier has to be processed bit by bit starting from the
right. We do this by shifting register R2 to the right in each iteration of
the multiplication. Since the register R2 is connected to the comparator,
the algorithm terminates after this step if the number becomes 0 else the
algorithm continues with Step 2. Note that no counters are used in the
design. This eliminates potential increases in the critical path delay. The
multiplicand needs to be doubled in each iteration as well. This is achieved
by shifting register R0 to the left. This operation is performed in parallel
with shifting R2, so no extra clock cycles are needed. However, shifting to
the left can cause overflow. Therefore, the result needs to be reduced modulo
m if the leftmost bit of the register R0 is 1.

Division. To realize the division operation there are four registers used to hold
b, c, u and v, two temporary registers are used for the addition of two numbers
in carry-save architecture. Two carry-save adders, multiplexers and comparator
architecture are also utilized.

The division algorithm shown in Algorithm X has 5 steps:

1. Initialization: This is done by the control circuit. Load registers with b =
d, c = 0, u = a (the data input) and v = m = (2167 + 1).

2. u = u/2e: This operation is done by shifting u to the right until a 1-bit
is encountered. However, due to the carry-save architecture this operation
requires special care. The rightmost bit of the carry register is always zero
since there is no carry input. Thus just checking the rightmost bit of the sum
register is sufficient. Also, the carry has to be propagated to the left in each
iteration. This is done by adding 0 to the number. If a 1-bit is encountered,
the operation proceeds to the next step.
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3. b = (−2q−e · b) mod m: Assume u holds a random pattern, e will be very
small (not more than 3 for most of the cases). Thus, q − e is most likely a
large number. Therefore, multiplication by 2q−e would require many shifts to
left. To compute this operation more efficiently, this step is rewritten using
the identity 2q = −1 mod m as b = 2−e · b (mod m) . Therefore, b needs to
be halved e-times. If b is even we may shift it to the right and thereby divide
it by two. Otherwise, we add m to it to make it even and then shift. Since
this step takes e iterations, it can be performed concurrently with the 2nd
step of the algorithm. Hence no extra clock cycles are needed for this step.

4. Compare u with s = 3: The comparator architecture explained above is used
to implement this step. There are two cases when u = 3: us = (11)2, uc =
(00)2 and us = (01)2, uc = (10)2. Therefore, the rightmost two bits need
a special logic for the comparison, and the rest of the bits are connected
directly to the three-state comparator shown in Figure 2.

5. Additions in (b, c, u, v) := (b + c, b, u + v, u). Two clock cycles are needed
to add two numbers in carry-save architecture, since a carry-save adder has
3 inputs and there are 4 numbers to add. During the addition operation to
preserve the values of b and u the two temporary registers are used.

6 Performance Analysis

In this section we analyze the speed performance of the overall architecture and
determine the number of cycles required to perform the elliptic curve operations.
The main contributors to the delay are field multiplications and division oper-
ations. Field additions are performed in 1 cycle (or 2 cycles if both operands
are in the carry-save representation). Therefore field additions which take place
outside of the multiplication or division operations are neglected.

The multiplication operation iterates over the bits of one operand. On average
half of the bits will be ones and will require a 2 cycle addition. Hence, 168 clock
cycles will be needed. The multiplicand will be shifted in each cycle and modulo
reduced in about half of the iterations. Hence another 1.5 · 168 = 252 cycles are
spent. The multiplication operation takes on average a total of 420 cycles.

The steps of the division algorithm are reorganized in Figure 3 according to
the order and concurrency of the operations. Note the two concurrent operations
shown in Step 2. In fact this is the only step in the algorithm which requires
multiple clock cycles, hence the concurrency saves many cycles. In Step 2, u is
shifted until all zero bits in the LSB are removed. Each shift operation takes
place within one cycle. For a randomly picked value of u the probability of the
last e bits all being zeroes is (1/2)e, hence the expected value of e is E(e) =∑∞

i=1 i(1/2)i = 2. In each iteration of the algorithm we expect on average of
2 cycles to be spent. Step 3 does not spend any cycles since the comparator
architecture is combinational. The additions in Step 4 require 2 clock cycles.
Hence a total of 4 cycles is spent in each iteration of the division algorithm. Our
simulation results showed that the division algorithm would iterate on average
about 320 times. The total time spent in division is found as 1, 280 cycles. This
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is very close to our hardware simulation results which gave an average of 1, 288
cycles.

1: Initialize all registers
(b, c, u, v) ← (d, 0, a, m)

2: Shift off all trailing zeros and rotate b
u ← u >> e b ← b >> e (mod m)

3: Check terminate condition
if u = s return b

4: Update variables
(b, c, u, v) ← (b + c, b, u + v, u);
go back to Step 2

Fig. 3. Hardware algorithm for division.

The total number of clock cycles for point addition and doubling is found
as 2, 120 and 2, 540, respectively. The total time required for computing a point
multiplication is found as 545, 440 cycles.

7 Results and Comparison

The presented architecture was developed into Verilog modules and synthesized
using the Synopsys tools Design Compiler and Power Compiler. In the synthesis
we used the TSMC 0.13 μm ASIC library, which is characterized for power. The
global operating voltage is 1 V. The resulting architecture was synthesized for
three operating frequencies. The implementation results are shown in Table 1.
As seen in the table the area varies around 30 Kgates. The circuit achieves its
intended purpose by consuming only 0.99 mW at 20 Mhz. In this mode the point
multiplication operation takes about 31.9 msec. Although this is not very fast,
this operating mode might be useful for interactive applications with extremely
stringent power limitations. On the other hand, when the circuit is synthesized
for 200 Mhz operation, the area is slightly increased to 34 Kgates, and the power
consumption increased to 9.89 mW. However, a point multiplication takes now
only 3.1 msec.

Table 1. Implementation Results.

Op. Freq. Area Power Avg. Delay
(MHz) (gates) (mW) (msec)

20 30,333 0.99 31.9
100 30,443 4.34 6.3
200 34,390 9.89 3.1
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We compare our design with another customized low-power elliptic curve
implementation presented by Schroeppel et al. in CHES 2002 [9]. Their design
employed an elliptic curve defined over a field tower GF (2178) and used special-
ized field arithmetic to minimize the design. A point halving algorithm was used
in place of the traditional point doubling algorithm. The design was power opti-
mized through clock gating and other standard methods of power optimization.
The main contribution was the clever minimization of the gate logic through
efficient tower field arithmetic. Note that their design includes a fully functional
signature generation architecture whereas our design is limited to point multi-
plication. Although a side by side comparison is not possible, we find it useful
to state their results: The design was synthesized for 20 Mhz operation using 0.5
μm ASIC technology. The synthesized design occupied an area of 112 Kgates
and consumed 150 mW. The elliptic curve signature was computed in 4.4 msec.

An architectural comparison of the two designs shows that our design op-
erates bit serially in one operand whereas their design employs a more parallel
implementation strategy. This leads to lower critical paths and much smaller
area in our design. The much shorter critical path allows much higher operating
frequencies requiring more clock cycles to compute the same operation. How-
ever, due to the smaller area, when operated at similar frequencies our design
consumes much less power.

8 Conclusions

In this paper we demonstrated that scaled arithmetic, which is based on the
idea of transforming a class of primes into special forms that enable efficient
arithmetic, can be profitably used in elliptic curve cryptography. To this end, we
implemented an elliptic curve cryptography processor using scaled arithmetic.
Implementation results show that the use of scaled moduli in elliptic curve cryp-
tography offers a superior performance in terms of area, power, and speed. We
proposed a novel inversion algorithm for scaled moduli that results in an effi-
cient hardware implementation. It has been observed that the inversion algo-
rithm eliminates the need for projective coordinates that require prohibitively
a large amount of extra storage. The successful use of redundant representation
(i.e. carry-save notation) in all arithmetic operations including the inversion with
the introduction of an innovative comparator design leads to a significant reduc-
tion in critical path delay resulting in a very high operating clock frequency.
The fact that the same data path (i.e. arithmetic core) is used for all the field
operations leads to a very small chip area. Comparison with another implemen-
tation demonstrated that our implementation features desirable properties for
resource-constrained computing environments.
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Appendix

A Modulus Scaling

Example 1. We select the following prime

p = (51234567812345678123456781234567812345678123456807)16.

By inspection we identify (12345678)16 as a repeating pattern. By selecting
the base B = 232, the repeating pattern becomes a digit. The scaling factor is
the largest digit s = B − 1 = 232 − 1 = (FFFFFFFF)16. The scaled modulus is
computed as

m = s · p
= (51234567300000000000000000000000000000000000000085DCBA97F9)16
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The representation may contain more than one repeating digit. For instance, the
prime p = (57777777777777333333333338B)16 has two repeating digits 7 and
3. Since both fit into a digit in base B = 16, scaling with B − 1 = 15 will work
on both strings:

m = p · s
= (520000000000004̄0000000000525)16.

Example 2. Let the prime p be

p = (D79435E50D79435D79435E50D79435E50D79435E50D79435E50D79435E50‖
D79435E50D79435E50D79435E50D79435E5)16

By inspection the repeating pattern is detected as D = (0D79435E5)16. The
digit D fits into 36-bits, thus the base is selected as B = 236. Since D|(B − 1)
the scaling factor is computed as s = 236−1

(0D79435E5)16
= 19. The scaled modulus

becomes m = s · p = 2384 − 2320 − 1.

A table of special primes is given below. Each row lists all degrees up to
i = 1024 for which a prime exists in the form specified at the beginning of the
row.

In the following table a list of scaled moduli of the form 2k ± 1 is shown.The
scaling factor and the prime modulus is provided in the same row.

Table 2. List of special primes up to degree 1024.

Prime 0 < i < 1024

2i + 1 1, 2, 4, 8, 16

2i + 3 1, 2, 3, 4, 6, 7, 8, 16, 12, 15, 16, 18, 28, 30, 55, 67, 84, 228, 390, 784

2i + 5 1, 3, 5, 11, 47, 53, 141, 143, 191, 273, 341

3 · 2i + 1 1, 2, 5, 6, 8, 12, 18, 30, 36, 41, 66, 189, 201, 209, 276, 353, 408, 438, 534

5 · 2i + 1 1, 3, 7, 13, 15, 25, 39, 55, 75, 85, 127

3 · 2i + 5 1, 2, 3, 4, 5, 6, 7, 8, 14, 16, 19, 22, 24, 27, 29, 32, 38, 54, 57, 60, 76, 94, 132, 139, 175,
187, 208, 230, 379, 384, 632

5 · 2i + 3 1, 2, 3, 4, 5, 7, 8, 11, 12, 18, 20, 26, 28, 32, 34, 43, 44, 50, 52, 58, 65, 66, 107, 140, 197
274, 280, 380, 393, 506, 664, 738, 875, 944, 1016

2i − 1 2, 3, 5, 7, 13, 17, 19, 31, 61, 89, 107, 127, 521, 607

2i − 3 3, 4, 5, 6, 9, 10, 12, 14, 20, 22, 24, 29, 94, 116, 122, 150, 174, 213, 221, 233, 266, 336,
452, 545, 689, 694, 850

2i − 5 3, 4, 6, 8, 10, 12, 18, 20, 26, 32, 36, 56, 66, 118, 130, 150, 166, 206, 226, 550, 706, 810

3 · 2i − 1 1, 2, 3, 4, 6, 7, 11, 18, 34, 38, 43, 55, 64, 76, 94, 103, 143, 206, 216, 306, 324, 391, 458, 470, 827

5 · 2i − 1 2, 4, 8, 10, 12, 14, 18, 32, 48, 54, 72, 148, 184, 248, 270, 274, 420

3 · 2i − 5 2, 3, 4, 7, 9, 10, 13, 15, 25, 31, 34, 48, 52, 64, 109, 145, 162, 204, 207, 231, 271, 348, 444, 553, 559

5 · 2i − 3 1, 2, 3, 5, 6, 8, 9, 12, 17, 20, 27, 29, 30, 36, 62, 72, 83, 117, 119, 137, 149, 152, 176, 201, 243, 470,
540, 590, 611, 887, 996
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Table 3. Scaled moduli of the form 2k ± 1.

Modulus Scale Prime Modulus (hexadecimal)
283 − 1 167 C4372F855D824CA58E9
292 + 1 17 F0F0F0F0F0F0F0F0F0F0F1
297 − 1 11447 B73493DECFD9B68318EF9
2101 + 1 3 AAAAAAAAAAAAAAAAAAAAAAAAB
2104 + 1 257 FF00FF00FF00FF00FF00FF01
2107 + 1 1929 10FCAEA5E3998C02A77B49EB9
2116 + 1 1009681 109DC950DA32FC88E84D688F1
2127 + 1 3 2AAAAAAAAAAAAAAAAAAAAAAAAAAAAAAB
2131 − 1 263 7C97D9108C2AD4329DB02EB8F166349
2148 + 1 17 F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F1
2167 + 1 3 2AAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAB
2179 − 1 514447 104E5A80A157457ABC6482776A0E7EE78C616DA91
2191 + 1 3 2AAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAB
2197 − 1 7487 1181B149E3E4C85E5F1FB2507D481CB8C6DD39E358BAD41
2199 + 1 3 2AAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAB
2233 + 1 39173361 DB47AE1104FD220D294905CAD4166DB817CE5936FBFBCAC5B411
2281 − 1 80929 19E9D9CE852ACD5A5A35C4EAA034F0BFF8EA0E7187964BD94B554C27D831862B81F
2313 + 1 3 AAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAB
2356 + 1 17 F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F0F1

B Inversion Algorithm for Mersenne Primes of the Form
2q − 1

Algorithm X

Input: a ∈ [1, p− 1], p, and q where p is prime and p = 2q − 1
Output: b ∈ [1, p− 1], where b = a−1 (mod p)
1: (b, c, u, v) := (1, 0, a, p);
2: Find e such that 2e||u
3: u := u/2e; // shift off trailing zeros
4: b := (2q−eb) (mod p); // circular left shift
5: if u = 1 return b;
6: (b, c, u, v) := (b + c, b, u + v, u);
7: go to Step 2
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Abstract. In this article we present a low-cost coprocessor for smart-
cards which supports all necessary mathematical operations for a
fast calculation of the Elliptic Curve Digital Signature Algorithm
(ECDSA) based on the finite field GF(2m). These ECDSA operations
are GF(2m) addition, 4-bit digit-serial multiplication in GF(2m), inver-
sion in GF(2m), and inversion in GF(p). An efficient implementation of
the multiplicative inversion which breaks the 11:1 limit regarding multi-
plications makes it possible to use affine instead of projective coordinates
for point operations on elliptic curves. A bitslice architecture allows an
easy adaptation for different bit lengths. A small chip area is achieved
by reusing the hardware registers for different operations.

Keywords: Elliptic Curve Cryptography (ECC), digital signature,
multiplicative inverse, hardware implementation.

1 Introduction

Smartcards offer a high-quality identification method by means of digital signa-
tures. This identification provides legally effective authenticity, confidentiality,
integrity, and non-repudiation of transactions in e-business, e-government, m-
commerce, and Internet applications.

The Digital Signature Algorithm based on elliptic curves (ECDSA) is com-
monly used for achieving authenticity. Elliptic curve cryptography allows to use
short key sizes compared to other cryptographic standards such as RSA. Short
keys are especially favourable for targeting smartcards because smartcards typ-
ically offer very limited resources. These limited resources also motivate usage
of a coprocessor to accelerate the time-consuming calculations of ECDSA and
other cryptographic operations.

This paper presents a coprocessor which can be integrated into the Infineon
SLE66CXxxxP family and allows a significant speed-up of ECDSA calculation.
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This is achieved by a fast and compact implementation of the underlying arith-
metic operations. We identified mainly three operations that are crucial for per-
formance. These operations are multiplication in the finite field GF(2m) and the
computation of the multiplicative inverses in GF(p) and GF(2m).

In particular, accelerated GF(2m) inversion, presented in this paper, allows
to use affine coordinates instead of projective coordinates. Affine coordinates
become attractive when the calculation of the GF(2m) inversion requires less
time than about 11 multiplications. This relation origins from the additional
multiplications that become necessary when using projective coordinates. More
details can be found in Section 3. Affine coordinates use simpler formulas for
calculating EC operations. They consist of less finite field operations and require
a smaller number of auxiliary variables. Therefore, the usage of affine coordinates
saves memory, registers and reduces the number of bus transfers, all of which
are scarce resources on smartcards.

The remainder of this article is structured as follows: the next section gives an
overview over related work. Section 3 introduces the mathematical background of
elliptic curve cryptography, point operations on elliptic curves, and the ECDSA.
The target smartcard architecture and the coprocessor hardware is presented
in Section 4. Section 5 summarizes implementation results of the coprocessor.
Conclusions are drawn in Section 6.

2 Related Work

The recently published book Guide to Elliptic Curve Cryptography gives a com-
prehensive overview on the state-of-art of implementing elliptic-curve cryptosys-
tems in hardware and in software [2]. In this article we will narrow our view on re-
lated hardware implementations. Unfortunately, none of the published hardware
implementations is targeted towards an ECC coprocessor for 8-bit smartcards.
This is unpleasant because the intended application has an enormous impact on
the design of an optimized ECC hardware. The target application fixes many
parameters for which a circuit can be optimized. For instance the parameter
throughput : a server application might demand several thousand EC operations
per second, whereas a smartcard may be contented with ten operations per
second or even less. Other parameters influencing efficiency are scalability (the
ability to adopt to other operand sizes or other finite fields), energy efficiency, the
desired target technology (FPGA, ASIC, or ASSP), the amount of hardware re-
sources required (gate count), and last-but-not-least security aspects (robustness
against side channel attacks like timing attacks, SPA, and DPA).

Different design parameters will lead to different ECC implementations. The
range of possible ECC implementations is large: starting from pure software im-
plementations, instruction-set extensions (ISE) became popular for 16-bit and
32-bit platforms to accelerate ECC over GF(2m) [3]. ISE are not useful for 8-bit
platforms because slow data transport in 8-bit systems will deteriorate accel-
erated field operations. Alternatives are heavy-weight accelerators for complete
EC operations [4,5,7,8] or hardware-software co-design approaches where com-
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putational intensive tasks are done by an EC coprocessor [9]. These coprocessors
can either calculate all finite field operations [12] or support only multiplication
as the most demanding finite field operation [10,11]. Circuits for calculating the
multiplicative inverse in the finite fields GF(p) and GF(2m) are rare [12,13].

The most obvious operation to support in hardware is multiplication because
multiplication contributes most to the runtime of EC operations. Fast multipli-
cation even helps to speedup the calculation of the multiplicative inverse when
using Fermat’s theorem. Fermat’s theorem allows to calculate the inverse by
exponentiation. Exponentiation, in turn, can be calculated by repeated mul-
tiplications [1]. Even than, exponentiation takes more than 100 times longer
than multiplication which makes the use of affine coordinates for EC operations
unattractive. Useful multipliers which can operate both in GF(p) and GF(2m)
were presented by J. Großschädl [11] and E. Savaş et al. [10]. J. Großschädl’s ap-
proach uses a dual-field bit-serial multiplier utilizing interleaved modular reduc-
tion. The achieved GF(p) performance is slower than the GF(2m) performance.
E. Savaş et al. approach bases on a Montgomery multiplier for both fields and
allows to handle arbitrarily large operands due to a scalability feature which
is achieved by a pipelined array of processing elements. Both approaches use a
redundant representation for GF(p) results to circumvent critical-path problems
caused by carry propagation in the GF(p) mode of operation.

Hardware accelerators for modular inversion usually base on the extended Eu-
clidean algorithm or variants of it. The dual-field inversion circuit by A. Gutub
et al. is no exception [13]. Their circuit is scalable which means it can calculate
inverses of any length. This feature seems to come at a high price because perfor-
mance is lower than attainable and the architecture seems to have interconnect
penalties due to a large number of wide buses getting multiplexed. J. Wolker-
storfer manages to embed the inversion functionality for GF(p) and GF(2m) into
a dual-field arithmetic unit at negligible additional cost compared to the cost of
a mere dual-field multiplication unit [12]. Nevertheless, inversion takes 70 times
longer than multiplication.

Some implementations of EC processors have no hardware support for inver-
sion [9]. For other implementations it remains unclear whether they have or not
[6]. EC processors with very fast high-radix multipliers (which require substan-
tial hardware resources) often lack dedicated inversion circuitry. They calculate
inverses via Fermat’s theorem to reuse the multiplier. The EC processor of G.
Orlando et al. is an example for this [7]. A counter-example is the fastest known
EC processor by N. Gura et al. [8]. This EC processor for server applications has
a 256×64-bit multiplier and a separate inversion unit which calculates inverses
in 2m clock cycles by running a variant of the extended Euclidean algorithm.
In comparison, inversion calculated by exponentiation would take three times
longer in the worst case. EC processors trimmed for energy-efficient operation
have usually smaller multipliers with either bit-serial processing or a moderate
degree of parallelization. Hence, inversion calculated via exponentiation would
become slow too. Therefore, they often have hardware support for calculating the
modular inverse using the extended Euclidean algorithm. An example is the so-
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called Domain-Specific Reconfigurable Cryptographic Processor by J. Goodman
et al. [4] and the GF(2178)-EC-processor by R. Schroeppel et al. [5]. The latter
can calculate inverses only in GF(2178). The calculation of the GF(p) inverses
for signature generation is avoided by using a modified signature scheme.

3 Mathematical Background

This section describes the point operations on elliptic curves and compares the
use of affine coordinates with projective coordinates for point representation. It
also gives an overview of the mathematical operations in the finite field GF(2m).
The section will end with a short description of the Elliptic Curve Digital Sig-
nature Algorithm (ECDSA).

The use of elliptic curves in cryptography was proposed first by Victor Miller
[15] and Neal Koblitz [16] in 1985. The mathematical basis for the security
of elliptic-curve cryptosystems is the computational intractability of the Ellip-
tic Curve Discrete Logarithm Problem (ECDLP) leading to smaller key-sizes
(compared to, e.g., RSA) which make elliptic curves attractive especially for
smartcards where a small hardware implementation is desired.

3.1 Point Operations on Elliptic Curves

The points on an elliptic curve E together with the point at infinity O form
an abelian group under an addition operation. Two distinct points P , Q ∈ E
can be added to R = P + Q. Performing this calculation involves several oper-
ations (addition, multiplication, and inversion) in the underlying field GF(2m).
In case P = Q, the addition turns into point doubling and uses slightly different
formulas.

The scalar multiplication of a point P ∈ E by an integer k is the sum

k times︷ ︸︸ ︷
P + P + · · ·+ P =

∑
k

P = kP (1)

In cryptographic applications k can be very large (usually 163 or 191 bits)
which would lead to an enormous computing time using repeated point addition.
However, scalar multiplication can be performed more efficiently by the double-
and-add method [17].

3.2 Point Representation on Elliptic Curves

There are two commonly used representations of points on elliptic curves: affine
coordinates and projective coordinates. Various types of projective coordinates
exist. Within this paper, the main focus is on Jacobian projective coordinates
because they allow the fastest implementation of point doubling compared with
other types like standard projective coordinates or Chudnovsky projective coor-
dinates.
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An affine point on an elliptic curve E is specified by a pair of finite field
elements (x, y) which are called the affine coordinates for the point. The point
at infinity O has no affine representation. It may be more efficient to compute
numerators and denominators separately if division is expensive to calculate. For
this reason, the affine coordinates are transformed into projective coordinates
which consist of three elements (X, Y, Z).

The number of operations in the underlying finite field GF(2m) for calculating
point operations strongly depends on the chosen coordinate representation. Table
1 shows the number of additions, multiplications, and inversions in the finite field
GF(2m) and the number of auxiliary variables needed for an implementation
according to [18].

Table 1. Comparison of operations on elliptic curves over GF(2m)

#Add. #Mult. #Inv. #Var.
Point addition (affine) 9 3 1 2
Point doubling (affine) 6 3 1 2
Point addition (projective) 7 14 0 5
Point doubling (projective) 4 10 0 4

Table 1 shows that, e.g., a point addition takes 3 multiplications and 1 inver-
sion in the underlying field with affine coordinates. It takes 14 multiplications
using projective coordinates. Additions are not considered because they are very
easy to calculate. Nearly all implementations of elliptic curves use projective
coordinates. This leads to more multiplications but the costly calculation of the
inverse can be avoided and calculation is still faster than using affine coordinates.
However, calculating the multiplicative inverse at least as fast as 14 − 3 = 11
multiplications makes it economical to use affine coordinates instead of pro-
jective coordinates with all advantages as described in the introduction. Affine
coordinates become a little bit less attractive when they are compared with
the projective version of Montgomery’s ladder. This approach was proposed by
Lopez and Dahab [14]. It uses only 11 multiplications for a combined point-
addition and point-doubling operation. Thus, inversion has to be faster than
8 multiplications to make affine coordinates competitive. When comparing the
affine version of Montgomery’s method against the projective variant, inversion
has to break a 5-to-1 limit.

3.3 Berlekamp’s Variant of the Extended Euclidean Algorithm

E. Berlekamp introduced a variant of the binary extended Euclidean algorithm
for calculating the multiplicative inverse in GF(2m) in [20] along with a proposal
for an efficient hardware implementation. A slight modification of this algorithm
makes it possible to calculate the multiplicative GF(2m) inverse in a constant
time of 2m + 1 clock cycles.

Using a bit-serial GF(2m) multiplier, a multiplication takes m clock cycles.
With a 4-bit digit-serial multiplier this value is reduced to

⌈
m
4

⌉
clock cycles.
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Thus, it is possible to perform an inversion faster than 11 multiplications both,
with a bit-serial and a 4-bit digit-serial multiplier. This allows the use of affine
coordinates instead of projective coordinates which avoids the use of coordinate
transformations and reduces the number of auxiliary variables. Using the affine
version of Montgomery’s ladder is preferable when a bit-serial multiplier or a 2-
bit-digit serial multiplier is used. Otherwise, the projective version will be faster.

3.4 Elliptic Curve Digital Signature Algorithm

Algorithm 1 shows the creation of an elliptic-curve digital signature. The inputs
of the algorithm are the so called domain parameters (see [21]), a message m, and
the key pair (d, Q). Random number generation and the SHA-1 hash-function
are also needed but are usually calculated within a dedicated coprocessor and,
therefore, are not considered in the following.

Algorithm 1 Elliptic Curve Digital Signature Algorithm - generation
Require: Message m, domain parameters
Ensure: Signature (r, s) of m
1: Select a random integer k, 1 ≤ k ≤ n − 1.
2: Compute kP = (x1, y1).
3: Compute r = x1 mod n. If r = 0 go to step 1.
4: Compute k−1 mod n.
5: Compute e = SHA-1(m).
6: Compute s = k−1(e + dr) mod n. If s = 0 go to step 1.
7: return (r, s)

The remaining two main operations are the scalar multiplication (line 2 of
Algorithm 1) which is calculated by means of addition, multiplication, and in-
version in the finite field GF(2m) and GF(p) inversion (line 4 of Algorithm 1).
The coprocessor provides these functions and therefore allows a fast calculation
of the ECDSA.

4 Architecture

This section introduces the SLE66 smart card family of Infineon and shows how
we extended the existing architecture with our new elliptic-curve coprocessor.
We designed the elliptic-curve module to optimally fit into the given architecture
and to achieve maximum speed when calculating digital signatures. Very low area
requirements account for low cost.

Section 4.1 presents our target architecture, the SLE66XxxxP smartcard fam-
ily. Section 4.2 shows the new ECC coprocessor architecture in detail.
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4.1 Target Smartcard Architecture

Figure 1 shows the block diagram of the Infineon SLE66XxxxP smartcard [19].
A multiplexed address and data bus connects various modules like memories
(ROM, XRAM, NVRAM), a Random Number Generator (RNG) or the UART
to the CPU. In the actual design also a RSA coprocessor called Advanced Crypto
Engine(ACE) is used to accelerate cryptographic operations. However, the ACE
requires much resources since it is designed to operate with key lengths of 1024
bits and beyond. With our design we target low-cost elliptic-curve applications
that rely on much smaller key lengths. Typical key lengths in such a scenario
are 163 or 191 bits.

Fig. 1. Block diagram of the Infineon SLE66XxxxP smartcard family

According to this overall architecture we designed the coprocessor to com-
municate via the bus with the ECO 2000 CPU. The 8-bit CPU bus uses time
multiplexing for address and data transport. It is able to deliver maximum 4
data bits within each clock cycle. To achieve maximum throughput we designed
our architecture to process 4 bits in each clock cycle to avoid any wait states. We
designed a 4-bit serial parallel multiplier to process 4 bits in each clock cycle.

To achieve low cost the new coprocessor needs to be small in terms of area.
Having our new coprocessor we are able to omit the actual RSA coprocessor that
can handle up to 1024 bit multiplication including registers of the same size.

The RSA coprocessor efficiently performs arithmetic operations in GF(p).
The calculation of an ECDSA as it was described in section 3.4 requires efficient
calculation of an inversion in GF(p). Therefore, we need to support inversion in
GF(p) in our new architecture to be able to omit the actual RSA architecture.
Section 4.2 shows the implementation of our architecture.

Our new architecture supports all operations required to build a low cost
smartcard system based on elliptic curve cryptography. The presented architec-
ture is very competitive in terms of area and performance.
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4.2 Elliptic-Curve Coprocessor

The coprocessor integrates four basic operations: GF(2m) addition, 4-bit digit-
serial multiplication in GF(2m), and calculation of the multiplicative inverse in
GF(2m) and GF(p). Figure 2 shows the overall system structure. The coprocessor
consists of three major parts:

– Bus Decoder: The bus decoder is the interface between the multiplexed ad-
dress and data bus (X-bus) of the SLE66 CPU and the coprocessor.

– Data Path: The main part of the data path consists of leaf cells which inte-
grate the basic functionality of multiplication, addition, and calculation of
the inverse. It also contains an adder and an up/down counter which per-
forms GF(p) addition (adder) and is used for Berlekamp’s version of the
Euclidean Algorithm (counter).

– Control Logic: The control logic is a core component of the coprocessor. Its
state machine generates the control signals for the data path to implement
the two algorithms for GF(p) inversion and GF(2m) inversion and sets the
proper functions of the leaf cells.

Fig. 2. Overall structure

The leaf cell (shown in Figure 3) is the main part of the data path. It is in-
stantiated 192 times (24 slices of eight cells each, see Figure 4). The cell consists
of four registers (A to D), combinational logic for achieving the necessary func-
tionality (e.g. inversion, multiplication), and multiplexing. The grey box marks
the 4-bit digit-serial multiply and reduce part. The implemented functions are
as follows:

– Each register can perform a shift-left operation. This is essential for a fast
GF(2m) inversion.

– Register C can perform the shift-right operation necessary for the binary
extended Euclidean algorithm.

– C and D can both do an 8-bit shift left and an 8-bit shift right which is
used for loading register C (with bus values or addition result) and reading
register D.
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Fig. 3. Leaf cell

– Since only register C can be loaded and do a shift right, register contents
must be distributed. So A can load the values of B or C, B can load the values
of A or D, C the value of A, and D the value of B. This allows each register
contents to be loaded to each other register.

– A and B store the calculation results of the GF(2m) inversion.
– B is used to store the GF(2m) addition result and
– D is used to store the GF(2m) multiplication result.
– Of course, each register can hold its actual value.

The presented architecture is fully scalable with regard to operand length.
The VHDL model of the coprocessor was carefully developed to support vari-
ous operand lengths. This can be achieved by inserting additional slices to the
architecture which is possible by simple parameter adjustment in the VHDL
model.

As a countermeasure against side channel attacks it is possible to implement
the leaf cells using a secure logic style. Such a full custom implementation of
the comparably small leaf cell together with a generator tool for placement and
routing of m leaf cells can be used to implement the whole architecture using a
secure logic style.
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Fig. 4. Leaf cell array

5 Results

The coprocessor has been synthesized on a 0.13 μm CMOS process from Infineon.
The synthesis was done with worst-case speed parameters and clock constraints
of 10 MHz. The resulting chip area is 0.16 mm2. Table 2 gives a more detailed
overview of the area allocation. The values in the data path row include the leaf
cell array, the adder/counter, and the bus decoder. The total size corresponds to
a gate count of approximately 25,000 NAND gates. A leaf cell without support
for GF(2m) inversion would have a size of 496.0 μm2 which saves about 30%
area.

Table 2. Chip area of the coprocessor

Part Area in μm2 %
(Leaf cell 692.8 0.4)
Control unit 10,649.6 6.7
Data path 148,784.2 93.3
Total 159,433.8 100.0

All performance results are based on the finite field GF(2191) on a hardware
implementation of 192 leaf cells (24 slices of 8 cells each). To get a reasonable
performance estimation some assumptions must be made:

– The scalar multiplication has average-case characteristics (190 point dou-
bling and 95 point addition) using the double-and-add method.

– A software overhead of 30% for scalar multiplication is added
– GF(p) inversion cannot be calculated in constant time. Therefore, an average

value obtained from numerous simulations is taken.
– A software overhead of 5% for GF(p) inversion is added.
– Other operations needed for ECDSA calculation (besides GF(p) inversion

and scalar multiplication) are not considered because they denote only a
very small part of the whole algorithm.
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The ‘software overhead’ results are based on Infineon-internal experiences.
The overhead covers operations like loading operands or storing intermediate
results which are necessary for an assembler implementation in the smartcard.

Table 3. ECDSA performance for 191 bit

Operation clock cycles
Scalar Multiplication 341,430
30% overhead 102,429
GF(p) inversion 24,310
5% overhead 1,216
Total 469,385

Table 3 summarizes the run time of the main parts of an ECDSA calculation.
A comparison with Infineon’s SLE66 smartcard family shows that the coproces-
sor can achieve a speed-up of 4.13 compared to smartcards with the Advanced
Crypto Engine (ACE) and 7.44 on smartcards without ACE.

6 Conclusion

In this article we presented a low-cost ECC smartcard coprocessor which allows a
fast calculation of the Elliptic Curve Digital Signature Algorithm (ECDSA) over
the finite field GF(2m). The coprocessor supports all basic operations needed for
the ECDSA. These operations are GF(2m) addition, 4-bit digit-serial multipli-
cation in GF(2m) and calculation of the multiplicative inverse in GF(p) and
GF(2m). Particularly, the fast GF(2m) inversion makes it possible to use affine
instead of projective coordinates for elliptic-curve point operations. This results
in a simplified control on the software level and smaller storage effort.
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Abstract. Strong public-key cryptography is often considered to be too
computationally expensive for small devices if not accelerated by crypto-
graphic hardware. We revisited this statement and implemented elliptic
curve point multiplication for 160-bit, 192-bit, and 224-bit NIST/SECG
curves over GF(p) and RSA-1024 and RSA-2048 on two 8-bit micro-
controllers. To accelerate multiple-precision multiplication, we propose a
new algorithm to reduce the number of memory accesses.
Implementation and analysis led to three observations: 1. Public-key
cryptography is viable on small devices without hardware acceleration.
On an Atmel ATmega128 at 8 MHz we measured 0.81s for 160-bit ECC
point multiplication and 0.43s for a RSA-1024 operation with exponent
e = 216 + 1. 2. The relative performance advantage of ECC point multi-
plication over RSA modular exponentiation increases with the decrease
in processor word size and the increase in key size. 3. Elliptic curves
over fields using pseudo-Mersenne primes as standardized by NIST and
SECG allow for high performance implementations and show no perfor-
mance disadvantage over optimal extension fields or prime fields selected
specifically for a particular processor architecture.

Keywords: Elliptic Curve Cryptography, RSA, modular multiplica-
tion, sensor networks.

1 Introduction

As the Internet expands, it will encompass not only server and desktop systems,
but also large numbers of small devices ranging from PDAs and cell phones
to appliances and networked sensors. Inexpensive radio transceivers, integrated
or attached to small processors, will provide the basis for small devices that
can exchange information both locally with peers and, through gateway devices,
globally with entities on the Internet. Deploying these devices in accessible en-
vironments exposes them to potential attackers that could tamper with them,
eavesdrop communications, alter transmitted data, or attach unauthorized de-
vices to the network. These risks can be mitigated by employing strong cryp-
tography to ensure authentication, authorization, data confidentiality, and data
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integrity. Symmetric cryptography, which is computationally inexpensive, can be
used to achieve some of these goals. However, it is inflexible with respect to key
management as it requires pre-distribution of keys. On the other hand, public-
key cryptography allows for flexible key management, but requires a significant
amount of computation. However, the compute capabilities of low-cost CPUs are
very limited in terms of clock frequency, memory size, and power constraints.

Compared to RSA, the prevalent public-key scheme of the Internet today,
Elliptic Curve Cryptography (ECC) offers smaller key sizes, faster computation,
as well as memory, energy and bandwidth savings and is thus better suited for
small devices. While RSA and ECC can be accelerated with dedicated cryp-
tographic coprocessors such as those used in smart cards, coprocessors require
additional hardware adding to the size and complexity of the devices. Therefore,
they may not be desirable for low-cost implementations. Only few publications
have considered public-key cryptography on small devices without coprocessors.
Hasegawa et al. implemented ECDSA signature generation and verification on
a 10MHz M16C microcomputer [11]. The implementation requires 4KB of code
space and uses a 160-bit field prime p = 65112∗2144−1 chosen to accommodate
the 16-bit processor architecture. Signatures can be generated in 150ms and ver-
ified in 630ms. Based on the ECC integer library, the authors also estimate 10s
for RSA-1024 signature generation and 400ms for verification using e = 216 + 1.
Bailey and Paar suggest the use of optimal extension fields (OEFs) that enable
efficient reduction when subfield primes are chosen as pseudo-Mersenne primes
close to the word size of the targeted processor [2]. An implementation of this
concept for elliptic curve point multiplication over GF ((28 − 17)17) on an 8-bit
8051 processor architecture is described by Woodbury, Bailey and Paar in [17].
On a 12MHz 8051 with 12 clock cycles per instruction cycle, the authors mea-
sured 8.37s for general point multiplication using the binary method and 1.83s
for point multiplication with a fixed base point. The code size was 13KB and 183
bytes of internal and 340 bytes of external RAM were used. Pietiläinen evaluated
the relative performance of RSA and ECC on smart cards [16].

This paper focuses on implementation aspects of standardized RSA and ECC
over NIST/SECG GF (p) curves and evaluates the algorithms with respect to
performance, code size, and memory usage. We consider software and hardware
optimization techniques for RSA and ECC based on implementations on two
exemplary 8-bit microcontroller platforms: The 8051-based Chipcon CC1010 [6],
and the Atmel AVR ATmega128 [1].

2 Public-Key Algorithms ECC and RSA

ECC and RSA are mature public-key algorithms that have been researched by
the academic community for many years; RSA was conceived by Rivest, Shamir
and Adleman in 1976 and Koblitz and Miller independently published work on
ECC in 1985. The fundamental operation underlying RSA is modular exponen-
tiation in integer rings and its security stems from the difficulty of factoring
large integers. ECC operates on groups of points over elliptic curves and derives
its security from the hardness of the elliptic curve discrete logarithm problem
(ECDLP). While sub-exponential algorithms can solve the integer factorization
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problem, only exponential algorithms are known for the ECDLP. This allows
ECC to achieve the same level of security with smaller key sizes and higher com-
putational efficiency; ECC-160 provides comparable security to RSA-1024 and
ECC-224 provides comparable security to RSA-2048.

2.1 Implementing RSA

RSA operations are modular exponentiations of large integers with a typical size
of 512 to 2048 bits. RSA encryption generates a ciphertext C from a message M
based on a modular exponentiation C = Me mod n. Decryption regenerates the
message by computing M = Cd mod n 1. Among the several techniques that
can be used to accelerate RSA [3], we specifically focused on those applicable
under the constraints of 8-bit devices.

Chinese Remainder Theorem. RSA private-key operations, namely decryp-
tion and signature generation, can be accelerated using the Chinese Remainder
Theorem (CRT). RSA chooses the modulus n as the product of two primes p
and q, where p and q are on the order of

√
n (e.g. for a 1024-bit n, p and q

are on average 512 bits long). Using the CRT, a modular exponentiation for
decryption M = Cd mod n can be decomposed into two modular exponentia-
tions M1 = Cd1

1 mod p and M2 = Cd2
2 mod q, where C1, d1, C2 and d2 are

roughly half the size of n. Assuming schoolbook multiplication with operands
of size m

2 = �log2(n)	
2 , modular multiplications can be computed in roughly 1

4 of
the time as m-bit modular multiplications. Thus the CRT reduces computation
time by nearly 3

4 resulting in up to a 4x speedup.

Montgomery Multiplication. An efficient reduction scheme for arbitrary
moduli n is Montgomery reduction which computes C ′ ∗ r−1 mod n instead
of C ′ mod n. Appendix B shows a simple algorithm for Montgomery reduction
of a 2m-bit integer C ′ to an m-bit integer C on a processor with a word size
of k bits. Using schoolbook multiplication, an m×m-bit multiplication requires
�m

k �2 k× k-bit multiplications and Montgomery reduction requires �m
k �2 + �m

k �
k× k-bit multiplications. Therefore, the total cost of an m×m-bit Montgomery
multiplication is 2�m

k �2 + �m
k �.

Optimized Squaring. The squaring of a large integer A, decomposed into
multiple k-bit words (An−1, ..., A0), can take advantage of the fact that partial
products AiAj , i �= j occur twice. For example, a squaring of A = (A1, A0)
needs to compute the partial product A1A0 only once since A2 = (A1 ∗ 2k +
A0) = A1A1 ∗ 22k + 2A1A0 ∗ 2k + A0A0. Thus m × m-bit squarings including
Montgomery reduction require only 3

2�m
k �2 + 3

2�m
k � k × k-bit multiplications,

reducing computational complexity by up to 25%.
1 A detailed description and a proof of mathematical correctness can be found e.g. in

[3].
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2.2 Implementing ECC

The fundamental operation underlying ECC is point multiplication, which is de-
fined over finite field operations2. All standardized elliptic curves are defined over
either prime integer fields GF (p) or binary polynomial fields GF (2m). In this pa-
per we consider only prime integer fields since binary polynomial field arithmetic,
specifically multiplication, is insufficiently supported by current microprocessors
and would thus lead to lower performance. The point multiplication kP of an
integer k and a point P on an elliptic curve C : y2 = x3 + ax + b over a prime
field GF (p) with curve parameters a, b ∈ GF (p) can be decomposed into a se-
quence of point additions and point doublings. Numerous techniques have been
proposed to accelerate ECC point multiplication. Since we do not make assump-
tions about the point P in a point multiplication kP , optimization methods for
fixed points cannot be applied. In the following, we will describe the most impor-
tant optimization techniques for general point multiplication on elliptic curves
over GF (p) standardized by either NIST or SECG.

Projective Coordinate Systems. Cohen et al. found that mixed coordinate
systems using a combination of modified Jacobian and affine coordinates offer
the best performance [7]. A point addition of one point in modified Jacobian
coordinates P1 = (X1, Y1, Z1, aZ4

1 ) and one point in affine coordinates P2 =
(x2, y2) resulting in P3 = (X3, Y3, Z3, aZ4

3 ) is shown in Formula 1 and a point
doubling of a point in modified Jacobian coordinates P1 is shown in Formula 2.

X3 = −H3 − 2X1H
2 + r2, Y3 = −Y1H

3 + r(X1H
2 −X3), Z3 = Z1H

aZ4
3 = aZ4

3 with H = x2Z
2
1 −X1, r = y2Z

3
1 − Y1

(1)

X3 = T, Y3 = M(S − T )− U, Z3 = 2Y1Z1, aZ4
3 = 2U(aZ4

1 )

with S = 4X1Y
2
1 , U = 8Y 4

1 , M = 3X2
1 + (aZ4

1 ), T = −2S + M2 (2)

Using the above formulas, point addition requires 9 multiplications and 5 squar-
ings and point doubling requires 4 multiplications and 4 squarings as the most
expensive operations.

Non-Adjacent Forms. Non-adjacent forms (NAFs) are a method of recoding
the scalar k in a point multiplication kP in order to reduce the number of non-
zero bits and thus the number of point additions [14]. This is accomplished by
using digits that can be either 0, 1 or -1. For example, 15P = (1 1 1 1)2P can be
represented as 15P = (1 0 0 0 -1)2P . The NAF of a scalar k has the properties
of having the lowest Hamming weight of any signed representation of k, being
unique, and at most one bit longer than k. By definition, non-zero digits can
never be adjacent resulting in a reduction of point additions from m−1

2 for the
binary method to m

3 for NAF-encoded scalars. Negative digits translate into
point subtractions, which require the same effort as point additions since the
inverse of an affine point P = (x, y) is simply −P = (x,−y).
2 For a detailed introduction to ECC the reader is referred to [10].
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Curve-Specific Optimizations. NIST and SECG specified a set of elliptic
curves with verified security properties that allow for significant performance
optimizations [15] [4]. For all NIST and most SECG curves, the underlying
field primes p were chosen as pseudo-Mersenne primes to allow for optimized
modular reduction. They can be represented as p = 2m − ω where ω is the
sum of a few powers of two and ω � 2m. Reduction of a 2m-bit multiplication
result C ′ split into two m-bit halves c′

1 and c′
0 can be computed based on the

congruence 2m ≡ ω:
C ′ = (c′

1, c
′
0) = A ∗B

while (c′
1 �= 0)

(c′
1, c

′
0) = c′

1 ∗ ω + c′
0

C = c′
0 mod p

Since pseudo-Mersenne primes are sparse, multiplication by ω is commonly
implemented with additions and shifts. It is important to note that compared
to Montgomery reduction, reduction for pseudo-Mersenne primes requires
substantially less effort on devices with small processor word sizes k. As
described in Section 1, Montgomery reduction of a 2m-bit product to an
m-bit result requires �m

k �2 + �m
k � k × k-bit multiplications. The ratio �m

k �2
grows by the square as the processor word size k is decreased. Reduction
for NIST/SECG pseudo-Mersenne primes, however, typically only requires
two multiplications with a sparse ω. The number of corresponding additions
and shifts scales linearly with the decrease of k. For example, if n multipli-
cations were needed for Montgomery reduction on a 32-bit processor, 16n
multiplications would be needed on an 8-bit processor. On the other hand, if
a additions were needed for pseudo-Mersenne prime reduction on a machine
with a 32-bit processor, only 4a additions would be needed on an 8-bit
processor. Other ECC operations such as addition and subtraction also scale
linearly. As a result, implementations of ECC exhibit a relative performance
advantage over RSA on processors with small word sizes. Assuming a con-
stant number of addends in the pseudo-Mersenne field primes, the advantage of
ECC over RSA on devices with small word sizes likewise grows with the key size.

All NIST and some SECG curves further allow for optimization based on
the curve parameter a being a = −3. Referring to point doubling Formula 2, M
can be computed as M = 3X2

1 − 3Z4
1 = 3(X1 − Z2

1 ) ∗ (X1 + Z2
1 ) and aZ4

3 as
aZ4

3 = 6UZ4
1 . As a result, aZ4

3 does not have to be computed in point addition
Formula 1 such that point doublings can be performed with 4 multiplications
and 4 squarings and point additions can be performed with 8 multiplications
and 3 squarings. Similar optimizations were used by Hitchcock et al. [12] and
Hasegawa et al. [11].

3 Optimizing Multiplication for Memory Operations

Modular multiplication and squaring of large integers are the single performance-
critical operations for RSA and ECC as we will show in Section 4. Therefore,
high-performance implementations need to focus specifically on optimizing these
operations. On small processors, multiple-precision multiplication of large inte-
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gers not only involves arithmetic operations, but also a significant amount of
data transport to and from memory due to limited register space. To reduce
computational complexity, we considered Karatsuba Ofman [13] and FFT mul-
tiplication, but found that the recursive nature of these algorithms leads to
increased memory consumption and frequent memory accesses to intermediate
results and stack structures. In addition, Karatsuba Ofman and FFT multipli-
cation cannot be applied to Montgomery reduction due to dependencies of the
partial products. We therefore decided to focus on optimizing schoolbook multi-
plication. For schoolbook multiplication of m-bit integers on a device with a word
size of k bits, the multiplication effort for m-bit integers is fixed to n2 = �m

k �2
k × k-bit multiplication operations plus appendant additions.

Therefore, computation time can mainly be optimized by reducing the num-
ber of non-arithmetic operations, specifically memory operations. Table 1 illus-
trates and analyzes three multiplication strategies with respect to register usage
and memory operations. It shows exemplary multiplications of n-word integers
(an−1, . . . , a1, a0) and (bn−1, . . . , b1, b0). The analysis assumes that multiplicand,
multiplier and result cannot fit into register space at the same time such that
memory accesses are necessary.

3.1 Row-Wise Multiplication

The row-wise multiplication strategy keeps the multiplier bi constant and multi-
plies it with the entire multiple-precision multiplicand (an−1, . . . , a1, a0) before
moving to the next multiplier bi+1. Partial products are summed up in an accu-
mulator consisting of n registers (rn−1, . . . , r1, r0). Once a row is completed, the
last register of the accumulator (r0 for the first row) can be stored to memory as
part of the final result and can be reused for accumulation of the next row. Two
registers are required to store the constant bi and one variable aj . In the above
implementation, row-wise implementation requires n + 2 registers and performs
n2 + 3n memory accesses3. That is, for each k × k multiplication one memory
load operation is needed. On processor architectures that do not have sufficient
register space for the accumulator, up to n2 +1 additional load and n2−n addi-
tional store operations are required. On the other hand, processors that can hold
both the accumulator and the entire multiplicand in register space can perform
row-wise multiplication with 2n + 1 registers and only 4n memory accesses. In
addition to memory accesses, pointers to multiplicand, multiplier and result may
have to be adjusted on implementations using indexed addressing. If multipli-
cand and multiplier are indexed, one pointer increment/decrement is needed for
each load operation, which is true for all three multiplication algorithms.

3.2 Column-Wise Multiplication

The column-wise multiplication strategy sums up columns of partial products
aj ∗ bi, where i + j = l for column l. At the end of each column, one k-bit word
3 Additional registers may be required for pointers, multiplication results and tempo-

rary data storage. We do not consider them in the analysis since they depend on the
processor architecture.
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is stored as part of the final multiplication result. Column-wise multiplication
requires 4 + �log2(n)/k� registers, the fewest number of all three algorithms. It
is interesting to note that the number of registers grows only negligibly with the
increase of the operand size n. Column-wise multiplication is thus well suited for
architectures with limited register space. However, 2n2 + 2n memory operations
have to be performed, which corresponds to two memory load operations per
k× k multiplication. Implementations of column-wise multiplication require ad-
vancing pointers to both multiplicand aj and multiplier bi once for every k×k-bit
multiplication.

3.3 Hybrid Multiplication

We propose a new hybrid multiplication strategy that combines the advantages
of row-wise and column-wise multiplication. Hybrid multiplication aims at opti-
mizing for both the number of registers and the number of memory accesses. We
employ the column-wise strategy as the “outer algorithm”and the row-wise strat-
egy as the “inner algorithm”. That is, hybrid multiplication computes columns
that consist of rows of partial products. The savings in memory bandwidth stem
from the fact that k-bit operands of the multiplier are used in several mul-
tiplications, but are loaded from memory only once. Looking at column 0 in
the example, b0 and b1 are used in two multiplications, but have to be loaded
only once. Register usage and memory accesses depend on the the number of
partial products per row (or column width) d. The hybrid method equals the
column-wise strategy for d = 1 and it equals the row-wise strategy for d = n,
where the entire multiplicand is kept in registers. d can be chosen according to
the targeted processor; larger values of d require fewer memory operations, but
more registers to store operands and to accumulate the result. To optimize the
algorithm performance for r available registers, d should be chosen such that
d = max{i|1 ≤ i ≤ n, r ≥ 3i+ �log2(n/i)/k�}. Note that the number of registers
grows only logarithmically with the increase in operand size n. Therefore, for a
fixed value of d, hybrid multiplication scales to a wide range of operand sizes
n without requiring additional registers. This is important for implementations
that have to support algorithms such as RSA and ECC for multiple key sizes.
The hybrid multiplication algorithm is shown in pseudo code in Appendix A.

4 Implementation and Evaluation

We implemented ECC point multiplication and modular exponentiation on two
exemplary 8-bit platforms in assembly code. As the first processor, we chose
a Chipcon CC1010 8-bit microcontroller which implements the Intel 8051 in-
struction set. The CC1010 contains 32KB of FLASH program memory, 2KB of
external data memory and 128 bytes of internal data memory. As part of the
8051 architecture, 32 bytes of the internal memory are used to form 4 banks of 8
8-bit registers for temporary data storage. One 8-bit accumulator is the destina-
tion register of all arithmetic operations. The CC1010 is clocked at 14.7456MHz
with one instruction cycle corresponding to 4 clock cycles such that the clock
frequency adjusted for instruction cycles is 3.6864MHz.
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Table 1. Multiple-precision multiplication of integers with n = 4 words.

Row-Wise Multiplication

a0b0
row a1b0
0 a2b0

a3b0
a0b1

row a1b1
1 a2b1

a3b1
. a0b2
. a1b2
. a2b2

a3b2
a0b3

a1b3
a2b3

a3b3

... r2 r1 r0 r3 r2 r1 r0
accumulator

accumulator
registers n
operand
registers 2
memory
loads n2 + n
memory
stores 2n

registers n + 2
memory ops n2 + 3n

Column-Wise Multiplication

col 0 a0b0
col 1 a1b0

a0b1
col 2 a2b0

a1b1
a0b2

col 3 a3b0
a2b1
a1b2
a0b3

... a3b1
a2b2
a1b3

a3b2
a2b3

a3b3

← r2 r1 r0
accumulator

2 + �log2(n)/k	

2

2n2

2n

4 + �log2(n)/k	
2n2 + 2n

Hybrid Multiplication (d = 2)

col 0 a0b0
row 0 a1b0

a0b1
row 1 a1b1

col 1 a2b0
row 0 a3b0

a2b1
row 1 a3b1

a0b2
row 2 a1b2

a0b3
row 3 a1b3

a2b2
a3b2
a2b3

a3b3

← r4 r3 r2 r1 r0
accumulator

2d + �log2(n/d)/k	

d+1

2�n2/d	

2n

3d + �log2(n/d)/k	
2�n2/d	 + 2n

Table 2. Average ECC and RSA execution times on the ATmega128 and the CC1010.

Algorithm ATmega128 @ 8MHz CC1010 @ 14.7456MHz
time data mem code time data mem code

s bytes bytes s ext+int, bytes bytes
ECC secp160r1 0.81s 282 3682 4.58s 180+86 2166
ECC secp192r1 1.24s 336 3979 7.56s 216+102 2152
ECC secp224r1 2.19s 422 4812 11.98s 259+114 2214
Mod. exp. 512 5.37s 328 1071 53.33s 321+71 764
RSA-1024 public-key e = 216 + 1 0.43s 542 1073 > 4.48s
RSA-1024 private-key w. CRT 10.99s 930 6292 ∼ 106.66s
RSA-2048 public-key e = 216 + 1 1.94s 1332 2854
RSA-2048 private-key w. CRT 83.26s 1853 7736

The execution time for the RSA-1024 private-key operation on the CC1010 was ap-
proximated as twice the execution time of a 512-bit Montgomery exponentiation and
the execution time for the RSA-1024 public-key operation was estimated as four times
the execution time of a 512-bit Montgomery exponentiation using e = 216 + 1. Since
only one 512-bit operand and no full 1024-bit operand can be kept in internal memory,
an actual implementation of the RSA-1024 public-key operation would be even less
efficient.
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As the second processor, we chose an Atmel ATmega128, a popular processor
used for sensor network research, for example on the Crossbow motes platform
[8]. The ATmega128 is an 8-bit microcontroller based on the AVR architecture
and contains 128KB of FLASH program memory and 4KB of data memory.
Unlike the CC1010, the ATmega128 implements a homogeneous data memory
that can be addressed by three 16-bit pointer registers with pre-decrement and
post-increment functionality. The register set consists of 32 8-bit registers, where
all registers can be destinations of arithmetic operations. The ATmega128 can
be operated at frequencies up to 16MHz, where one instruction cycle equals one
clock cycle.

Given the limited processor resources, we chose to focus our implementation
efforts on a small memory footprint using performance optimizations applicable
to small devices without significant increases in either code size or memory usage.
For ECC, we implemented point multiplication for three SECG-standardized el-
liptic curves, secp160r1, secp192r1, and secp224r1, including optimized squarings
and the techniques described in section 2.2. Inversion was implemented with the
algorithm proposed by Chang Shantz [5]. We evaluated the three multiplication
strategies with respect to processor capabilities. The CC1010 can access only
one bank of 8 registers at a time, where switching register banks requires multi-
ple instruction cycles. Looking at the hybrid multiplication strategy, at least 7
registers are required for the smallest column width of d = 2 and two registers
are needed to store pointer registers exceeding the number of available registers.
We therefore resolved to implementing the row-wise multiplication strategy and
unrolled parts of the inner multiplication loop4. On the ATmega128, the hybrid
multiplication method can be applied with a column width of up to d = 6 requir-
ing 19 registers. We chose d = 5 for secp160r1 accomodating a 20-byte operand
size and d = 6 for secp192r1 and secp224r1.

For RSA, we implemented RSA-1024 on both processors and RSA-2048 on
the ATmega128 incorporating the optimizations described in section 2.1. The
CC1010 implementation of Montgomery multiplication uses row-wise multipli-
cation, where the ATmega128 implementation employs the hybrid strategy using
the maximal column width of d = 6. Since the operand word size of 64 bytes for
RSA-1024 with CRT is not a multiple of d = 6, the implementation performs
a 528× 528-bit Montgomery multiplication, where optimizations could be made
at the cost of increased code size. For the RSA public-key operations we used a
small exponent of e = 216 + 1.

Table 2 summarizes performance, memory usage, and code size of the ECC
and RSA implementations. For both the CC1010 and the ATmega128, ECC-
160 point multiplication outperforms the RSA-1024 private-key operation by
an order of magnitude and is within a factor of 2 of the RSA-1024 public-key
operation. Due to the performance characteristics of Montgomery reduction and
pseudo-Mersenne prime reduction, this ratio favors ECC-224 even more when
compared to RSA-2048.

4 A later analysis showed that implementing the column-wise strategy would save 9.5%
cycles in the inner multiplication loop by reducing the number of memory accesses.
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For point multiplication over secp160r1, over 77% of the execution time on
the ATmega128 and over 85% of the execution time on the CC1010 are spent on
multiple-precision multiplications and squarings not including reduction. This
underlines the need for focusing optimization efforts primarily on the inner mul-
tiplication and squaring loops. Confirming this observation, we found that an
optimized implementation on the CC1010 that unrolled loops for addition, sub-
traction, reduction and copy operations required 35% more code space while de-
creasing execution time by only 3%. Our numbers further show that on processor
architectures with small word sizes, the use of pseudo Mersenne primes reduces
the time spent on reduction to a negligible amount. Replacing the column-wise
with the hybrid method, we measured a performance improvement for ECC
point multiplication of 24.8% for secp160r1 and 25.0% for secp224r1 on the AT-
mega128. Non-adjacent forms accounted for an 11% performance increase on
both devices. Comparing the memory requirements, it is interesting to note that
while modular exponentiation requires relatively little memory, a full RSA im-
plementation with CRT requires additional routines and several precomputed
constants significantly increasing the memory requirements.

Table 3 shows the instruction decomposition for a 160-bit multiplication and
a 512/528-bit Montgomery multiplication on both platforms. Looking at the
amount of time spent on arithmetic operations, the small register set and the
single destination register for arithmetic operations lead to a low multiplica-
tion efficiency on the CC1010. Multiplication and addition instructions account
for only 38.2% of a 160-bit multiplication and 28.7% for a 512-bit Montgomery
multiplication. Despite the high multiplication cost of 5 instruction cycles, reg-
ister pressure results in frequent memory accesses and a large overhead of non-
arithmetic instructions. In comparison, 69.6% of the time for a 160-bit multipli-
cation and 72.6% of the time for a 528-bit Montgomery multiplication is spent
on arithmetic instructions on the ATmega128. This increase in efficiency can be
mostly attributed to the large register file and variable destination registers for
arithmetic operations. Furthermore, the homogeneous memory architecture and
post-increment and pre-decrement functionality for memory operations lead to
performance advantages for large key sizes.

We expect that performance improvements for ECC and RSA could be
achieved by employing window techniques for point multiplication / modular
exponentiation and by using Karatsuba Ofman multiplication. However, these
techniques would lead to significant increases in data memory usage and code
size and add to the complexity of the implementation.

5 Instruction Set Extensions

Table 3 shows that addition and multiplication instructions account for the ma-
jority of the execution time for both processors. Significant performance im-
provements can be achieved by combining one multiplication and two additions
into one instruction as proposed by Großschädl [9]. We refer to this instruction
as “MULACC” and define it to perform the following operation on a source
register rs, a destination register rd, a fixed architectural register rc and a non-
architectural register exc (all of bit-width k):
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Table 3. Decomposition of 160x160-bit multiplication and 512x512/528x528-bit Mont-
gomery multiplication on the Chipcon CC1010 and the ATmega128.

Chipcon CC1010
160x160 mult. 512x512 Montg. mult.

Instruction type Opcodes Cycles/instr. Instr. cycles % Instr. cycles %
Register swap XCH A, B 2 2280 24.46 32512 12.60
Multiplication MUL 5 2000 21.46 41280 16.00
Addition ADD/ADDC 1 1560 16.74 32723 12.68
Data stores MOV ADDR, RX 1 1220 13.09 17057 6.61
Data loads MOV RX, ADDR 1 1025 11.00 41938 16.25
Pointer inc./dec. INC/DEC 1 895 9.60 33656 13.04
Dec. + branch DJNZ 3 297 3.19 24957 9.67
Data loads (ext.) MOVX 2 40 0.43 16934 6.56
Data stores (ext.) MOVX 2 0 0.00 16678 6.46
Other 4 0.04 307 0.12
Total 9321 100.00 258042 100.00
Time @ 14.7456MHz 2.53ms 70.00ms

ATmega128
160x160 mult. 528x528 Montg. mult.

Instruction type Opcodes Cycles/instr. Instr. cycles % Instr. cycles %
Addition ADD/ADC 1 1360 43.79 29766 45.67
Multiplication MUL 2 800 25.76 17556 26.94
16-bit Register move MOVW 1 335 10.79 7262 11.14
Data loads LD/LDI 2 334 10.75 6169 9.47
Data stores ST 2 80 2.58 524 0.80
Jumps RJMP/IJMP 2 66 2.12 0 0.00
Function calls/rets CALL/RET 4 0 0.00 1452 2.23
Other 131 4.22 2442 3.75
Total 3106 100.00 65171 100.00
Time @ 8MHz 0.39ms 8.15ms

ATmega128 with MULACC instruction
160x160 mult. 528x528 Montg. mult.

Instruction type Opcodes Cycles/instr. Instr. cycles % Instr. cycles %
Multiply-accumulate MULACC 2 960 48.34 20328 51.27
Data loads LD/LDI 2 334 16.82 6169 15.56
Addition ADD/ADC 1 320 16.11 6292 15.87
Data stores ST 2 80 4.03 524 1.32
Jumps RJMP/IJMP 2 66 3.32 0 0.00
Function calls/rets CALL/RET 4 0 0.00 1452 3.66
Multiplication MUL 2 0 0.00 924 2.33
16-bit Register move MOVW 1 15 0.76 2 0.01
Other 211 10.62 3960 9.99
Total 1986 100.00 39651 100.00
Time @ 8MHz 0.25ms 4.96ms
Time reduction 36.06% 39.16%

Reduction for 160-bit multiplication and the conditional subtraction of the prime for
Montgomery multiplication are not included in the instruction counts.

MULACC rd, rs : rd ← (rs ∗ rc + exc + rd)[k − 1..0]

exc ← (rs ∗ rc + exc + rd)[2k − 1..k]
(3)

MULACC multiplies the source register rs with an implicit register rc, adds
registers exc and rd and stores the lower k bits of the 2k-bit result in register
rd. The upper k bits are stored in register exc, from where they can be used
in a subsequent MULACC operation. We refer to exc as the “extended carry
register” since its function resembles the carry bit used for additions. Applied to
the row-wise or hybrid multiplication strategy, MULACC can generate a partial
product aj ∗ bi, add the upper k bits of the previous partial product aj−1 ∗ bi,
add k bits from an accumulator register and store the result in the accumulator
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register in a single instruction. Since MULACC uses only two variable registers
and rc, exc are fixed, it is compatible with both the 8051 and AVR instruction
sets. Table 3 shows the instruction decomposition for a 160-bit multiplication
and 528-bit Montgomery multiplication using the MULACC instruction on the
ATmega128. Implemented as a 2-cycle instruction, MULACC reduces the exe-
cution time of a 160-bit multiplication by more than 36% resulting in a total
reduction of point multiplication time of 27.6% to 0.59s. The execution time
for 528-bit Montgomery multiplication is reduced by 39%. MULACC further re-
duces the number of registers needed for the inner multiplication loop such that
the hybrid multiplication method could be implemented with a column width
of d = 8, which would result in even higher performance gains. On the CC1010,
we measured a reduction in execution time of 39% to 2.78s for secp160r1 point
multiplication and 38% to 33.06s for 512-bit Montgomery exponentiation.

6 Conclusions

We compared elliptic curve point multiplication over three SECG/NIST curves
secp160r1, secp192r1, and secp224r1 with RSA-1024 and RSA-2048 on two 8-
bit processor architectures. On both platforms, ECC-160 point multiplication
outperforms the RSA-1024 private-key operation by an order of magnitude and
is within a factor of 2 of the RSA-1024 public-key operation.

We presented a novel multiplication algorithm that significantly reduces the
number of memory accesses. This algorithm led to a 25% performance increase
for ECC point multiplication on the Atmel AVR platform.

Our measurements and analysis led to fundamental observations: The rela-
tive performance of ECC over RSA increases as the word size of the processor
decreases. This stems from the fact that the complexity of addition, subtraction
and optimized reduction based on sparse pseudo-Mersenne primes grows lin-
early with the decrease of the word size whereas Montgomery reduction grows
quadratically. As a result, ECC point multiplication on small devices becomes
comparable in performance to RSA public-key operations and we expect it to
be higher for large key sizes.

In contrast to Hasegawa et al. and Woodbury, Bailey and Paar, our ob-
servations do not support the claim that field primes chosen specifically for a
particular processor architecture or OEFs lead to significant performance im-
provements over prime fields using pseudo-Mersenne primes as recommended by
NIST and SECG. Using pseudo-Mersenne primes as specified for NIST/SECG
curves, more than 85% of the time for secp160r1 point multiplication on the
8051 architecture and more than 77% on the AVR architecture was spent on
integer multiplication not including reduction. Therefore, further optimizing re-
duction would not lead to significant performance improvements. Woodbury,
Bailey and Paar represent field elements GF ((28 − 17)17 as polynomials with
17 8-bit integer coefficients. Polynomial multiplication in this field requires the
same number of 8x8-bit multiplications as 17-byte integer multiplication. The
algorithm for polynomial multiplication corresponds to integer multiplication
using the column-wise method, where optimized reduction is performed at the
end of each column. The hybrid or row-wise methods cannot be applied such
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that we expect the performance of ECC over OEFs to be lower on architectures
such as the Atmel AVR.

We plan to continue our work on small devices towards a complete light-
weight implementation of the security protocol SSL/TLS.
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A Algorithm for Hybrid Multiplication

The two outer nested loops describe column-wise multiplication and the two
inner nested loops describe row-wise multiplication. Multiplicand and multi-
plier are located in memory locations mem a and mem b and are temporarily
loaded into registers ad−1, . . . , a0 and b. The result is accumulated in registers
r2d−1+�log2(n/d)/k	, . . . , r0, where the lower d registers are stored to result mem-
ory location mem c at the end of each column.

Input:
n : operand size in words
d : column width
mem_a [� n/d 	*d-1..0] : multiplicand A
mem_b [� n/d 	*d-1..0] : multiplier B

Output:
mem_c [� n/d 	*2d-1..0] : result C = A * B

for i=0 to � n/d 	-1
for j=0 to i

(ad−1,..., a0) = mem_a[(i-j+1)*d-1..(i-j)*d]
for s=0 to d-1

b = mem_b[j*d+s]
for t=0 to d-1

(r2d−1+� log2(n/d)/k �,..., r0) = (r2d−1+� log2(n/d)/k �,..., r0) +

at * b * 2k∗(t+s)

mem_c[(i+1)*d..i*d] = (rd−1,..., r0)
(rd−1+� log2(n/d)/k �,..., r0) = (r2d−1+� log2(n/d)/k �,..., rd)
(r2d−1+� log2(n/d)/k �,..., rd) = 0

for i=� n/d 	 to 2� n/d 	-2
for j=i-� n/d 	+1 to � n/d 	-1

(ad−1,..., a0) = mem_a[(i-j+1)*d-1..(i-j)*d]
for s=0 to d-1

b = mem_b[j*d+s]
for t=0 to d-1

(r2d−1+� log2(n/d)/k �,..., r0) = (r2d−1+� log2(n/d)/k �,..., r0) +

at * b * 2k∗(t+s)

mem_c[(i+1)*d ..i*d] = (rd−1,..., r0)
(rd−1+� log2(n/d)/k �,..., r0) = (r2d−1+� log2(n/d)/k �,..., rd)
(r2d−1+� log2(n/d)/k �,..., rd) = 0

mem_c[(i+1)*d ..i*d] = (rd−1,..., r0)

B Algorithm for Montgomery Reduction

The algorithm below describes Montgomery reduction of a 2m-bit multiplication
result C ′ = A ∗B of two m-bit numbers A and B to C = C ′ ∗ r−1 mod n on a
processor with a k-bit word size.

n’ = -1/n mod 2k

for i=0 to � m/k 	-1
s=C’*n’ mod 2k

C’=C’+ s * n // last k bits of C’ become 0
C’=C’ >> k // division by 2ˆk

if C’>=n
C’=C’- n

return C=C’
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Abstract. Instruction set extensions are a small number of custom in-
structions specifically designed to accelerate the processing of a given
kind of workload such as multimedia or cryptography. Enhancing a gen-
eral-purpose RISC processor with a few application-specific instructions
to facilitate the inner loop operations of public-key cryptosystems can
result in a significant performance gain. In this paper we introduce a set
of five custom instructions to accelerate arithmetic operations in finite
fields GF(p) and GF(2m). The custom instructions can be easily inte-
grated into a standard RISC architecture like MIPS32 and require only
little extra hardware. Our experimental results show that an extended
MIPS32 core is able to perform an elliptic curve scalar multiplication over
a 192-bit prime field in 36 msec, assuming a clock speed of 33 MHz. An
elliptic curve scalar multiplication over the binary field GF(2191) takes
only 21 msec, which is approximately six times faster than a software
implementation on a standard MIPS32 processor.

1 Introduction

The customization of processors is nowadays widely employed in the embed-
ded systems field. An embedded system consists of both hardware and software
components, and is generally designed for a given (pre-defined) application or
application domain. This makes a strong case for tweaking both the hardware
(i.e. processor) and the software with the goal to find the “best” interface be-
tween them. In recent years, multimedia instruction set extensions became very
popular because they enable increased performance on a range of applications
for the penalty of little extra silicon area [11]. Various micro-processor vendors
developed architectural enhancements for fast multimedia processing (e.g. In-
tel’s MMX and SSE, Hewlett-Packard’s MAX, MIPS Technologies’ MDMX, or
Altivec/VMX/Velocity Engine designed by Motorola, IBM and Apple).

Not only multimedia workloads, but also public-key cryptosystems are ame-
nable to processor specialization. Most software algorithms for multiple-precision
arithmetic spend the vast majority of their running time in a few performance-
critical sections, typically in inner loops that execute the same operation using

M. Joye and J.-J. Quisquater (Eds.): CHES 2004, LNCS 3156, pp. 133–147, 2004.
c© International Association for Cryptologic Research 2004
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separate data in each iteration [14]. Speeding up these loops through dedicated
instruction set extensions can result in a tremendous performance gain.

In this paper, we explore the potential of instruction set extensions for fast
arithmetic in finite fields on an embedded RISC processor. The performance
of elliptic curve cryptosystems is primarily determined by the efficient implemen-
tation of arithmetic operations in the underlying finite field [8,2]. Augmenting
a general-purpose processor with a few custom instructions for fast arithmetic
in finite fields has a number of benefits over using a hardware accelerator such
as a cryptographic co-processor. First, the concept of instruction set extensions
eliminates the communication overhead given in processor/co-processor systems.
Second, the area of a cryptographic co-processor is generally much larger than
the area of a functional unit that is tightly coupled to the processor core and
directly controlled by the instruction stream. Third, instruction set extensions
offer a degree of flexibility and scalability that goes far beyond of fixed-function
hardware like a co-processor.

Instruction set extensions offer a high degree of flexibility as they permit to
use the “best” algorithm for the miscellaneous arithmetic operations in finite
fields. For instance, squaring of a long integer can be done almost twice as fast
as multiplication of two different integers [14]. Hardware multipliers normally do
not take advantage of special squaring algorithms since this would greatly com-
plicate their architecture. Another example is modular reduction. Montgomery’s
algorithm [19] is very well suited for hardware and software implementation as
it replaces the trial division with simple shift operations. However, certain spe-
cial primes, like the so-called generalized Mersenne (GM) primes used in elliptic
curve cryptography, facilitate much faster reduction methods. For instance, the
reduction of a 384-bit integer modulo the GM prime p = 2192− 264− 1 can be
simply realized by additions modulo p [26]. A modular multiplier which performs
the reduction operation according to Montgomery’s method is not able to take
advantage from GM primes.

1.1 Related Work

Contrary to multimedia extensions, there exist only very few research papers
concerned with optimized instruction sets for public-key cryptography. Previous
work [5] and [23] focussed on the ARMv4 architecture and proposed architec-
tural enhancements to support long integer modular arithmetic. Our work [6]
presents two custom instructions to accelerate Montgomery multiplication on a
MIPS32 core. A 1024-bit modular exponentiation can be executed in 425 msec
when the processor is clocked at 33 MHz. This result confirms that instruction
set extensions allow fast yet flexible implementations of public-key cryptogra-
phy. The commercial products [17] and [27] primarily target the market for
multi-application smart cards. Both are able to execute a 1024-bit modular ex-
ponentiation in less than 350 msec (at 33 MHz). The product briefs claim that
these processors also feature instruction set extensions for elliptic curve cryp-
tography. However, no details about the custom instructions and the achieved
performance figures have been released to the public.
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1.2 Contributions of This Work

In this paper, we introduce a set of five custom instructions to accelerate arith-
metic operations in prime fields GF(p) and binary extension fields GF(2m). The
custom instructions can be easily integrated into the MIPS32 instruction set
architecture [16]. We selected MIPS32 for our research because it is one of the
most popular architectures in the embedded systems area.

Designing instruction set extensions for arithmetic in finite fields requires to
select the proper algorithms for the diverse arithmetic operations and to select
the proper custom instructions (out of a huge number of candidate instructions)
so that the combination of both gives the best result. The selection of the proper
algorithms is necessary since most arithmetic operations can be implemented in
different ways. For instance, multiple-precision multiplication can be realized
according the pencil-and-paper method [14], Comba’s method [4], Karatsuba’s
method, etc. Our first contribution in this paper is a “guide” through the algo-
rithm selection process. We discuss several arithmetic algorithms and identify
those which are most suitable for the design of instruction set extensions.

A major problem when designing instruction set extensions is that a number
of (micro-)architectural constraints have to be considered, e.g. instruction size
and format, the number of source and destination addresses within an instruction
word, the number of general-purpose registers, etc. Our second contribution in
this paper is to demonstrate that it is possible to find custom instructions which
support the processing of arithmetic algorithms in an efficient manner, and, at
the same time, are simple to integrate into the MIPS32 architecture.

2 Arithmetic in Prime Fields

The elements of a prime field GF(p) are the residue classes modulo p, typically
represented by the set {0, 1, . . . , p− 1}. Arithmetic in GF(p) is nothing else than
conventional modular arithmetic, i.e. addition and multiplication modulo the
prime p. In this section we briefly review some basic algorithms for long integer
arithmetic and discuss minor modifications/adaptions to facilitate the processing
of these algorithms on an extended MIPS32 core.

2.1 Notation

Throughout this paper, we use uppercase letters to denote long integers whose
precision exceeds the word-size w of the processor. In software, the long integers
may be stored in multi-word data structures, e.g. arrays of single-precision in-
tegers. We can write a non-negative n-bit integer A as a sequence of d = �n/w�
words, each consisting of w bits, i.e. A = (Ad−1, . . . , A1, A0). In the following, the
w-bit words are denoted by indexed uppercase letters, whereas indexed lowercase
letters represent the individual bits of an integer.

A =
n−1∑
i=0

ai · 2i =
d−1∑
j=0

Aj · 2j·w with Aj =
w−1∑
k=0

aj·w+k · 2k (1)
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Algorithm 1. Comba’s method for multiple-precision multiplication
Input: Two n-bit integers, A = (Ad−1, . . . , A0) and B = (Bd−1, . . . , B0), represented

by d = �n/w� words each.
Output: Product Z = A · B = (Z2d−1, . . . , Z0).
1: S ← 0
2: for i from 0 by 1 to d − 1 do
3: for j from 0 by 1 to i do
4: S ← S + Aj · Bi−j

5: end for
6: Zi ← S mod 2w

7: S ← S/2w� {w-bit right-shift of S}
8: end for
9: for i from d by 1 to 2d − 2 do

10: for j from i − d + 1 by 1 to d − 1 do
11: S ← S + Aj · Bi−j

12: end for
13: Zi ← S mod 2w

14: S ← S/2w� {w-bit right-shift of S}
15: end for
16: Z2d−1 ← S mod 2w

17: return Z = (Z2d−1, . . . , Z0)

2.2 Multiple-Precision Multiplication and Squaring

The elementary algorithm for multiplying two multiple-precision integers is the
so-called operand scanning method, which is nothing else than a reorganization
of the standard pencil-and-paper multiplication taught in grade school [14]. A
different technique for multiple-precision multiplication, commonly referred to
as Comba’s method [4], outperforms the operand scanning method on most pro-
cessors, especially when implemented in assembly language. Comba’s method
(Algorithm 1) accumulates the inner-product terms Aj ·Bi−j on a column-by-
column basis, as illustrated in Figure 1. The operation performed in the inner
loops of Algorithm 1 is multiply-and-accumulate, i.e. two w-bit words are multi-
plied and the 2w-bit product is added to a cumulative sum S. Note that S can be
up to 2w + �log2(d)� bits long, and thus we need three w-bit registers to accom-
modate the sum S. The operation at line 6 and 13 of Algorithm 1 assigns the w
least significant bits of S to the word Zi. Both the operand scanning technique
and Comba’s method require exactly d2 single-precision multiplications, but the
latter forms the product Z by computing each word Zi at a time, starting with
the least significant word Z0 (product scanning). Comba’s method reduces the
number of memory accesses (in particular STORE instructions) at the expense
of more costly address calculation and some extra loop overhead.

The square A2 of a long integer A can be computed almost twice as fast as
the product A ·B of two distinct integers. Due to a “symmetry” in the squaring
operation, the inner-product terms of the form Ax ·Ay appear once for x = y
and twice for x �= y, which is easily observed from Figure 1. However, since all
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Z0 computed
Z1 computed

Z2 computed

Z3 computed

Z4 computed
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Fig. 1. Comparison of running times for Comba multiplication and Comba squaring

inner-products Ax ·Ay and Ay ·Ax are equivalent, they need only be computed
once and then left shifted in order to be doubled. Therefore, squaring a d-word
integer requires only (d2 + d)/2 single-precision multiplications.

2.3 Modular Reduction

One of the most most widely used generic algorithms for modular reduction was
introduced by Montgomery in 1985 [19]. Reference [10] describes several methods
for efficient software implementation of Montgomery multiplication. One of these
is the Finely Integrated Product Scanning (FIPS) method, which can be viewed
as Comba multiplication with “finely” integrated Montgomery reduction, i.e.
multiplication and reduction steps are carried out in the same inner loop.

Certain primes of a special (customized) form facilitate much faster reduc-
tion techniques. Of particular importance are the generalized Mersenne (GM)
primes [26] that have been proposed by the National Institute of Standards and
Technology (NIST) [21]. GM primes can be written as p = f(2k), where f is a
low-degree polynomial with small integer coefficients and k is a multiple of the
word-size w. The simplest example is the 192-bit GM prime P = 2192− 264− 1.
By using the relation 2192 ≡ 264 + 1 mod P , the reduction of a 384-bit integer
Z < P 2 modulo the prime P can be easily carried out by means of three 192-bit
modular additions [26]. These modular additions are typically realized through
conventional multiple-precision additions, followed by repeated conditional sub-
tractions of P until the result within the range of (0, P − 1).



138 J. Großschädl and E. Savaş

Algorithm 2. Fast reduction modulo the GM prime P = 2192 − 264 − 1 (for w = 32)

Input: A 384-bit number Z = (Z11, . . . , Z0) with 0 ≤ Zi < 232.
Output: 192-bit number R ≡ Z mod P (R may not be fully reduced).
1: S ← Z5 + Z9 + Z11 ; T ← S mod 232 ; q ← S/232�
2: S ← Z0 + Z6 + Z10 + q ; R0 ← S mod 232 ; S ← S/232�
3: S ← S + Z1 + Z7 + Z11 ; R1 ← S mod 232 ; S ← S/232�
4: S ← S + Z2 + Z6 + Z8 + Z10 + q ; R2 ← S mod 232 ; S ← S/232�
5: S ← S + Z3 + Z7 + Z9 + Z11 ; R3 ← S mod 232 ; S ← S/232�
6: S ← S + Z4 + Z8 + Z10 ; R4 ← S mod 232 ; S ← S/232�
7: S ← S + T ; R5 ← S mod 232 ; q ← S/232�
8: R ← (R5, R4, R3, R2, R1, R0)
9: if q > 0 then R ←

(
R + 264 + 1

)
mod 2192 end if

10: return R

Algorithm 2 shows a concrete implementation of the fast reduction modulo
P = 2192− 264− 1. We assume that Z is a 384-bit integer represented by twelve
32-bit words Z11, . . . , Z0. The algorithm integrates the conditional subtractions
of P into the multiple-precision additions instead of performing them thereafter.
Moreover, the result R is computed one word at a time, starting with the least
significant word R0. The algorithm first estimates the quotient q that determines
the multiple of P to be subtracted. Note that the subtraction of q ·P is actually
realized by addition of the two’s complement q · (2192−P ) = q · 264 + q. In some
extremely rare cases, a final subtraction (i.e. two’s complement addition) of P
may be necessary to guarantee that the result is less than 2192 so that it can
be stored in an array of six 32-bit words. However, this final subtraction has no
impact on the execution time since it is virtually never performed.

3 Arithmetic in Binary Extension Fields

The finite field GF(2m) is isomorphic to GF(2)[t]/(p(t)) whereby p(t) is an irre-
ducible polynomial of degree m with coefficients from GF(2). We represent the
elements of GF(2m) as binary polynomials of degree up to m− 1. Addition is
the simple logical XOR operation, while the multiplication of field elements is
performed modulo the irreducible polynomial p(t).

3.1 Notation

Any binary polynomial a(t) of degree m− 1 can be associated with a bit-string
of length m. Splitting this bit-string into d = �m/w� chunks of w bits each leads
to a similar array-representation as for integers, i.e. a(t) = (Ad−1, . . . , A1, A0).
We use indexed uppercase letters to denote w-bit words and indexed lowercase
letters to denote the individual coefficients of a binary polynomial.

a(t) =
m−1∑
i=0

ai · ti =
d−1∑
j=0

Aj · tj·w with Aj =
w−1∑
k=0

aj·w+k · tk (2)
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3.2 Multiplication and Squaring of Binary Polynomials

Multiplication in GF(2m) involves multiplying two binary polynomials and then
finding the residue modulo the irreducible polynomial p(t). The simplest way to
compute the product a(t) · b(t) is by scanning the coefficients of b(t) from bm−1
to b0 and adding the partial product a(t) · bi to a running sum. Several variants
of this classical shift-and-xor method have been published, see e.g. [13,8] for a
detailed treatment. The most efficient of these variants is the comb method in
conjunction with a window technique to reduce the number of both shift and
XOR operations [13]. However, the major drawback of the shift-and-xor method
(and its variants) is that only a few bits of b(t) are processed at a time.

To overcome this drawback, Nahum et al. [20] (and independently Koç and
Acar [9]) proposed to equip general-purpose processors with a fast hardware
multiplier for (w×w)-bit multiplication of binary polynomials, giving a 2w-bit
result. The availability of an instruction for word-level multiplication of polyno-
mials over GF(2), which we call MULGF2 as in [9], greatly facilitates the arith-
metic in GF(2m). All standard algorithms for multiple-precision multiplication
of integers, such as the operand scanning technique or Comba’s method, can be
applied to binary polynomials as well [7]. In the polynomial case, the inner loop
operation of Algorithm 1 translates to S ← S ⊕Ai ⊗Bi−j , whereby ⊗ denotes
the MULGF2 operation and ⊕ is the logical XOR. The word-level algorithms uti-
lize the full precision of the processor’s registers and datapath, respectively, and
therefore they are more efficient than the shift-and-xor method.

The complexity of squaring a binary polynomial a(t) scales linearly with its
degree. A conventional software implementation employs a pre-computed look-
up table with 256 entries to convert 8-bit chunks of a(t) into their expanded
16-bit counterparts [8]. The availability of the MULGF2 instruction allows to realize
a more efficient word-level version of the squaring algorithm. Note that the sum
of two identical products vanishes over GF(2), i.e. Ax⊗Ay ⊕Ay ⊗Ax = 0, and
hence only d MULGF2 operations are necessary to square a d-word polynomial.

3.3 Reduction Modulo an Irreducible Polynomial

Once the product z(t) = a(t) · b(t) has been formed, it must be reduced modulo
the irreducible polynomial p(t) to get the final result. This reduction can be
efficiently performed when p(t) is a sparse polynomial such as a trinomial or
a pentanomial [25,8]. As an example, let us consider the finite field GF(2191)
and the irreducible polynomial p(t) = t191 + t9 + 1, which is given in Appendix
J.2.1 of [1]. Furthermore, let z(t) be a binary polynomial represented by twelve
32-bit words. The simple relation t191 ≡ t9 + t mod p(t) leads to the word-level
reduction technique specified in Algorithm 3. This algorithm requires only shifts
of 32-bit words (indicated by the symbols � and �) and logical XORs.

A generic reduction algorithm that works for any irreducible polynomial is the
adaption of Montgomery’s method for binary polynomials [9]. Both the operand
scanning and the product scanning technique require to carry out 2d2 + d MULGF2
operations for d-word operands. We refer to [9,10] for further details.



140 J. Großschädl and E. Savaş

Algorithm 3. Fast reduction modulo the trinomial p(t) = t191 + t9 + 1 (for w = 32)
Input: A binary polynomial z(t) = (Z11, . . . , Z0) of degree at most 383.
Output: Result r(t) ≡ z(t) mod p(t) of degree ≤ 191 (r(t) may not be fully reduced).
1: Z6 ← Z6 ⊕ (Z11 � 22) ⊕ (Z11 � 31)
2: R5 ← Z5 ⊕ (Z11 � 10) ⊕ (Z11 � 1) ⊕ (Z10 � 22) ⊕ (Z10 � 31)
3: R4 ← Z4 ⊕ (Z10 � 10) ⊕ (Z10 � 1) ⊕ (Z9 � 22) ⊕ (Z9 � 31)
4: R3 ← Z3 ⊕ (Z9 � 10) ⊕ (Z9 � 1) ⊕ (Z8 � 22) ⊕ (Z8 � 31)
5: R2 ← Z2 ⊕ (Z8 � 10) ⊕ (Z8 � 1) ⊕ (Z7 � 22) ⊕ (Z7 � 31)
6: R1 ← Z1 ⊕ (Z7 � 10) ⊕ (Z7 � 1) ⊕ (Z6 � 22) ⊕ (Z6 � 31)
7: R0 ← Z0 ⊕ (Z6 � 10) ⊕ (Z6 � 1)
8: return r(t) = (R5, R4, R3, R2, R1, R0)

4 The MIPS32 Architecture and Proposed Extensions

The MIPS32 architecture is a superset of the previous MIPS I and MIPS II
instruction set architectures and incorporates new instructions for standardized
DSP operations like “multiply-and-add” (MADD) [16]. MIPS32 uses a load/store
data model with 32 general-purpose registers (GPRs) of 32 bits each. The fixed-
length, regularly encoded instruction set includes the usual arithmetic/logical
instructions. MIPS32 processors implement a delay slot for load instructions,
which means that the instruction immediately following a load cannot use the
value loaded from memory. The branch instructions’ effects are also delayed
by one instruction; the instruction following the branch instruction is always
executed, regardless of whether the branch is taken or not. Optimizing MIPS
compilers try to fill load and branch delay slots with useful instructions.

The 4Km processor core [15] is a high-performance implementation of the
MIPS32 instruction set architecture. Key features of the 4Km are a five-stage
pipeline with branch control, a fast multiply/divide unit (MDU) supporting
single-cycle (32× 16)-bit multiplications, and up to 16 kB of separate data and
instruction caches. Most instructions occupy the execute stage of the pipeline
only for a single clock cycle. The MDU works autonomously, which means that
the 4Km has a separate pipeline for all multiply, multiply-and-add, and divide
operations (see Figure 2). This pipeline operates in parallel with the integer
unit (IU) pipeline and does not necessarily stall when the IU pipeline stalls.
Long-running (multi-cycle) MDU operations, such as a (32× 32)-bit multiply or
a divide, can be partially masked by other IU instructions.

The MDU of the 4Km consists of a (32× 16)-bit Booth recoded multiplier,
two result/accumulation registers (referenced by the names HI and LO), a divide
state machine, and the necessary control logic. MIPS32 defines the result of a
multiply operation to be placed in the HI and LO registers. Using MFHI (move
from HI) and MFLO (move from LO) instructions, these values can be transferred
to general-purpose registers. As mentioned before, MIPS32 also has a “multiply-
and-add” (MADD) instruction, which multiplies two 32-bit words and adds the
product to the 64-bit concatenated values in the HI/LO register pair. Then, the
resulting value is written back to the HI and LO registers.
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Fig. 2. 4Km datapath with integer unit (IU) and multiply/divide unit (MDU)

4.1 Unified Multiply/Accumulate Unit

The MADDU instruction performs essentially the same operation as MADD, but
treats the 32-bit operands to be multiplied as unsigned integers. At a first glance,
it seems that MADDU implements exactly the operation carried out in the inner
loop of Comba multiplication (i.e. two unsigned 32-bit words are multiplied and
the product is added to a running sum, see line 4 and 11 of Algorithm 1). How-
ever, the problem is that the accumulator and HI/LO register pair of a standard
MIPS32 core is only 64 bits wide, and therefore the MDU is not able to sum
up 64-bit products without overflow and loss of precision. In this subsection, we
present two simple MDU enhancements to better support finite field arithmetic
on a MIPS32 processor.

Firstly, we propose to equip the MDU with a 72-bit accumulator and to
extend the precision of the HI register to 40 bits so that the HI/LO register
pair is able to accommodate 72 bits altogether. This little modification makes
Comba’s method (Algorithm 1) very efficient on MIPS32 processors. A “wide”
accumulator with eight guard bits means that we can accumulate up to 256
double-precision products without overflow, which is sufficient for cryptographic
applications. The extra hardware cost is negligible, and a slightly longer critical
path in the MDU’s final adder is irrelevant for smart cards.

Secondly, we argue that a so-called “unified” multiplier is essential for the
efficient implementation of elliptic curve cryptography over GF(2m). A unified
multiplier is a multiplier that uses the same datapath for both integers and
binary polynomials [24]. In its simplest form, a unified multiplier is composed
of dual-field adders, which are full adders with some extra logic to set the carry
output to zero. Therefore, a unified multiplier is an elegant way to implement the
MULGF2 instruction on a MIPS32 processor, the more so as the area of a unified
multiplier is only slightly larger than that of a conventional multiplier [24].

4.2 Instruction Set Extensions

In this subsection, we present five custom instructions to accelerate the process-
ing of arithmetic operations in finite fields GF(p) and GF(2m). We selected the
custom instructions with three goals in mind, namely to maximize performance
of applications within the given application domain, to minimize the required
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Table 1. Useful instructions for finite field arithmetic on a MIPS32 processor

Format Description Operation

MULTU rs, rt Multiply Unsigned (HI/LO) ← rs × rt
MADDU rs, rt Multiply and ADD Unsigned (HI/LO) ← (HI/LO) + rs × rt
M2ADDU rs, rt Multiply, Double and ADD Unsigned (HI/LO) ← (HI/LO) + 2rs × rt
ADDAU rs, rt ADD to Accumulator Unsigned (HI/LO) ← (HI/LO) + rs + rt

SHA SHift Accumulator (HI/LO) ← (HI/LO) � 32
MULGF2 rs, rt Multiply over GF(2) (HI/LO) ← rs ⊗ rt
MADDGF2 rs, rt Multiply and ADD over GF(2) (HI/LO) ← (HI/LO) ⊕ rs ⊗ rt

hardware resources, and to allow for simple integration into the base architecture
(MIPS32 in our case). After careful analysis of a variety of candidate instruc-
tions and different hardware/software interfaces, we found that a set of only five
custom instructions represents the best trade-off between the goals mentioned
before. These instructions are summarized in Table 1, together with the native
MIPS32 instructions MULTU and MADDU.

The MADDU instruction computes rs × rt , treating both operands as unsigned
integers, and accumulates the 64-bit product to the concatenated values in the
HI/LO register pair. This is exactly the operation carried out in the inner loop
of both Comba’s method and FIPS Montgomery multiplication. The wide accu-
mulator and the extended precision of the HI register help to avoid overflows.

Our first custom instruction, M2ADDU, multiplies two 32-bit integers rs × rt ,
doubles the product, and accumulates it to HI/LO. This instruction is very useful
for multiple-precision squaring of integers. The multiplication by 2 can be simply
realized via a hard-wired left shift and requires essentially no additional hardware
(except for a few multiplexors).

MIPS32 has no “add-with-carry” instruction. The instruction ADDAU (“add
to accumulator unsigned”) was designed to support multiple-precision addition
and reduction modulo a GM prime (see Algorithm 2). ADDAU computes the
sum rs + rt of two unsigned integers and accumulates it to the HI/LO regis-
ters. Multiple-precision subtraction also profits from ADDAU since a subtraction
can be easily accomplished through addition of the two’s complement.

The instruction SHA shifts the concatenated values in the HI/LO register pair
32 bits to the right (with zeroes shifted in), i.e. the contents of HI is copied to
LO and the eight guard bits are copied to HI. Thus, SHA implements exactly the
operation at line 7 and 14 of Algorithm 1 and is also useful for Algorithm 2.

The MULGF2 instruction is similar to the MULTU, but treats the operands as
binary polynomials of degree ≤ 31 and performs a multiplication over GF(2).
The product rs ⊗ rt is written to the HI/LO register pair. MULGF2 facilitates
diverse algorithms for multiplication and squaring of binary polynomials.

Finally, the instruction MADDGF2, which is similar to MADDU, multiplies two
binary polynomials and adds (i.e. XORs) the product rs ⊗ rt to HI/LO. The
availability of MADDGF2 allows for an efficient implementation of both Comba’s
method and FIPS Montgomery multiplication for binary polynomials.
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label: LW $t0, 0($t1) # load A[j] into $t0
LW $t2, 0($t3) # load B[i-j] into $t2
ADDIU $t1, $t1, 4 # increment pointer $t1 by 4
MADDU $t0, $t2 # (HI|LO)=(HI|LO)+($t0*$t2)
BNE $t3, $t4, label # branch if $t3 != $t4
ADDIU $t3, $t3, -4 # decrement pointer $t3 by 4

Fig. 3. MIPS32 assembly code for the inner loop of Comba multiplication

5 Performance Evaluation

SystemC is a system-level design and modelling platform consisting of a collec-
tion of C++ libraries and a simulation kernel [22]. It allows accurate modelling
of mixed hardware/software designs at different levels of abstraction.

We developed a functional, cycle-accurate SystemC model of a MIPS32 core
in order to verify the correctness of the arithmetic algorithms and to estimate
their execution times. Our model implements a subset of the MIPS32 instruction
set architecture, along with the five custom instructions introduced in Subsec-
tion 4.2. While load and branch delays are considered in our model, we did not
simulate the impact of cache misses, i.e. we assume a perfect cache system. Our
MIPS32 has a single-issue pipeline and executes the IU instructions in one cycle.
The two custom instructions MADDAU and SHA are very simple, and therefore we
define that they also execute in one cycle. The number of clock cycles for the
diverse multiply and multiply-and-add instructions depends on the dimension
of the unified multiplier. For instance, performing a (32× 32)-bit multiplication
on a (32× 16)-bit multiplier requires two passes through the multiplier. However,
we will demonstrate in the following subsection that the inner loop operation
of Comba’s method allows to mask the latency of a multi-cycle multiplier.

5.1 Inner Loop Operation

We developed hand-optimized assembly routines for the arithmetic algorithms
presented in Section 2 and 3, respectively, and simulated their execution on
our extended MIPS32 core. Figure 3 depicts an assembly implementation of the
inner loop of Comba’s method (see line 4 of Algorithm 1). Before entering the
loop, registers $t1 and $t3 are initialized with the current address of A0 and
Bi−j , respectively. Register $t4 holds the address of B0. Our assembly routine
starts with two LW instructions to load the operands Aj and Bi−j into general-
purpose registers. The MADDU instruction computes the product Aj ·Bi−j and
accumulates it to a running sum stored in the HI/LO register pair. Note that the
extended precision of the accumulator and the HI register guarantee that there
is no overflow or loss of precision.

Two ADDIU (“add immediate unsigned”) instructions, which perform simple
pointer arithmetic, are used to fill the load and branch delay slot, respectively.
Register $t3 holds the address of Bi−j and is decremented by 4 each time the
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Table 2. Simulated execution times (in clock cycles) of arithmetic operations. Some
operations in GF(p) need a final subtraction of p; the according time is set in brackets

Arithmetic operation GF(p), |p| = 192 GF(2m), m = 191

Modular addition 74 (155) 62
Comba multiplication w/o red. 347 347

Comba squaring w/o red. 238 74
Fast reduction (loop unrolled) 65 75
Montgomery multiplication 594 (675) 594

Montgomery squaring 447 (528) 306
Scalar multiplication (generic) 1668 · 103 1040 · 103

Scalar multiplication (optimized) 1178 · 103 693 · 103

loop repeats, whereas the pointer to the word Aj (stored in register $t1) is
incremented by 4. The loop finishes when the pointer to Bi−j reaches the address
of B0, which is stored in $t4. Note that the loop termination condition of the
second inner loop (line 11 of Algorithm 1) differs slightly from the first one.

A MIPS32 core with a (32× 16)-bit multiplier and a 72-bit accumulator exe-
cutes the instruction sequence shown in Figure 3 in six clock cycles, provided
that no cache misses occur. The MADDU instruction writes its result to the HI/LO
register pair (see Figure 2) and does not occupy the register file’s write port
during the second clock cycle. Therefore, other arithmetic/logical instructions
can be executed during the latency period of the MADDU operation, i.e. the inner
loop of Comba’s method does not need a single-cycle multiplier to reach peak
performance. For example, a (32× 12)-bit multiplier, which requires three clock
cycles to complete a (32× 32)-bit multiplication, allows to achieve the same
performance as a fully parallel (32× 32)-bit multiplier [6].

5.2 Experimental Results

In the following, we briefly sketch how the arithmetic algorithms described in
Section 2 can be implemented efficiently on an extended MIPS32 core, taking
advantage of our custom instructions. Comba’s method (Algorithm 1) performs
d2 iterations of the inner loop, whereby one iteration takes six clock cycles. The
operation at line 7 and 14 of Algorithm 1 is easily accomplished with help of the
SHA instruction. Multiple-precision squaring according to Comba’s method (see
Figure 1) benefits from the M2ADDU instruction. The two custom instructions
ADDAU and SHA facilitate the implementation of multiple-precision addition as
well as reduction modulo a GM prime (Algorithm 2). Last but not least, the
inner loop of FIPS Montgomery multiplication and squaring is very similar to
the inner loop of Comba multiplication and squaring, respectively, and therefore
profits from the availability of MADDU, M2ADDU, as well as SHA. Table 2 shows the
simulated execution times of these algorithms for 192-bit operands.

The implementation of the arithmetic algorithms for binary fields GF(2m)
is also straightforward. Comba’s method can be applied to the multiplication
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of binary polynomials as well, provided that the instruction set includes MULGF2
and MADDGF2 (see Section 3). The instructions executed in the inner loop are ex-
actly the same as shown in Figure 3, with the exception that MADDU is replaced
by MADDGF2. Polynomial squaring is supported by MULGF2, while the word-level
reduction modulo a sparse polynomial, such as performed by Algorithm 3, can
be done efficiently with native MIPS32 instructions (assuming that the proces-
sor is equipped with a fast barrel shifter). The inner loop of FIPS Montgomery
multiplication in GF(2m) is similar to the inner loop of Comba’s method. Ta-
ble 2 details the simulated running times of these algorithms. Unless denoted
otherwise, the timings were achieved without loop unrolling.

Besides the timings for the finite field arithmetic, Table 2 also includes the
execution times for a scalar multiplication over the specified prime and binary
field, respectively. We used projective coordinates and implemented the scalar
multiplication over GF(2191) as described in [12]. On the other hand, the scalar
multiplication over GF(p) was realized with help of the binary NAF method [2]
and the Jacobian coordinates presented in [3].

Table 2 shows the execution times for both a generic implementation and an
optimized implementation. The generic version uses Montgomery multiplication
and squaring, respectively, and can process operands of any length. There is
no restriction regarding the prime p or the irreducible polynomial p(t), i.e. the
generic implementation works for any field GF(p) and GF(2m). On the other
hand, the optimized version takes advantage of the fast reduction techniques
according to Algorithm 2 and 3, respectively. In both the prime field case and
the binary field case, the optimized implementation is more than 30% faster.

Comparison to Conventional Software Implementation. In our context,
the phrase “conventional software implementation” refers to an implementation
that uses only native MIPS32 instructions. A recent white paper by MIPS Tech-
nologies recommends to implement multiple-precision multiplication according
to the operand scanning method [18]. However, the inner loop of the operand
scanning method requires at least 11 MIPS32 instructions (see [18]), which is
almost twice as much as for the Comba inner loop on an extended MIPS32
core with a wide accumulator. Our simulations show that the operand scanning
method needs 620 cycles for a multiplication of 192-bit integers. An optimized
implementation of the fast reduction for GM primes is almost as slow as the
Montgomery reduction since MIPS32 lacks an add-with-carry instruction.

The situation is even worse for arithmetic in binary extension fields. If MULGF2
and MADDGF2 are not available, one is forced to use the shift-and-xor algorithm or
one of its optimized variants [8]. The most efficient of these variants is, according
to our experiments, more than ten times slower than Comba’s method with
MULGF2 and MADDGF2. Despite our best effort, we were not able to implement the
multiplication in GF(2191) in less than 3600 cycles, even when we fully unrolled
the loops. In summary, the presented instruction set extensions accelerate the
optimized scalar multiplication over GF(p) by a factor of almost two, and make
the scalar multiplication over GF(2m) about six times faster.
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6 Discussion and Conclusions

The presented instruction set extensions allow to perform a scalar multiplication
over GF(2191) in 693k clock cycles, and a scalar multiplication over a 192-bit
prime field in 1178k cycles, respectively. Assuming a clock frequency of 33 MHz,
which is a typical frequency for multi-application smart cards, these cycle counts
correspond to an execution time of 21 msec and 36 msec, respectively. Note that
these timings were achieved without loop unrolling (except for the fast reduction
algorithms) and without pre-computation of points. The proposed instructions
accelerate both generic arithmetic algorithms (e.g. Montgomery multiplication)
as well as special algorithms for certain fields like GM prime fields or binary
extension fields with sparse irreducible polynomials. We verified the correctness
of the presented concepts (i.e. the extended MIPS32 processor and the software
routines running on it) with help of a cycle-accurate SystemC model.

A look “under the hood” of our instruction set extensions reveals further
advantages. MIPS32, like most other RISC architectures, requires that arith-
metic/logical instructions have a three-operand format (two source registers and
one destination register). The five custom instructions presented in this paper
fulfill this requirement, and thus they can be easily integrated into a MIPS32
core. Moreover, the extended core remains fully compatible to the base architec-
ture (MIPS32 in our case). All five custom instructions are executed in one and
the same functional unit, namely the MDU. Another advantage of our approach
is that a fully parallel (32× 32)-bit multiplier is not necessary to reach peak
performance. Therefore, the hardware cost of our extensions is marginal.
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Abstract. We present an implementation of elliptic curves and of hyperelliptic
curves of genus 2 and 3 over prime fields. To achieve a fair comparison between
the different types of groups, we developed an ad-hoc arithmetic library, designed
to remove most of the overheads that penalize implementations of curve-based
cryptography over prime fields. These overheads get worse for smaller fields, and
thus for larger genera for a fixed group size. We also use techniques for delaying
modular reductions to reduce the amount of modular reductions in the formulae
for the group operations.

The result is that the performance of hyperelliptic curves of genus 2 over prime
fields is much closer to the performance of elliptic curves than previously thought.
For groups of 192 and 256 bits the difference is about 14% and 15% respectively.

Keywords: Elliptic and hyperelliptic curves, cryptography, efficient implementa-
tion, prime field arithmetic, lazy and incomplete modular reduction.

1 Introduction

In 1988 Koblitz [21] proposed to use hyperelliptic curves (HEC) as an alternative to
elliptic curves (EC) for designing cryptosystems based on the discrete logarithm problem
(DLP). EC are just the genus 1 HEC. Cryptosystems based on EC need a much shorter
key than RSA or systems based on the DLP in finite fields:A 160-bit EC key is considered
to offer security equivalent to that of a 1024-bit RSA key [25]. Since the best known
methods to solve the DLP on EC and on HEC of genus smaller than 4 have the same
complexity, these curves offer the same security level, but HEC of genus 4 or higher
offer less security [12,38].

Until recently, HEC have been considered not practical [36] because of the diffi-
culty of finding suitable curves and their poor performance with respect to EC. In the
subsequent years the situation changed.

Firstly, it is now possible to efficiently construct genus 2 and 3 HEC whose Jacobian
has almost prime order of cryptographic relevance. Over prime fields one can either
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count points in genus 2 [13], or use the complex multiplication (CM) method for genus
2 [29,39] and 3 [39].

Secondly, the performance of the HEC group operations has been considerably im-
proved. For genus 2 the first results were due to Harley [17]. The state of the art is now
represented by the explicit formulae of Lange: see [23,24] and further references therein.
For genus 3, see [32,33] (and also [14]).

HEC are attractive to designers of embedded hardware since they require smaller
fields than EC: The order of the Jacobian of a HEC of genus g over a field with q
elements is ≈ qg . This means that a 160-bit group is given by an EC with q ≈ 2160,
by an HEC of genus 2 with q ≈ 280, and genus 3 with q ≈ 253. There has been also
research on securing implementations of HEC on embedded devices against differential
and Goubin-type power analysis [2].

The purpose of this paper is to present a thorough, fair and unbiased comparison
of the relative performance merits of generic EC and HEC of small genus 2 or 3 over
prime fields. We are not interested in comparing against very special classes of curves
or in the use of prime moduli of special form.

There have been several software implementations of HEC on personal computers
and workstations. Most of those are in even characteristic (see [35,32], [33], and also [40,
41]), but some are over prime fields [22,35]. It is now known that in even characteristic,
HEC can offer performance comparable to EC.

Until now there have been no concrete results showing the same for prime fields.
Traditional implementations such as [22] are based on general purpose software libraries,
such asgmp [16]. These libraries introduce overheads which are quite significant for small
operands such as those occurring in curve cryptography, and get worse as the fields get
smaller. Moreover, gmp has no native support for fast modular reduction techniques. In
our modular arithmetic library, described in § 2.1, we made every effort to avoid such
overheads. On a PC we get a speed-up from 2 to 5 over gmp for operations in fields
of cryptographic relevance (see Table 1). We also exploit techniques for reducing the
number of modular reductions in the formulae for the group operations.

We thus show that the performance of genus 2 HEC over prime fields is much closer
to the performance of EC than previously thought. For groups of 192 resp. 256 bits
the difference is approximately 14%, resp. 15%. The gap with genus 3 curves has been
significantly reduced too. See Section 3 for more precise results.

While the only significant constraint in workstations and commodity PCs may be
processing power, the results of our work should also be applicable to other more con-
strained environments, such as Palm platforms, which are also based on general-purpose
processors. In fact, a port of our library to the ARM processor has been recently finished
and yields similar results.

In Section 2, we describe the implementation of the arithmetic library and of the
group operations. In Section 3, we give timings and draw our conclusions.

2 Implementation

We use the following abbreviations: w is the bit length of the characteristic of the prime
field. M, S and I denote a multiplication, a squaring and an inversion in the field. m and s
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denote a multiplication and a squaring, respectively, of two w-bit integers with a 2w-bit
result. R denotes a modular (or Montgomery) reduction of a 2w-bit integer with a w-bit
result.

2.1 Prime Field Library

We already said that standard long integer software libraries introduce several types of
overheads. One is the fixed function call overhead. Other ones arise from the processing of
operands of variable length in loops, such as branch mispredictions at the beginning and
end of the loops, and are negligible for very large operands. For operands of size relevant
for curve cryptography the CPU will spend more time performing jumps and paying
branch misprediction penalties than doing arithmetic. Memory management overheads
can be very costly, too.

Thus, the smaller the field becomes, the higher will be the time wasted in the over-
heads. Because of the larger number of field operations in smaller fields, HEC suffer
from a much larger performance loss than EC.

Design. Our software library nuMONGO has been designed to allow efficient reference
implementations of EC and HEC over prime fields. It implements arithmetic operations in
rings Z/NZ with N odd, with the elements stored in Montgomery’s representation [31],
and the reduction algorithm is Montgomery’s REDC function – see § 2.1 for some more
details. Many optimization techniques employed are similar to those in [6].

nuMONGO is written in C++ to take advantage of inline functions, overloaded functions
statically resolved at compile time for clarity of coding, and operator overloading for
I/O only. All arithmetic operations are implemented as imperative functions. nuMONGO
contains no classes. All data structures are minimalistic. All elements of Z/NZ are
stored in vectors of fixed length of 32-bit words. All temporary memory is allocated on
the stack. No data structure is ever dynamically resized or relocated. This eliminates
memory management overheads.

The routines aim to be as simple as possible. The least possible number of routines
are implemented which still allow to perform all desired field operations: They are built
from elementary operations working on single words, available as generic C macros
as well as assembler macros for x86-compatible CPUs. A CPU able to process 32-bit
operands is assumed, but not necessarily a 32-bit CPU – the library in fact compiled also
on an Alpha. Inlining was used extensively, most loops are unrolled; there are very few
conditional branches, hence branch mispredictions are rare. There are separate arithmetic
routines for all operand sizes, in steps of 32 bits from 32 to 256 bits, as well as for 48–bit
fields (80 and 112-bit fields have been implemented too, but gave no speed-up over the
96 and 128-bit routines).

Multiplication. We begin with two algorithms to multiply “smallish” multi-precision
operands: Schoolbook multiplication and Comba’s method [10].

The next two algorithms take as input two �-word integers u = (u�−1, . . . , u1, u0)
and v = (v�−1, . . . , v0), and output the 2�-word integer r = (r2�−1, . . . , r0) such that
r = uv.
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Schoolbook multiplication
1. r0 ← 0, . . . , r2�−1 ← 0
2. for i from 0 to � − 1 do {
3. c ← 0
4. for j from 0 to � − 1 do {
5. (c, rj+i) ← uivj + rj+i + c }
6. ri+� ← c }
7. return(r)

Comba’s method
1. s0 ← 0, s1 ← 0, s2 ← 0
2. for k from 0 to 2(� − 1) do {
3. for each pair (i, j) such that i + j = k

and 0 � i, j < �, do {
4. (s2, s1, s0) ← (s2, s1, s0) + uivj }
5. rk ← s0, s0 ← s1, s1 ← s2, s2 ← 0 }
6. r2�−1 ← s0
7. return(r)

The schoolbook method multiplies the first factor by each digit of the second factor,
and accumulates the results. Comba’s method instead, for each digit of the result, say
the kth one, computes the partial products uivj on the diagonals i+ j = k, adding these
double precision results to a triple precision accumulator. It requires fewer memory
writes and more reads than the schoolbook multiplication. This is the method adopted
in [6]. For both methods, several optimizations have been done. They can both be used
with Karatsuba’s trick [20].

In our experience, Comba’s method did not perform better than the schoolbook
method (on the ARM the situation is different). This may be due to the fact that the
Athlon CPU has a write-back level 1 cache [1], hence several close writes to the same
memory location cost little more than one generic write. For n = 192 and n = 256 we
reduced a n-bit multiplication to three n/2-bit multiplications by means of Karatsuba’s
trick. For smaller sizes and for 224-bit operands, the schoolbook method was still faster.

For the considered operand sizes, squaring routines did not bring a significant im-
provement over the multiplication routines, hence they were not included.

Montgomery’s reduction without trial division. Montgomery [31] proposed to speed
up modular reduction by replacing the modulus N by a larger integer R coprime to N
for which division is faster. In practice, if β is the machine radix (in our case β = 232)
and N is an odd �-word integer, then R = β�. Division by R and taking remainder are
just shift and masking operations.

Let REDC(x) be a function which, for 0 � x < NR, computes xR−1 mod N .
The modular residue x is represented by its r-sidu x̄ = xR mod N . Addition, sub-

traction, negation and testing for equality are performed on r-sidus as usual.
Note that x = REDC(x). To get the r-sidu of an integer x, compute REDC(xR2), hence

R2 mod N should be computed during system initialization. Now x̄ ȳ ≡ xR yR ≡
xyR mod N , so xy = REDC(xy) can be computed without any division by N . We
implemented REDC by the following method [5], which requires the inverse n′

0 of N
modulo the machine radix β = 232.

Function REDC(x)
Input: A 2�-word integer x = (x2�−1, . . . , x1, x0), and N , n′

0 and β as above.
Output: The �-word integer y such that y = xR−1 mod N and 0 � y < N .
1. y = (y2�−1, . . . , y1, y0) ← x
2. for i from 0 to � − 1 do {
3. t ← y0 · n′

0 mod β, y ← y + t · N , y ← y ÷ β }
4. if y � N then y ← y − N
5. return(y)
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This algorithm is, essentially, Hensel’s odd division for computing inverses of 2-adic
numbers to a higher base: At each iteration of the loop, a multiple of N is added to y
such that the result is divisible by β, and then y is divided by β (a one word shift). After
the loop, y ≡ x/β� ≡ xR−1 mod N and y < 2N . If y � N , a subtraction corrects
the result. The cost of REDC is, at least in theory, that of a schoolbook multiplication
of �-word integers, some shifts and some additions; In practice it is somewhat more
expensive, but still much faster than the naive reduction involving long divisions. We
did not use the interleaved multiplication with reduction [31]: It usually performs better
on DSPs [11], but not on general-purpose CPUs with few registers.

Inversion. With the exception of 32-bit operands, inversion is based on the extended
binary GCD, and uses an almost-inverse technique [19] with final multiplication from
a table of precomputed powers of 2 mod N . This was the fastest approach up to about
192 bits. For 32-bit operands we got better performance with the extended Euclidean
algorithm and special treatment of small quotients to avoid divisions. Inversion was not
sped up further for larger input sizes because of the intended usage of the library: For
elliptic curves over prime fields, inversion-free coordinate systems are much faster than
affine coordinates, so there is need, basically, only for one inversion at the end of a
scalar multiplication. For hyperelliptic curves, fields are quite small (32 to 128 bits in
most cases), hence our inversion routines have optimal performance anyway. Therefore,
Lehmer’s method or the improvements by Jebelean [18] or Lercier [26] have not been
included in the final version of the library.

Performance. In Table 1 we show some timings of basic operations with gmp version
4.1 and nuMONGO. The timings have been measured on a PC with a 1 GHz AMD Athlon
Model 4 processor, under the Linux operating system (kernel version 2.4). Our programs
have been compiled with the GNU C Compiler (gcc) versions 2.95.3 and 3.3.1. For each
test, we took the version that gave the best timings. nuMONGO always performed best with
gcc 3.3.1, whereas some gmp tests performed better with gcc 2.95.31. We describe the
meaning of the entries. There are two groups of rows, grouped under the name of library
used to benchmark the following operations: multiplication of two integers (m), modular
or Montgomery reduction (R), modular or Montgomery inversion (I). The ratios of a
reduction to a multiplication and of an inversion to the time of a multiplication together
with a reduction are given, too: The first ratio tells how many “multiplications” we save
each time we save a reduction using the techniques described in the next subsection;
the second ratio is the cost of a field inversion in field multiplications. The columns
correspond to the bit lengths of the operands. A few remarks:

1. nuMONGO can perform better than a far more optimized, but general purpose library.
In fact, the kernel of gmp is entirely written in assembler for most architectures,
including the one considered here.

1 In some cases gcc 2.95.3 produced the fastest code when optimizing nuMONGO for size (-Os),
not for speed! This seems to be a strange but known phenomenon.gcc 3.3.1 had a more orthodox
behavior and gave the best code with -O3, i.e. when optimizing aggressively for speed. In both
cases, additional compiler flags were used for fine-tuning.
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Table 1. Timings of basic operations in μsec (1 GHz AMD Athlon PC) and ratios

2. For larger operands gmp catches up with nuMONGO, the modular reduction remaining
slower because it is not based on Montgomery’s algorithm.

3. nuMONGO has a higher I/(m+R) ratio than gmp. This shows how big the overheads in
general purpose libraries are for such small inputs.

2.2 Lazy and Incomplete Reduction

Lazy and incomplete modular reduction are described in [3]. Here, we give a short
treatment. Let p < 2w be a prime, where w is a fixed integer. We consider expressions of
the form

∑d
i=1 aibi mod p with 0 � ai, bi < p. Such expressions occur in the explicit

formulae for HEC. To use most modular reduction algorithms, including Montgomery’s,
at the end of the summation, we have to make sure that all partial sums of

∑
aibi are

smaller than p 2w. Some authors (for example [27]) suggested to use small primes, to
guarantee that the condition

∑
aibi < p 2w is always satisfied. Note that [27] exploited

the possibility of accumulating several partial results before reduction for the extension
field arithmetic, but not at the group operation level. The use of small primes at the group
operation level has been considered also in [14] after the present paper appeared as a
preprint. However, “just” using primes which are “small enough” would contradict one
of our design principles, which is to have no restriction on p except its word length.

What we do, additionally, is to ensure that the number obtained by removing the
least significant w bits of any intermediate result remains < p. We do this by adding the
products aibi in succession, and checking if there has been an overflow or if the most
significant half of the intermediate sum is � p : if so we subtract p from the number
obtained ignoring the w least significant bits of the intermediate result. If the intermediate
result is � 22w, the additional bit can be stored in a carry. Since all intermediate results
are bounded by p2w+1 < (p+2w)2w, upon subtraction of p 2w the carry will always be
zero. This requires as many operations as allowing intermediate results in triple precision,
but less memory accesses are needed: In practice this leads to a faster approach, and at
the end we have to reduce a number x bounded by p 2w, making the modular reduction
easier.
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This technique of course works with any classical modular reduction algorithm. That
it works with Montgomery’s r-sidus and with REDC is a consequence of the linearity of
the operator REDC modulo p.

nuMONGO supports Lazy (i.e. delayed) and Incomplete (i.e. limited to the number
obtained by removing the least significant w bits) modular reduction. Thus, an expression
of the form

∑d−1
i=0 aibi mod p can be evaluated by d multiplications but only one modular

reduction instead of d. A modular reduction is at least as expensive as a multiplication,
and often much more, see Table 1.

Remark 1. We cannot add a reduced element to an unreduced element in Montgomery’s
representation. In fact, Montgomery’s representation a of the integer a is aR mod p (R
as in § 2.1 with N = p). Now, bc is congruent to bcR2 modp, not to bc = bcR mod p.
Hence, a and bc have been multiplied by different constants modp to obtain a and bc,
and a + bc bears no fixed relation to a + bc.

2.3 Implementation of the Explicit Formulae

We assume that the reader is acquainted with elliptic and hyperelliptic curves.

Elliptic Curves. We consider elliptic curves defined over a field F of odd characteristic
greater than 3 given by a Weierstrass equation

E : y2 = x3 + a4x + a6 (1)

where the polynomial x3 + a4x + a6 has no multiple roots. The set of points of E over
(any extension of) the field F and the point at infinity O form a group.

There are 5 different coordinate systems [9]: affine (A), the finite points “being”
the pairs (x, y) that satisfy (1); projective (P), also called homogeneous, where a point
[X, Y, Z] corresponds to (X/Z, Y/Z) in affine coordinates; Jacobian (J ), where a point
(X, Y, Z) corresponds to (X/Z2, Y/Z3); and two variants of J , namely, Chudnowski
Jacobian (J c), with coordinates (X, Y, Z, Z2, Z3), and modified Jacobian (Jm), with
coordinates (X, Y, Z, a4Z

4). They are accurately described in [9], where the formulae
for all group operations are given. It is possible to add two points in any two different
coordinate systems and get a result in a third system. For example, when doing a scalar
multiplication, it is a good idea to keep the base point and all precomputed points in A,
since adding those points will be less expensive than using other coordinate systems.

For EC, only few savings in REDCs are possible.
Let us work out an example, namely, how many REDCs can be saved in the addition

A + P = P . Let P1 = (X1, Y1), P2 = [X2, Y2, Z2] and P3 = [X3, Y3, Z3]. Then,
P3 = P1 + P2 is computed as follows [9]:

u = Y2 − Y1Z2 v = X2 −X1Z2 , A = u2Z2 − v3 − 2v2X1Z2 ,
X3 = vA , Y3 = u(v2X1Z2 −A)− v3Y1Z2 , Z3 = v3Z2 .

For the computation of u and v no savings are possible. We cannot save any reductions
in the computation of A = u2Z2−v3−2v2X1Z2 because: We need v3 reduced anyway
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Table 2. Costs of Group Operations on EC and HEC

for Z3, A must be available also in reduced form to compute X3, and from v2X1Z2 we
subtract A in the computation of Y3; It is then easy to see that here no gain is obtained
by delaying reduction. But Y3 can be computed by first multiplying u by v2X1Z2 −A,
then v3 by Y1Z2, adding these two products and reducing the sum. Hence, one REDC can
be saved in the addition formula.

For affine coordinates, no REDCs can be saved. Additions in P allow saving of 1
REDC, even if one of the two points is in A. With no other addition formula we can
save reductions. For all doublings we can save 2 REDCs, except for the doubling in Jm,
where no savings can be done due to the differences in the formulae depending on the
introduction of a4Z

4.
In Table 2, we write the operation counts of the implemented operations. Results for

genus 2 and 3 curves are given, too. The shorthand C1 + C2 = C3 means that two points
in the coordinate systems C1 and C2 are added and the result is given in C3, where any
of the Ci can be one of the applicable coordinate systems. Doubling a point in C1 with
result in C2 is denoted by 2C1 = C2. The number of REDCs is given separately from the
multiplications and squarings.

Hyperelliptic Curves. An excellent, low brow, introduction to hyperelliptic curves is
given in [28], including proofs of the facts used below.

A hyperelliptic curve C of genus g over a finite field Fq of odd characteristic is defined
by a Weierstrass equation y2 = f(x), where f is a monic, square-free polynomial of
degree 2g + 1. In general, the points on C do not form a group. Instead, the ideal
class group is used, which is isomorphic to the Jacobian variety of C. Its elements
are represented by pairs of polynomials and [7] showed how to compute with group
elements in this form. A generic ideal class is represented by a pair of polynomials
U(x) = xg +

∑d−1
i=0 Uix

i, V (x) =
∑d−1

i=0 Vix
i ∈ Fq[x] such that for each root ξ of

U(x), (ξ, V (ξ)) is a point on C (equivalently, U(x) divides V (x)2 − f(x)). The affine
coordinates are the 2g-tuple [Ug−1, . . . , U1, U0, Vg−1, . . . , V1, V0].

Genus 2. For genus 2 there are two more coordinate systems besides affine (A): in
projective coordinates (P) [30]: a quintuple [U1, U0, V1, V0, Z] corresponds to the ideal
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class represented by [x2 + U1/Z x + U0/Z, V1/Z x + V0/Z]; with Lange’s new co-
ordinates (N ) [24], the sextuple [U1, U0, V1, V0, Z1, Z2] corresponds to the ideal class
[x2 +U1/Z

2
1 x+U0/Z

2
1 , V1/Z

3
1Z2 x+V0/Z

3
1Z2]. The systemN is important in scalar

multiplications since it has the fastest doubling. We refer to [24] for the formulae.

Table 3. Addition in genus 2, deg u1 = deg u2 = 2

We now see in an example – the addition formula in affine coordinates – how lazy
and incomplete reductions are used in practice. Table 3 is derived from results in [24],
but restricted to the odd characteristic case. The detailed breakdown of the REDCs we
can save follows:

1. In Step 1 we can save one REDC in the computation of r, since we do not need the
reduced value of z2z3 and z2

1u10 anywhere else.
2. In Step 3 we do not reduce w2 = ı0w0, since it is used in the computation of s′

1 and
s′
0, which are sums of products of two elements. So only 3 REDCs are required to

implement Step 3: for w3 and for the final results of s′
1 and s′

0. This is a saving of
two REDCs.

3. In Step 5, it would be desirable to leave the coefficients l′1 and l′0 of l′ unreduced, since
they are used in the following two steps only in additions with other products of two
elements. But l′1 = u21s

′′
0 +u20 is a problem: we cannot add reduced and unreduced
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quantities (see Remark 1). We circumvent this by computing the unreduced products
L1 = u21s

′′
0 (in place of �′

1) and L0 = u20s
′′
0 . Two REDCs are saved.

4. In Step 6, it is u30 = (s′′
0 −u11)(s′′

0 −z1)+L1 +2v21w4 +(2u21 +z1)w5 +z2. We
need only one REDC to compute the (reduced) sum of the first four products: Note
that, at this point, L1 is already known and we already counted the saving of one
REDC associated to it. So, we save a total of two REDCs.

Summarizing, for one addition in affine coordinates in the most common case, we need
12 Muls, 13 MulNoREDCs and 6 REDCs. Thus, we save 7 REDCs.

We implemented addition and doubling in all coordinate systems. To speed up scalar
multiplication, we also implemented addition in the cases where one of the two group
elements to be added is given in A and the second summand and the result are both
given either in P or N .

In Table 2 we write the operation counts of the implemented operations. The table
contains also the counts for EC and genus 3 curves (see the next paragraph). The number
of modular reductions is always significantly smaller than the number of multiplications.

Genus 3. Affine coordinates are the only coordinate system currently available for genus
3 curves. The formulae in [32,33] contain some errors in odd characteristic. We took
the formulae of [40] – which are for general curves of the form y2 + h(x)y = f(x),
and have been implemented only in even characteristic with h(x) = 1 – and simplified
them for the case of odd characteristic, h(x) = 0, and vanishing second most significant
coefficient of f(x). A pleasant aspect of these formulae is that a large proportion of
modular reductions can be saved: at least 21 in the addition and 14 in the doubling (see
Table 2).

2.4 Scalar Multiplication

There are many methods for computing a scalar multiplication in a generic group, which
can be used for EC and HEC. See [15] for a survey.

A simple method for computing s ·D for an integer s and a ideal class D is based
on the binary representation of s. If s =

∑n−1
i=0 si2i where each si = 0 or 1, then n ·D

can be computed as

sD = 2( 2(· · · 2( 2(sn−1D) + sn−2D) + · · · ) + s1D) + s0D . (2)

This requires n− 1 doublings and on average n/2− 1 additions on the curve (the first
addition is replaced by an assignment).

On EC and HEC, adding and subtracting an element have the same cost. Hence one
can use the non adjacent form (NAF) [34], which is an expansion s =

∑n
i=0 si2i with

si ∈ {0,±1} and sisi+1 = 0. This leads to a method needing n doublings and on
average n/3− 1 additions or subtractions.

A generalization of the NAF uses “sliding windows”: The wNAF [37,8] of the integer
s is a representation s =

∑n
j=0 sj 2j where the integers sj satisfy the following two

conditions: (i) either sj = 0 or sj is odd and |sj | � 2w; (ii) of any w + 1 consecutive
coefficients sj+w, . . . , sj at most one is nonzero. The 1NAF coincides with the NAF.
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The wNAF has average density 1/(w + 2). To compute a scalar multiplication based
on the wNAF one first precomputes the ideal classes D, 3D, . . . , (2w − 1)D, and then
performs a double-and-add step like (2). A left-to-right recoding with the same density
as the wNAF can be found in [4].

3 Results, Comparisons, and Conclusions

Table 4 reports the timings of our implementation. Since nuMONGO provides support only
for moduli up to 256 bits, EC are tested only on fields up to that size. For genus 2 curves
on a 256 bit field, a group up to 513 bits is possible: We choose this group size as a limit
also for the genus 3 curves.

All benchmarks were performed on a 1 GHz AMD Athlon (Model 4) PC, under
the Linux operating system (kernel version 2.4). The compilers used were the GNU C
Compiler (gcc), versions 2.95.3 and 3.3.1 and all the performance considerations made
in § 2.1 apply.

All groups have prime or almost prime order. The elliptic curves up to 256 bits have
been found by point counting on random curves, the larger ones as well as the genus 2
and 3 curves have been constructed with the CM method.

For each combination of curve type, coordinate system and group size, we averaged
the timings of several thousands scalar multiplications with random scalars, using three
different recodings of the scalar: the binary representation, the NAF, and the wNAF. For
the wNAF we report only the best timing and the corresponding value of w. We always
keep the base ideal class and its multiples in affine coordinates, since adding an affine
point to a point in any coordinate system other than affine is faster than adding two points
in that coordinate system. The timings always include the precomputations.

In Table 5 we provide timings for ecc and hec using gmp and the double-and-add
scalar multiplication based on the unsigned binary representation. We also provide in Ta-
ble 6 timings with nuMONGO but without lazy and incomplete reduction. For comparison
with our timings, Lange [23] reported timings of 8.232 and 9.121 milliseconds for genus
2 curves with group order≈ 2160 and 2180 respectively on a gmp-based implementation
of affine coordinates on a 1.5 GHz Pentium 4 PC. In [23] the double-and-add algorithm
based on the unsigned binary representation is used. In [35], a timing of 98 milliseconds
for a genus 3 curve of about 180 bits (p ≈ 260) on an Alpha 21164A CPU running at
600MHz is reported. The speed of these two CPUs is close to that of the machine we
used for our tests.

A summary of the results follows:
1. Using a specialized software library one can get a speed-up by a factor of 3 to 4.5

for EC with respect to a traditional implementation. The speed-up for genus 2 and 3
curves is up to 8.

2. Lazy and incomplete reduction bring a speed-up from 3% to 10%.
3. For EC, the performance of the systems J and Jm is almost identical. The reason

lies in the fact that with Jm no modular reductions can be saved.
4. HEC are still slower than EC, but the gap has been narrowed.

a) Affine coordinates for genus 2 HEC are significantly faster than those for EC.
Those for genus 3 are faster from 144 bits upwards.
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Table 4. Comparison of running times, in msec (1 GHz AMD Athlon PC)

Table 5. Timings with gmp, in msec (1 GHz AMD Athlon PC)
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Table 6. Timings with nuMONGO without lazy and incomplete reduction, in msec (1 GHz AMD
Athlon PC)

b) Comparing the best coordinate systems and scalar multiplication algorithms for
genus 2 HEC and EC, we see that:

(i) For 192 bit, resp. 256 bit groups, EC is only 14%, resp. 15% faster than
HEC. In fact, consider the best timings for EC and HEC with genus 2 with
192 bits: (1.623− 1.395)/1.623 = 0.1405 ≈ 14%.

(ii) For other group sizes the difference is often around 50%.
c) Genus 3 curves are slower than genus 2 ones. With gmp the difference is 80% to

100% for 160 to 512 bit groups, but using nuMONGO the gap is often as small as
50%.

5. Using nuMONGO we can successfully eliminate most of the overheads, thus proving
the soundness of our approach.
a) In the gmp-based implementation, the timings with different coordinate systems

are closer to each other than with nuMONGO because of the big amount of time lost
in the overheads. For HEC we have the paradoxical result thatP andN are slower
than A, because they require more function calls for each group operation than
A. Therefore, with standard libraries the overheads can dominate the running
time.

b) For affine coordinates the most expensive part of the operation is the field in-
version, hence the speed-up given by nuMONGO is not big, and is close to that in
Table 1 for the inversion alone.

6. If the field size for a given group is not close to a multiple of the machine word
size b, there is a relative drop in performance with respect to other groups where the
field size is almost a multiple of b. For example, a 160-bit group can be given by a
genus 2 curve over a 80-bit field, but then 96-bit arithmetic must be used on a 32-bit
CPU. Similarly, with 224-bit groups, a genus 2 HEC is penalized by the 112-bit field
arithmetic. For 144-bit groups, genus 3 curves can exploit 48-bit arithmetic, which
has been made faster by suitable implementation tricks (an approach which did not
work for 80 and 112 bit fields), hence the gap to genus 2 is only 50%.

We conclude that the performance of hyperelliptic curves over prime fields is satisfactory
enough to be considered as a valid alternative to elliptic curves, especially when large
point groups are desired, and the bit length of the characteristic is close to (but smaller
than) a multiple of the machine word length.

In software implementations not only should we employ a custom software library, as
done for elliptic curves in [6], but for a further speed-up the use of lazy and incom-
plete reduction is recommended. Development of new explicit formulae should take into
account the possibility of delaying modular reductions.
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Abstract. Recently a new class of collision attacks which was originally
suggested by Hans Dobbertin has been introduced. These attacks use
side channel analysis to detect internal collisions and are generally
not restricted to a particular cryptographic algorithm. As an exam-
ple, a collision attack against DES was proposed which combines
internal collisions with side channel information leakage. It had not
been obvious, however, how this attack applies to non-Feistel ciphers
with bijective S-boxes such as the Advanced Encryption Standard
(AES). This contribution takes the same basic ideas and develops new
optimized attacks against AES. Our major finding is that the new
combined analytical and side channel approach reduces the attack
effort compared to all other known side channel attacks. We develop
several versions and refinements of the attack. First we show that key
dependent collisions can be caused in the output bytes of the mix
column transformation in the first round. By taking advantage of the
birthday paradox, it is possible to cause a collision in an output with
as little as 20 measurements. If a SPA leak is present from which
collisions can be determined with certainty, then each collision will
reveal at least 8 bits of the secret key. Furthermore, in an optimized
attack, it is possible to cause collisions in all four output bytes of the
mix column transformation with an average of only 31 measurements,
which results in knowledge of all 32 key bits. Finally, if collisions are
caused in all four columns of the AES in parallel, it is possible to
determine the entire 128-bit key with only 40 measurements, which a is
a distinct improvement compared to DPA and other side channel attacks.

Keywords: AES, side channel attacks, internal collisions, birthday
paradox.

1 Introduction

An internal collision occurs, if a function within a cryptographic algorithm pro-
cesses different input arguments, but returns an equal output argument. A typi-
cal example of subfunctions where internal collisions may occur are non-injective
mappings, e.g., the S-boxes of DES, which map 6 to 4 bits. Moreover, partial

M. Joye and J.-J. Quisquater (Eds.): CHES 2004, LNCS 3156, pp. 163–175, 2004.
c© International Association for Cryptologic Research 2004



164 K. Schramm et al.

collisions may also appear at the output of injective and non-injective transfor-
mations, e.g. in 3 bytes (24 bits) of a 4 byte (32 bit) output value. In the case of
AES we will show that key dependent collisions can occur in one of the output
bytes of the mix column transformation. We show that these internal collisions
can be detected by power analysis techniques, therefore collision attacks should
be regarded as a sub-category of Simple Power Analysis (SPA). The term inter-
nal collision implies itself that the collision cannot be detected at the output of
the algorithm. In cooperation with Hans Dobbertin it was shown in [SWP03],
that cross-correlation of power traces (or possibly EM radiation traces) makes it
possible to detect internal collisions which provide information about the secret
key. Furthermore, in [Nov03, Cla04] it is even claimed that internal collisions
can be used to reverse-engineer substitution blocks of secret ciphers, such as un-
known implementations of the A3/A8 GSM algorithm. Implementations which
solely use countermeasures such as random wait states or dummy cycles will
most probably succumb to internal collision attacks, since cross-correlation of
power traces with variable time offsets will defeat these countermeasures. Also,
in [Wie03] it was shown that the software countermeasure known as the duplica-
tion method [GP99] may not succeed against internal collisions. Another advan-
tage of collision attacks over side channel attacks such as Simple Power Analysis
(SPA) and Differential Power Analysis (DPA) [KJJ99, KJJ98] is the fact that
an internal collision will usually affect a sequence of instructions whereas SPA
and DPA usually evaluate the power trace at a particular instance of time. For
example, in the case of DES a collision in the output of the non-linear function
fk in round one will affect almost the entire second round. Detecting collisions
by examining a sequence of instructions may be advantageous in terms of mea-
surement costs. On the other hand, it must be noted that DPA based attacks
against AES have the advantage of being known plaintext attacks whereas our
proposed collision attack is a chosen plaintext attack.
The rest of this publication is organized as follows: in Section 2 the collision
attack originally proposed in [SWP03] is applied against the AES. It is shown
that partial collisions can occur in a single output byte of the mix column trans-
formation and that these collisions depend on the secret key. In Section 3, an
optimization of this attack is presented. It uses precomputed tables of a total
size of 540 MB and on average yields 32 key bits with 31 encryptions (mea-
surements). If the attack is applied in parallel to all four columns, 128 key bits
can be determined with only 40 encryptions (measurements). In Section 4, we
give information about our PC simulated attacks and practical attacks against
a 8051 based microcontroller running AES in assembly. Finally, in Section 5, we
summarize our results and give some conclusions.

2 Collisions in AES

2.1 Collisions in the Mix Column Transformation

In this section, we first briefly review the mix column transformation in AES.
Then, we show how key dependent collisions can be caused in a single output
byte of the mix column transformation.
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The mix column transformation is linear and bijective. It maps a four-byte col-
umn to a four-byte column. Its main purpose is diffusion. Throughout this paper
we follow the notation used in [DR02]. The mathematical background of the mix
column transformation is as follows: all computations take place in GF (28), rep-
resented by polynomials over GF (2) modulo m(x) = x8 + x4 + x3 + x + 1.
Columns are interpreted as polynomials over GF (28) and multiplied modulo
m(y) = y4 + 1. The input polynomial is multiplied with the fixed polynomial

c(y) = 03 · y3 + 01 · y2 + 01 · y + 02

where 01, 02 and 03 refer to the GF (28) elements 1, x and x+1, respectively. If
we refer to the input column as a(y) and to the output column as b(y), the mix
column transformation can be stated as

b(y) = a(y)× c(y) mod y4 + 1

This specific multiplication with the fixed polynomial c(y) can also be written
as a matrix multiplication⎛⎜⎜⎝

b00
b10
b20
b30

⎞⎟⎟⎠ =

⎛⎜⎜⎝
02 03 01 01
01 02 03 01
01 01 02 03
03 01 01 02

⎞⎟⎟⎠×
⎛⎜⎜⎝

a00
a10
a20
a30

⎞⎟⎟⎠
If we look at the first output byte b00, it is given by1

b00 = 02 · a00 + 03 · a10 + 01 · a20 + 01 · a30

If we focus on the first round, we can substitute a00, a10, a20 and a30 with S(p00+
k00), S(p11 + k11), S(p22 + k22) and S(p33 + k33)2. The output byte b00 can then
be written as

b00 = 02 · S(p00 + k00) + 03 · S(p11 + k11) + 01 · S(p22 + k22) + 01 · S(p33 + k33)

The main idea of this attack is to find two different plaintext pairs with the
same output byte b00. We are only considering plaintexts with p00 = p11 = 0
and p22 = p33. If two plaintexts with p22 = p33 = δ and p′

22 = p′
33 = ε �= δ result

in an equal output byte b00, the following equation is satisfied:

S(δ + k22) + S(δ + k33) = S(ε + k22) + S(ε + k33)

Suppose that an adversary has the necessary experience and measurement in-
strumentation to detect this collision in b00 (or any other output byte of the
mix column transformation) with side channel analysis. First, he sets the two
plaintext bytes p22 and p33 to a random value δ = p22 = p33. As next, he en-
crypts the corresponding plaintext, measures the power trace and stores it on his
1 The symbol + denotes an addition modulo 2, i.e. the binary exclusive-or operation.
2 These are the diagonal elements of the plaintext and initial round key matrix due

to the prior shift row transformation.
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computer. He then keeps generating new random values ε = p′
22 = p′

33 unequal
to previously generated values of δ,ε, and so on. He encrypt each new plaintext,
measures and stores the corresponding power trace and cross-correlates it with
all previously stored power traces until he detects a collision in output byte b00.
Once a collision has been found the task is to deduce information about k22 and
k33.

2.2 An Analysis of the Collision Function

To simplify the notation, we denote k00 (or k11, k22, k33) simply by k0 (or
k1, k2, k3) and output byte b00 by b0. As described above, we are interested in
values (δ, ε), such that for an unknown key the following equation is satisfied:

S(k2 + δ) + S(k3 + δ) + S(k2 + ε) + S(k3 + ε) = 0

Set

L(a,b) = {(x, y) ∈ F28 × F28 | S(a + x) + S(b + x) + S(a + y) + S(b + y) = 0}
The interpretation of this set is twofold. Given a key pair (k2, k3), the set L(k2,k3)
is the set of all pairs (δ, ε), which will lead to a collision in b0. On the other hand,
due to symmetry, the set L(δ,ε) contains all possible key pairs, for which (δ, ε)
will lead to a collision in byte b0.
Note that if we measure a collision for δ and ε, the key (k2, k3) cannot be uniquely
determined. This is due to the following properties of the set L(a,b):

∀ x ∈ F28 (x, x) ∈ L(a,b)

(x, y) ∈ L(a,b) ⇒ (y, x) ∈ L(a,b)

(x, y), (y, c) ∈ L(a,b) ⇒ (x, c) ∈ L(a,b)

(x, y) ∈ L(a,b) ⇒ (x, y + a + b) ∈ L(a,b)

Equations (1) to (3) establish an equivalence relation on F28 .
More explicitly, if (k2, k3) ∈ L(δ,ε), it follows that

(k2 + δ + ε, k3) ∈ L(δ,ε) (1)
(k2, k3 + δ + ε) ∈ L(δ,ε) (2)

(k2 + δ + ε, k3 + δ + ε) ∈ L(δ,ε) (3)
(k3, k2) ∈ L(δ,ε) (4)

(k3 + δ + ε, k2) ∈ L(δ,ε) (5)
(k3, k2 + δ + ε) ∈ L(δ,ε) (6)

(k3 + δ + ε, k2 + δ + ε) ∈ L(δ,ε) (7)

and thus, we cannot hope to determine k2 and k3 completely given one collision.
Let (δ, ε) ∈ L(k2,k3) where we always assume that ε �= δ. We have to discuss
several cases:

case 1: If k2 = k3 then L(k2,k3) = F28 × F28 , every choice of (δ, ε), i.e., every
measurement will lead to a collision.
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case 2: If k2 �= k3 and if we furthermore assume that δ, ε /∈ {k2, k3} we obtain

0 = S(k2 + δ) + S(k3 + δ) + S(k2 + ε) + S(k3 + ε).

By expressing S(x) as L(x−1) and applying L−1 (where L is the affine trans-
formation of the S-box) we conclude

0 =
1

k2 + δ
+

1
k3 + δ

+
1

k2 + ε
+

1
k3 + ε

which finally yields

k2 + k3 = δ + ε.

case 3: If k2 = δ and k3 = ε or k3 = δ and k2 = ε, we also conclude that
k2 + k3 = δ + ε.

case 4: This case occurs if either k2 ∈ {δ, ε} or k3 ∈ {δ, ε}. If k2 ∈ {δ, ε}, we
compute

p(k3) =
k2
3

(δ + ε)2
+

k3

δ + ε
+

δε

(δ + ε)2
+ 1 = 0 (8)

This can be further simplified to

p(k3) =
(

k3 + δ

δ + ε

)2

+
k3 + δ

δ + ε
+ 1 = 0 (9)

which shows that

α =
k3 + δ

δ + ε
∈ F

∗
4\{1}

An analysis of the case k3 ∈ {δ, ε} yields a similar result. Combining both
cases, we deduce the following possibilities for (k2, k3)

k2 = δ and k3 = α(δ + ε) + δ (10)
k2 = ε and k3 = α(δ + ε) + δ (11)
k2 = δ and k3 = α(δ + ε) + ε (12)
k2 = ε and k3 = α(δ + ε) + ε (13)
k3 = δ and k2 = α(δ + ε) + δ (14)
k3 = ε and k2 = α(δ + ε) + δ (15)
k3 = δ and k2 = α(δ + ε) + ε (16)
k3 = ε and k2 = α(δ + ε) + ε (17)

where α ∈ F
∗
4\{1}. In the case of the AES S-box, α can be chosen as α(x) =

BC = x7 + x5 + x4 + x3 + x2. Note that solutions (10) to (16) correspond
exactly to the seven additional possibilities (1) to (7).
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Let us assume we detect a collision for a particular (δ, ε) ∈ L(k2,k3). In order to
deduce information about k2 and k3 we have to decide which case we deal with.
We do not have to distinguish case two and case three, as the information we
deduce about k2 and k3 is the same in both cases.
To distinguish case one, two or three from case four we use the following idea.
Given a collision (δ, ε), we construct a new pair (δ′, ε′), which will not lead to a
collision if and only if (δ, ε) corresponds to case four. For this we need

Lemma 1. Let

L4 = {(k2, α(k2 + k3) + k2), (k2, α(k2 + k3) + k3),
(k3, α(k2 + k3) + k2), (k3, α(k2 + k3) + k3)
(α(k2 + k3) + k2, k2), (α(k2 + k3) + k3, k2),
(α(k2 + k3) + k2, k3), (α(k2 + k3) + k3, k3)}.

Given an element (δ, ε) ∈ L(k2,k3) the pair (δ′, ε′) with

δ′ ∈ F28\{δ, ε, α(δ + ε) + δ, α(δ + ε) + ε}
and

ε′ = δ′ + δ + ε

is in L(k2,k3) if and only if

k2 = k3

or

(δ, ε) /∈ L4

i.e. if and only if (δ, ε) does not correspond to case four.

Proof.
”⇐:”. If k2 = k3, the set L(k2,k3) = F28 × F28 , so in particular (δ′, ε′) ∈

L(k2,k3). If on the other hand (δ, ε) /∈ L4, we see that ∀δ′ ∈ F28 , the pair (δ′, δ′ +
δ + ε) ∈ L(k2,k3).

”⇒:”Assume k2 �= k3 and (δ, ε) ∈ L4. W.l.o.g. let δ = k2 and ε = α(k2 +
k3) + k2). If (δ′, ε′) ∈ L(k2,k3) we get

1
k2 + δ′ +

1
k2 + ε′ +

1
k3 + δ′ +

1
k3 + ε′ = 0

If we substitute k3 = α(δ + ε) + ε and ε′ = δ + ε + δ′, we conclude

1
δ + δ′ +

1
δ + ε′ +

1
α(δ + ε) + ε + δ′ +

1
α(δ + ε) + ε + ε′ = 0

and due to the choice of δ′ we finally get

δ + ε = α(δ + ε)

a contradiction. �
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Thus, with the pair (δ′, ε′) as constructed in the theorem, we can decide, if (δ, ε)
corresponds to case four or not.
Now we are in a situation where we have to distinguish case one from cases two
and three. If k2 �= k3 we see that

Dk2,k3 := {a + b | (a, b) ∈ L(k2,k3)}

contains only the values k2 + k3 in cases two and three and α(k2 + k3) and
(α + 1)(k2 + k3) in case four. As a conclusion, we are able to exactly determine
in which case we are in order to determine information about (k2, k3). In case
one if k2 = k3 then Dk2,k3 = F28 . Thus if we are given a collision (δ, ε), we choose
new values δ′′ such that δ′′ +ε /∈ {δ+ε, α(δ+ε), (α+1)(δ+ε)}. As argued above,
such a pair (δ′′, ε) will lead to a collision iff k1 = k2.

2.3 Probability Analysis of Collisions in a Single Output Byte

The probability that a collision occurs after n measurements is given by

P (n) = 1−
n−1∏
i=0

(
1− i

256

)
Table 1 lists various probabilities of a collision for a different number of mea-
surements.

Table 1. Probability of a collision after n measurements

n P (n)
1 0
10 0.1631
20 0.5332
30 0.8294
40 0.9599
50 0.9941

As a result, due to the birthday paradox an average of only 20 measurements
are required in order to detect a collision in a single output byte of the mix
column transformation.

3 Optimization of the Attack

In the last section, we described collisions which occur in a single output byte of
the mix column transformation. This attack can be optimized by equally varying
all four plaintext bytes which enter the mix column transformation while still
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focussing on collisions in one of the four output bytes, i.e., we now try to cause
collisions with two pairs of plaintexts of the form δ = p00 = p10 = p20 = p30 and
ε = p′

00 = p′
10 = p′

20 = p′
30. Moreover, we still look for collisions in a single output

byte of the mix column transformation, however we observe all four outputs for
collisions.
For example, a collision occurs in the first output byte of the mix column trans-
formation whenever the following equation is fulfilled

C(δ, ε, k0, k1, k2, k3) = 02S(k0 + δ) + 03S(k1 + δ) + S(k2 + δ) + S(k3 + δ)
+ 02S(k0 + ε) + 03S(k1 + ε) + S(k2 + ε) + S(k3 + ε)
= 0

We denote, for a known pair (δ, ε), the set of all solutions by

Cδ,ε := {(k0, k1, k2, k3)|C(δ, ε, k0, k1, k2, k3) = 0}
Again, suppose that an adversary has the necessary equipment to detect a
collision in any of the output bytes b00, . . . , b30 with side channel analysis. In
order to cause collisions in the outputs of the first mix column transforma-
tion, he sets the four plaintext bytes p00, p11, p22 and p33 to a random value
δ = p00 = p11 = p22 = p33. As next, he encrypts the corresponding plaintext,
measures the power trace and stores it on his computer. He then keeps gen-
erating new random values ε = p′

00 = p′
11 = p′

22 = p′
33 unequal to previously

generated values of δ,ε, and so on. He encrypts each new plaintext, measures
and stores the corresponding power trace and cross-correlates it with all previ-
ously stored power traces until he detects a collision in the observed output byte
b00, . . . , b30. Once a collision has been found the task is to deduce information
about (k0, k1, k2, k3).
This equation can be solved by analysis or by using precomputed look-up tables
which contain the solutions (k0, k1, k2, k3) for particular (δ, ε). However, this
equation is much more complex than the one introduced in the previous section
and an analog description is not trivial. An alternative solution to this problem
is to create the sets Cδ,ε for every pair (δ, ε) by generating all possible values for
(k0, k1, k2, k3) and checking C(δ, ε, k0, k1, k2, k3) = 0 for all pairs (δ, ε).
In our simulations we found that the resulting sets are approximately equal in
size and on average contain 16, 776, 889 ≈ 224 keys, which corresponds to a
size of 67 megabytes (≈ 226 bytes) per set. Multiplying this with the number of
possible (δ, ε) sets, all sets together would require about 2, 000 gigabytes which is
only possible with major efforts and distributed storage available. Reducing the
amount of required disk space and still being able to compute all the necessary
information is the purpose of the next section.
Moreover, it must be pointed out that there exist certain keys (k0, k1, k2, k3)
for which no pair (δ, ε) will result in a collision. To our knowledge, there only
exist three classes of keys (x, x, x, x), (x, x, x, y) and (x, x, y, y) which will not
result in collisions for any pair (δ, ε). If the key (k0, k1, k2, k3) is an element of
the key class (x, x, x, x), i.e. all four key bytes are equal, no collisions will occur
in any of the four Mix Column output bytes for any pair (δ, ε) due to the overall
required bijectivity of the Mix Column transform. The probability that this case
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occurs is P = 28/232 = 2−24. If the key (k0, k1, k2, k3) is an element of the key
class (x, x, y, x) or (x, x, x, y), no collision will occur in the Mix Column output
byte b0. If the key (k0, k1, k2, k3) is an element of the key class (x, y, x, x) or
(x, x, y, x), no collision will occur in the Mix Column output byte b1. If the key
(k0, k1, k2, k3) is an element of the key class (y, x, x, x) or (x, y, x, x), no collision
will occur in the Mix Column output byte b2. If the key (k0, k1, k2, k3) is an
element of the key class (x, x, x, x) or (y, x, x, x), no collision will occur in the
Mix Column output byte b3. The probability that any of these cases occurs is
P = 1

256 · 1
256 · 1

256 · 255
256 ≈ 2−24. Our simulations showed that these are the only

exceptional keys which will not result in collisions b0, b1, b2 or b3.

3.1 Reducing the Storage Requirements

First, note that the sets Cδ,ε also contain all the keys which will cause collisions
in the output bytes b1, b2 and b3. Since the entries in the mix column matrix
are bytewise rotated to the right in each row, the stored 32-bit keys in the sets
Cδ,ε must be cyclically shifted to the right by one, two or three bytes, as well, in
order to cause collisions in b1, b2 and b3.
Moreover, the amount of space can be further reduced by taking advantage of
two different observations. First, we find some dependencies among the elements
in a given set Cδ,ε and second we derive a relationship between two sets Cδ,ε and
Cδ′,ε′ .
The first approach uses an argument similar to an argument used in Section 2.
If for a fixed pair (δ, ε) a key (k0, k1, k2, k3) is in Cδ,ε, then the following elements
are also in Cδ,ε:

(k0, k1, k2, k3) ∈ Cδ,ε
⇒

(k0, k1, k3, k2) ∈ Cδ,ε (18)
(k0 + δ + ε, k1, k2, k3) ∈ Cδ,ε (19)
(k0, k1 + δ + ε, k2, k3) ∈ Cδ,ε (20)
(k0, k1, k2 + δ + ε, k3) ∈ Cδ,ε (21)
(k0, k1, k2, k3 + δ + ε) ∈ Cδ,ε (22)

Combining these changes, we find 32 different elements in Cδ,ε, given that k2 �= k3
and δ + ε �= 0. The case δ + ε = 0 is à priori excluded. If k2 = k3, we still find
16 different elements in Cδ,ε. For the purpose of storing the sets Cδ,ε, this shows
that it is enough to save one out of 32 (resp. 16) elements in the Cδ,ε tables. This
results in a reduction of required disk space by a factor of (16+255∗32)/256 ≈ 32.
The second approach to save storage space is based on the following observation:
an element (k0, k1, k2, k3) is in Cδ,ε, if and only if (k0 +a, k1 +a, k2 +a, k3 +a) ∈
Cδ+a,ε+a. Thus, every set Cδ,ε can be easily computed from the set Cδ+ε,0. This
shows that it is enough to store for all δ0 ∈ F28 the set Cδ0,0.
Combining these two approaches reduces the required disk space by a factor of
approx. 128 ∗ 32 = 212, and hence we only need approximately 540 megabytes
which is no problem on today’s PC. As a matter of fact, the sets Cδ+ε,0 will fit
on a regular CD-ROM.
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3.2 Probability Analysis of the Optimized Attack

We analyze the functions, which map a value δ to an output bi for a fixed key
(k0, k1, k2, k3) as independent random functions from F28 to F28 in rows one to
four. We want to determine the expected number of measurements until at least
one collision has occurred in every output byte b0, · · · , b3.
As stated in Section 2.3, the probability that after n measurements at least one
collision occurs in a single output byte b0, · · · , b3 is given by

P (n) = 1−
n−1∏
i=0

(
1− i

256

)
For n = 20, P (20) = 0.5332 ≥ 1/2, which means that on average 20 measure-
ments are required in order to detect a collision. In the optimized attack, we
want to determine the number of required measurements such that at least one
collision occurs in all the values b0, · · · , b3 with a probability greater than 1/2.
Therefore, we have to compute the minimum value n such that P (n) ≥ (1/2)1/4.
As a result, we obtain n = 31, thus after an average of 31 measurements collisions
will be detected in all four rows of the mix column transformation.
Every collision (δ, ε) will yield possible key candidates (k0, k1, k2, k3), which
can be looked up in the stored tables Cδ+ε,0. Our thorough simulations show
that every new collision will decrease the intersection of all key candidates by
approximately 8 bit. As a result, we are able to determine the entire 32-bit
key (k0, k1, k2, k3) after collisions have been detected in all four output bytes
b0, · · · , b3.
Furthermore, it is possible to apply the optimized attack in parallel against all
four columns. If we do not only consider the values b0, · · · , b3, but also the output
bytes b4, · · · , b15 of the remaining columns, we have to compute the minimal
value n such that P (n) ≥ (1/2)1/16. As a result, we get n = 40, thus after an
average of 40 measurements at least one collision will be detected in each of the
16 outputs b0, · · · , b15. These values are verified by our simulations. Thus, on
average we only need 40 measurements to determine the whole 128-bit key.

4 Simulation and Practical Attack

As a proof of concept, the AES collision attack was simulated on a Pentium 2.4
GHz PC and results were averaged over 10,000 random keys. As stated above,
whenever a collision occurs, all possible key candidates can be derived from
the sets Cδ+ε,0 and every further collision will provide an additional set of key
candidates. The intersection of all sets of key candidates must then contain the
real key. As shown in table 2, our simulations made clear that the number of key
candidates in the intersection decreases by approximately 8 bit with each new
collision.
In order to check the practicability of the attack, an 8051 based microcontroller
running an assembly implementation of AES without countermeasures was suc-
cessfully compromised using the proposed collision attack. In our experiments,
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Table 2. Average no. of key candidates after one or more collisions have occured.

no. of collisions in 0 1 2 3 4
b0, b1, b2 and b3

no. of key candidates 232 16,777,114 65492 256.6 1.065

the microcontroller was running at a clock frequency of 12 MHz. At this fre-
quency it takes about 3.017 ms to encrypt a 128-bit plaintext with a 128-bit key3.
A host PC sends chosen plaintexts to the microcontroller and thus triggers new
encryptions. In order to measure the power consumption of the microcontroller
a small shunt resistance (Rs = 39Ω) was put in series between the ground pad
of the microcontroller and the ground connection of the power supply. Moreover,
we replaced the original voltage source of the microcontroller with a low-noise
voltage source to minimize noise superimposed by the source.
A digital oscilloscope was used to sample the voltage over the shunt resistance.
We focused on collisions S(k22)+S(k33) = S(δ+k22)+S(δ+k33) in output byte
b00 of the mix column transformation in the first round. Our main interest was
to find out which measurement costs (sampling frequency and no. of averagings
per encryption) are required to detect such a collision. Within the 8051 AES
implementation the following assembly instructions in round two are directly
affected by a collision in byte b00:

mov a, 30h ;(1) Read round 1 mix column output byte b_00
xrl a, 40h ;(1) X-Or b_00 with round 2 key byte k_00
movc a, @a+dptr ;(2) S-box lookup
mov 30h, a ;(1) Write back the S-box output value

The number of machine cycles per instruction is given in parentheses in the
remarks following the assembly instructions. Since the microcontroller is clocked
at 12 MHz which corresponds to a machine cycle length of 1 μs, this instruction
sequence lasts about 5 μs. We began our experiments at a sampling rate of 500
MHz and one single measurement per encyption, i.e. no averaging of power traces
was applied. In order to examine collisions, plaintext bytes p22 = p33 = δ were
varied from δ = 1...255 and compared with the reference trace at p22 = p33 = 0
by applying the least-squares method:

R[δ] =

(
t0+N−1∑

t=t0

(p[t, 0]− p[t, δ])2
)−1

(23)

At a sampling rate of 500 MHz the number of sampling points N is 2500. Figure 1
shows the deviation R[δ] of power traces with δ = 1...255 from the reference trace
with δ = 0. Our AES implementation used the key bytes k22 = 21 and k33 = 60,
3 using on-the-fly key scheduling
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therefore we expected a distinct peak at δ = k22⊕k33 = 41 as shown in Figure 1.
It is interesting to note that no averaging of power traces was applied, therefore,
it would be possible to break the entire 128-bit key with only 40 measurements4.
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Fig. 1. Deviation of power traces with δ = 1...255 from the reference trace with δ = 0.

We also investigated other signal analysis methods such as computation of the
normalized Pearson correlation factor [MS00] and continous wavelet analysis
in order to detect internal collisions. As a result, we concluded that compu-
tation of the Pearson correlation factor does only seem to be an approriate
method when focussing on very particular instances of time within a machine
cycle, e.g. when bits on the data or address bus are switched. We achieved very
good collision detection using wavelet analysis, however, when compared with
the least-squares method, its computational costs are much higher. We will fur-
ther introduce wavelet analysis in the field of simple power analysis and related
reverse-engineering in the future, since it is far beyond the scope of this paper.

5 Results and Conclusions

We proposed two new variants of the collision attack which use side channel
analysis to detect internal collisions in AES. Typical methods to recognize inter-
nal collisions are computation of square differences, cross-correlation of power
consumption curves or application of more advanced methods used in signal
analysis theory, such as wavelet analysis. We showed that partial collisions can
be detected in the output bytes of the mix column transformation in the first
round of AES and each collision typically provides 8 bits of the secret key.
4 provided that the attacker knows the instances of time when mix column outputs

are processed in round two
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When compared with Differential Power Analysis (DPA) our proposed collision
attack has the advantage of requiring less power trace measurements. However,
DPA has the advantage of being a known plaintext attack whereas the colli-
sion attack is a chosen plaintext attack. A DPA against AES which yields the
correct key hypothesis typically requires between 100 and 1,000 measurements
depending on the presence of superimposed noise. Our collision attack on the
other hand takes advantage of the birthday paradox. As a result, we are able to
determine the entire 128-bit key with only 40 measurements.

Acknowledgements. We would like to thank Markus Bockes for pointing out
that there exist certain keys which will not result in a collision in a particular
Mix Column single output byte when the optimzed collision attack is applied.
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Abstract. Side Channel Attacks (SCA) have received a huge interest in
the last 5 years. These new methods consider non-cryptographic sources
of information (like timing or power consumption) in addition to tradi-
tional techniques. Consequently block ciphers must now resist a variety
of SCAs, among which figures the class of “collision attacks”. This re-
cent technique combines side channel information with tools originally
developed for block cipher or hash function cryptanalysis, like differential
cryptanalysis for instance.
In this paper, we propose techniques to enhance collision attacks. First
we describe a general framework for collision attacks against Feistel ci-
phers that extends and improves on previous results specifically obtained
against DES. Then, we describe an improved method to attack DES using
“almost collisions”. Indeed we observed that taking into account inter-
nal states which are abnormally similar results in more efficient attacks.
Some experimental results obtained against a DES implementation are
finally presented.

1 Introduction

The idea of using side channel information to break cryptosystems implemented
on a tamper-resistant device (typically think of this device as a smart-card)
appeared in 1996 following the initial work by Kocher [6,7]. This new class of
attacks is generally referred to as Side Channel Attacks (SCA) and has received
a huge interest since then. Some techniques are based on analyzing the power
consumption of the cryptographic device, like Simple Power Analysis (SPA) or
Differential Power Analysis (DPA) [7]. Others are based on analyzing errors dur-
ing the execution of a cryptographic computation on the device, like Differential
Fault Analysis (DFA) [3,4]. These techniques may be applied without distinc-
tion to public or secret key cryptosystems. Recently a large variety of attacks
and countermeasures has been proposed. However the field is now fairly well
understood and naive attacks are unlikely to work against devices implementing
recent countermeasures.

Therefore new directions for more sophisticated attacks are being investi-
gated, like Higher-Order DPA for instance [9]. Many new attacks combine ”tra-
ditional” cryptanalysis techniques (coming from block cipher or hash function
cryptanalysis for instance) with the use of side channel information. A good ex-
ample was given in 2003 by Schramm, Wollinger and Paar [12]. They proposed a

M. Joye and J.-J. Quisquater (Eds.): CHES 2004, LNCS 3156, pp. 176–190, 2004.
c© International Association for Cryptologic Research 2004
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Collision Attack (CA) against DES [10] based on techniques from classical “col-
lision attacks” against hash functions. Their attack is based on the observation
that an internal collision on 3 adjacent S-boxes during a DES computation can
be caused with a reasonable probability. They also gave experimental evidences
that such collisions could be detected using the power consumption curves of a
microcontroller. It is also interesting to notice that this technique has a close
link with differential attacks against DES. Independently another CA was pro-
posed by Wiemers [13]. It is more efficient than Schramm et.al.’s attack and is
dedicated against DES as well. Unfortunately it has not been published so far.

The difference between DPA and CA lies in the underlying assumptions and
mostly on the time scale of the analysis. Both attacks consider the correlation be-
tween some intermediate data and the corresponding power consumption curve.
However, compared to usual DPA, CA focuses on larger variables (typically the
input of the Feistel round function) at a larger time scale (a long sequence of
instructions is analyzed). Initially CA have been applied against DES but ap-
plications have been reported recently against AES [11] and even in the field
of public key cryptosystems [5]. These attacks present a particular interest be-
cause they are likely to resist against countermeasures devised specifically against
DPA. Since they consider a larger time scale, countermeasures operating only at
a local level might not be sufficient.

In this paper, we propose a more generic and more efficient CA. Rather than
limiting our analysis to collisions, we also take into account “almost collisions”,
i.e. internal states which are extremely similar. Such events result in almost
identical sequences of instructions. We choose sparse input differences that either
vanish or remain sparse during several rounds. Thus we use techniques coming
from differential cryptanalysis against block ciphers [2]. We show that Feistel
ciphers are particularly weak regarding these new attacks.

In the Section 2, we describe a basic and generic collision attack on the sec-
ond round of Feistel ciphers (with application to DES). Then, we propose an
improved attack using “almost collisions” occurring in the following rounds of
encryption. Finally, we present experimental results obtained with DES imple-
mented in software on a smart-card.

2 Collision Attacks Against Feistel Ciphers

Two CA against DES have been proposed recently. In [12], it is described how
to obtain and detect collisions on 3 adjacent S-boxes in the first round of DES.
It is also suggested that the same method could be applied to other Feistel ci-
phers. Actually this attack is nice but not optimal. In [13], another CA dedicated
against DES, more efficient, is briefly presented. In this section we describe a
generic framework for CA against Feistel ciphers. Our description is an improve-
ment and a generalization of these previous works.

A Feistel cipher is an iterated block cipher of size 2n bits where the internal
state is split in two halves (L, R). The round function F operates on n bits and
the next state (L′, R′) is computed by :
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L′ = R′

R′ = L⊕ F (R)

For most Feistel ciphers, the round function F has 3 layers

– the addition of a subkey K.
– a non-linear layer denoted NL (e.g. built with several S-boxes)
– a linear application denoted L

CAMELLIA [1] and DES [10] are examples of such a construction (we can omit
the expansion in DES for the moment).

The model. We assume that an attacker has access to the power consumption
of a cryptographic device where some Feistel cipher is implemented without
specific countermeasures. In addition, we suppose that this attacker chooses the
plaintext introduced.

Although he is not able to tell from power consumption curves the values
manipulated during the computation, the attacker is generally able to tell when
a collision occurs. Indeed a collision usually results in two identical sequences of
instructions. Hence the power consumptions curves are likely to be very similar.
This assumption is reasonable as long as the corresponding computation takes
many clock cycles and depends greatly on the value of the operand. For instance,
we assume that a collision on the inputs of the round function F can be detected.
This assumption has already been verified experimentally in [11,12,13]. In Sec-
tion 4, we describe our own experimental results against DES implemented on
a smart-card. These results comfort the validness of the previous assumption.

The attack. The general idea can be stated as follows : introduce chosen dif-
ferences in each branch of the Feistel that will vanish in the input of the second
round function. Obviously these methods use many original ideas from differen-
tial cryptanalysis [2]. For instance, a classical result, in the case of DES, is the
existence of differences on 3 adjacent S-boxes which give the same output. This
idea was exploited by Schramm et. al. in [12].

We call δR the difference introduced in the right branch of the Feistel (re-
spectively δL in the left branch) and Δ the output difference of the first round
function. The goal in this attack is to cancel out differences on the input R1 of
the second round function. Thus we want Δ = δL. If this happens, we hope to
detect collisions by looking at the power consumption during the second round.
This scenario is summarized in Figure 1

The attack described in [12] is based on the extreme case Δ = δL = 0. This
approach is successful in the case of DES. However, most recent Feistel ciphers
use bijective round functions (although it is not a requirement of the Feistel
structure) so differential trails of the form

δR
F−→ Δ = 0
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Fig. 1. Scenario of the basic collision attack

do not exist. Actually even in the case of DES this approach is not extremely
efficient since about 140 messages are needed in average to obtain one collision. A
more efficient approach (also used in [13]) is to introduce a low-weight difference
δR such that only one S-box is active1 and to cancel out this difference using
δL. This method applies to a generic Feistel cipher, as represented in Figure 2
(where dashed areas represent differences).

We call δint the intermediate difference between layers L and NL. This dif-
ference is clearly limited to one S-box. Thus δint takes only 2r different values
where r is the output dimension of the S-box. We call δint(1), . . . , δint(2r) these
values. Looking at the coordinate on each S-box, we can write equivalently, for
all i

δint(i) = (i, 0, . . . , 0)

Although Δ it is not necessarily limited to one S-box, it can take only 2r values
since

Δ = L(δint)

Now, the attacker tries to eliminate Δ by playing with δL. To that purpose, he
picks a sparse δR which activates only one S-box and introduces the correspond-
ing plaintexts in the block cipher :

– Pi = (L⊕ L(i, 0, . . . , 0), R) for i = 1 . . . 2r

– P ′
i = (L⊕ L(i, 0, . . . , 0), R⊕ δR) for i = 1 . . . 2r

This sums up to 2r+1 chosen plaintexts. Between two plaintexts Pi and P ′
j , the

difference in the output of the first round function is of the form

Δ = L(x, 0 . . . , 0)

1 In the context of differential cryptanalysis, “active” generally means that at least
one input bit differs



180 H. Ledig, F. Muller, and F. Valette

Δ

.

. ..
...

.
....................��

....................

....................��
....................

��

��
�

�

�

�

�

....................������������������������
....................

K
δrδint

S-box
NLL

.

Fig. 2. The differential trail

for some value x depending only on K, R and δR (and not on i, j). Besides, if
i ⊕ j = x, there is a collision on R1 because differences coming from the left
branch and right branch cancel out

δL = L(i, 0, . . . , 0)⊕ L(j, 0, . . . , 0)
= L(i⊕ j, 0, . . . , 0)

Δ = L(x, 0, . . . , 0)

Analysis. We built a set of 2r+1 plaintexts among which 2r pairs (Pi, P
′
i ⊕ x)

yield a collision on the input of the second round function. This method is much
more efficient than the attack described in [12] (see the summary Table 1). In
fact it is almost optimal since all available plaintexts can be useful to detect
collisions.

Table 1. Summary of collision attacks

Attack Specificity Active S-boxes Block ciphers Plaintexts/Coll.
Schramm et. al. [12] δL = 0 3 DES 140

Wiemers [13] - 1 DES 32
this paper (basic) - 1 any Feistel 2r

this paper (improved) - 1 any Feistel 21+r/2

this paper - 1 DES 8

The result of observing any of these 2r collisions is to leak x (which gives
a simple condition on a few bits from the subkey K). Since one collision is
sufficient, a simple improvement is to reduce the number of plaintexts. Indeed
the attacker can encrypt only the 2

r
2 plaintexts Pi such that

i = 0 · · · 0︸ ︷︷ ︸
r
2 bits

∗ · · · ∗

and the 2
r
2 plaintexts Pj such that
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j = ∗ · · · ∗ 0 · · · 0︸ ︷︷ ︸
r
2 bits

Here the XOR difference i ⊕ j spans the 2r possible values, which guarantees
that the value x we are looking for is reached once. Thus we can build a set
reduced to

2
r
2 + 2

r
2 = 21+ r

2

messages that yields exactly one collision. If this collision is detected, the attack
succeeds. How to recover the full secret key depends highly on the key schedule,
but this attack can be iterated on all S-boxes, then on the following rounds once
the first subkey is entirely leaked. Furthermore, since r is typically small (from
4 to 8 bits), the number of required messages is usually reasonably small.

The case of DES. Applying this generic attack to DES is straightforward. The
only difference between DES and a “generic” cipher is the expansion function
which has no effect on the attack. As a direct application we can build a set
of 2r = 32 messages (since r = 4 bits is the output size of the DES S-boxes).
Among these messages we expect 16 collisions in the second round function. As
we mentioned previously, only 2 · √16 = 8 messages are sufficient in order to
guarantee the existence of a single collision.

Each collision provides a simple condition on key bits (it is a differential
condition on a S-box, equivalent to the knowledge of 4 key bits). So, roughly 14
collisions are needed to expose the full key. This corresponds naively to 14×8 =
112 messages. In case less messages are available, a trade-off with exhaustive
search is also possible. This result is among the most efficient side channel attacks
against DES.

Similar results could be obtained for other Feistel ciphers, including CAMEL-
LIA [1] and MISTY1 [8], both selected by the European NESSIE project.

3 An Improvement Based on “Almost-Collisions”

The previous attack exploits only power consumption curves corresponding to
the second round by detecting internal collisions. In our experiments with DES,
we observed that curves corresponding to the following rounds are also full of
information. Indeed internal states are often very similar because of the partic-
ular form of the plaintexts. Such events - that we call “almost collisions” - are
almost as easy to detect as actual collisions. In this section, we describe improved
attacks based on “almost collisions”.

3.1 Motivation

In the model of Section 2, we supposed that internal collisions could be detected
directly from power consumption curves. Hence we gave corresponding estimates
for the number of messages required. However in a practical setting, it often turns
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out that observations are not as good as expected. For instance, countermeasures
may focus on the first rounds which are known to be critical in many attacks.
Sometimes the measurements obtained are also noisy for practical reasons. Hence
it often turns out that observations contain a larger amount of background noise
than expected. The number of messages required for an attack is accordingly
increased since the noise is generally eliminated by averaging more curves.

Another possible source of problem is that collisions are not always as easy
to detect as expected. Indeed even when a collision does not occur at the end
of round 1, the inputs of round 2 might still be almost identical if the diffusion
of the cipher is slow. We call such a situation an almost collision. This notion
can just be seen as a shortcut for “differences with a low hamming weight and
few active S-boxes”.

From a practical point of view, it is well-known that electric consumption
is often correlated with the hamming weight or the hamming distance (i.e. the
numbers of bits flipped between the previous state and the actual state). This
property is often used for Simple Power Analysis or Differential Power Anal-
ysis [7]. Therefore, almost collisions are likely to result in similar power con-
sumption curves since they correspond to differences with low hamming weight.
Practical results of Section 4 illustrate that this assumption is correct. The conse-
quent problem is that distinguishing a collision from an almost collision at round
2 is not an easy to task. To improve this analysis, we wish to take into account all
available information. In particular, power consumption of the third and fourth
round should be considered. Since plaintexts introduced are extremely similar,
these rounds do not correspond to just random computations. Indeed, internal
states can remain abnormally similar during several rounds (i.e. they differ only
on a small number of bits). So almost collisions may be helpful if we consider
the rounds number 3 or 4 of encryption. In fact, the number of active bits and
S-boxes at these rounds furnish good indicators of the presence of a collision at
round 2. Actually they turn out to be even more reliable than the round 2 curves
themselves. In the next sections we analyze these indicators.

3.2 Differential Properties of Rounds 3 and 4

Basically the attacker compares two encryptions corresponding to plaintexts Pi

and P ′
j using notations of Section 2. His goal is to distinguish efficiently between

two situations

– a collision at round 2 (i.e. i⊕ j = x)
– no collision at round 2 (i.e. i⊕ j �= x)

For round number t, we call Δt the difference on the inputs of the round function
F . Similarly, Lt and Rt denote the left and right branch of the Feistel structure
at the end of round t for the plaintext Pi (that we write (L0, R0) by convention).
Like in Section 2, the input difference is written (δL, δR). In case of a collision,
differences on the first rounds of encryption can be expressed as follows :
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Table 2. Difference propagation after a collision

Round t Encryption of Pi Encryption of P ′
j Difference Δt

1 (L0, R0) (L0 ⊕ δL , R0 ⊕ δR ) δR

2 (L1, R1) (L1 ⊕ δR , R1 ) 0
3 (L2, R2) (L2 , R2 ⊕ δR ) δR

4 (L3, R3) (L3 ⊕ δR , R3 ⊕ Δ4 ) Δ4

Thus, differences on round 2, 3 and 4 can be expressed as

Δ2 = 0
Δ3 = δR

Δ4 = F (R2)⊕ F (R2 ⊕ δR)

Since δR has only one active S-box, both Δ3 and Δ4 correspond to “almost
collisions” where the hamming weight is low and few S-boxes are active. In
opposition, when no collision occurs, differences are more complex :

Table 3. Difference propagation without collision

Round Encryption of Pi Encryption of P ′
j Difference Δt

1 (L0, R0) (L0 ⊕ δL , R0 ⊕ δR ) δR

2 (L1, R1) (L1 ⊕ δR , R1 ⊕ Δ2 ) Δ2

3 (L2, R2) (L2 ⊕ Δ2 , R2 ⊕ Δ3 ) Δ3

4 (L3, R3) (L3 ⊕ Δ3 , R3 ⊕ Δ4 ) Δ4

Differences on round 2, 3 and 4 can be expressed as

Δ2 = F (R0)⊕ F (R0 ⊕ δR)
Δ3 = F (R1)⊕ F (R1 ⊕Δ2)
Δ4 = F (R2)⊕ F (R2 ⊕Δ3)

Here, Δ2 is quite sparse since δR has only one active S-box. However, the ham-
ming weight of Δ3 and Δ4 can be much higher due to the diffusion properties
of the block cipher. In the next section, we give estimates of these indicators in
the case of DES.

3.3 Estimating the Indicators for DES

Our focus now is to evaluate the hamming weight and the number of active S-
boxes of Δ2, Δ3 and Δ4, in two distinct cases (depending on an eventual collision
at round 2). These indicators depend on the diffusion properties of DES and the
differential properties of its S-boxes.
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We call Ni the number of active bits in Δi and ni the corresponding number
of active S-boxes. First we give expected values using simple heuristic arguments.
Then we give average values obtained experimentally.

Theoretical estimates. First, we suppose that a collision occurs at round 2.
Thus we know that Δ2 = 0 and Δ3 = δR (which has only one active S-box).
Hence

N2 = 0 n2 = 0
N3 = 1 or 2 n3 = 1

Since Δ4 is the image of input difference δR by the round function, its hamming
weight is in the range from 1 to 4 with average value N4 = 2.5. Besides each bit
in DES internal state is involved in 1.5 S-boxes in average, so we expect

n4 = 2.5× 1.5 = 3.75

When no collision is observed at round 2, a similar analysis can be conducted.
The differential trail is of the form

δR
F−→ Δ2

F−→ Δ3
F−→ Δ4

Thus the expected values are

N2 = 2.5
n2 = 2.5× 1.5 = 3.75
N3 = 3.75× 2.5 = 9.375

At this point, all S-boxes are likely to be active in the inputs of round 3. So we
expect n3 and n4 close to 8 and N4 close to 16.

Practical estimates. We obtained practical results for DES by performing a
statistical simulation on a PC. Our basic experiment is to pick a random δR

which only one active S-box, and a random plaintext P . We compute the first
4 rounds of encryption of P and P ⊕ (0, δR) and observe the average values of
indicators. After 10 millions experiments, we obtained the results described in
Table 4.

Actually these results are even slightly better than the expected values. In
rounds 3 and 4 we clearly observe an important difference between the two cases
“collision at round 2” and “no collision at round 2”.

3.4 Analysis

From Table 4 we observe that the difference on the indicators is actually much
more significant in round 4 than in round 2. For instance, looking at the number
of active bits in round 2, the difference we try to detect is between 0 bits (when
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Table 4. Average value of the indicators for DES

Round Collision No Collision

2
N2 = 0
n2 = 0

N2 = 2.349
n2 = 3.534

3
N3 = 1.333
n3 = 1

N3 = 9.009
n3 = 6.968

4
N4 = 2.358
n4 = 3.551

N4 = 15.150
n4 = 7.817

a collision occurs) and an average 2.349 bits (in the other case). The difference
is quite small, so power consumption curves are likely to remain quite similar in
both cases. However, looking at round 4, there are about 2.358 active bits in one
case against 15.150 in the other. This difference is much more significant and
thus easier to detect.

Our analysis is comforted by the results obtained in Section 4. In the case of
DES, rounds 3 and 4 are better indicators of a collision than the round 2 itself.
This is due to the slow diffusion of DES : when no collision happens at round 2
(i ⊕ j �= x), the difference remains quite sparse mostly because the linear layer
is just a permutation of bits.

If this permutation was replaced by a linear application with better diffusion
(the Mix-Column function of AES for instance) or if we considered a Feistel
cipher with good diffusion (like CAMELLIA), the analysis would be different.
Collisions would be easier to distinguish using the round 2 or 3, but more dif-
ficult using round 4 because of the full diffusion reached in both cases. This is
summarized in Table 5.

Table 5. Efficiency of collision detection

Round Slow diffusion (DES) Good diffusion (CAMELLIA)
2 difficult easy
3 easy easy
4 easy difficult

To conclude, we described a thiner analysis of collision attacks using differ-
ential properties, mostly by taking into account “almost collisions”. We showed
that better indicators can be found to detect collisions. These improvements are
extremely helpful when realizing a concrete side channel attack as we demon-
strate in Section 4. We think such methods may also be helpful to defeat coun-
termeasures which focus on protecting the second round of encryption.
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4 Experimental Results

In order to verify the previous analysis we implemented a CA against DES im-
plemented in software on a smart-card. This smart-card used classical hardware
countermeasures :

– variable internal clock
– electric noise (random peaks of power)

We managed to detect collisions despite these countermeasures. The trickiest
part was to get rid of the “random” peaks of power. Fortunately these peaks
were not truly random (they were strongly correlated with the external clock)
and were eliminated by analyzing several samples for the same encryption (i.e. 5
samples, but even 2 samples could be sufficient in practice). We took into account
only the smallest power consumption among these samples, in order to eliminate
the peaks of “over-consumption”. After this preliminary work, we applied our
analysis to the full power trace of each round (the rounds are very easy to
distinguish). More precisely, we were able to identify which portions are really
meaningful inside each round (namely where are located the S-box computations,
etc . . . ) but did not exploit it. Indeed we want to point out that collisions can
be detected very simply and very efficiently.

4.1 The Attack Setting

In order to actually mount the attack, we need to introduce an appropriate set of
plaintexts and detect at least one collision at round 2. As described in Section 1,
8 messages are sufficient to guarantee a collision. However we used here the full
set of 32 messages described in Section 2. This simplifies the attack since we can
process more data. Concretely our attack algorithm is the following

– Guess the value of x.
– For each x, identify the 16 pairs of plaintexts that should give a collision.
– For each pair of plaintexts, compute the difference Δpower of power con-

sumption curves 2.
– Average these 16 differences.

The correct value of x should yield the smallest average difference. The result
obtained for round 2 are summarized in Table 6. The unit of this average value
has little significance. Hence we just picked as a reference the minimal value and
expressed the others as a ratio regarding this minimum.

Actually large portions of the curves are useless for this analysis (for various
reasons their power consumption depends little on the arguments) and behave
just like noise in practice.
2 Our curves contain of course only a finite number of points corresponding to the elec-

tric consumption at instants ti. The difference of consumption between two curves
C and C′ is by convention

Δpower =
∑

i

(C(ti) − C′(ti))2



Enhancing Collision Attacks 187

Table 6. Average differences (correct value is x = 11)

Value of x Average difference Value of x Average difference
0 134.26% 8 132.11%
1 121.50% 9 109.11%
2 121.86% 10 118.59%
3 113.57% 11 100%
4 140.38% 12 130.60%
5 131.55% 13 114.81%
6 131.73% 14 125.39%
7 120.70% 15 110.79%

4.2 Using Almost Collisions

In this section we implement the attack based on almost collision. Thus we an-
alyze power consumption curves at rounds 3 and 4. After a collision at round 2,
these curves remain quite similar, as predicted. This yields excellent results in
Table 7, even better than those obtained with round 2. It comforts the assump-
tion that almost collisions can be used as an efficient indicator.

Table 7. Average differences (correct value is x = 11)

Value of x
Average diff.
for round 3

Average diff.
for round 4 Value of x

Average diff.
for round 3

Average diff.
for round 4

0 156.26% 146.01% 8 153.38% 154.61%
1 143.45% 146.86% 9 132.05% 143.50%
2 134.32% 136.17% 10 126.01% 131.80%
3 125.03% 136.99% 11 100% 100%
4 160.36% 148.64% 12 150.70% 143.59%
5 149.98% 136.95% 13 139.99% 146.65%
6 144.10% 143.79% 14 134.46% 129.78%
7 133.34% 140.02% 15 121.11% 131.44%

To illustrate this attack, we represented a significant portion of round 4 for 3
plaintexts, among which 2 correspond to an almost collision (see Figure 3). The
2 corresponding curves are in average closer to each other than the third one.
However some portions (like the right half of Figure 3) are more significant than
the others (the left part of Figure 3 is very noisy).

At a larger scale, it is funny to notice that the useful portions of curves are
positioned differently depending on the significant indicator. For instance the
best indicator at round 3 is the number of active S-boxes (see Table 4) while, at
round 4, the best indicator is the number of active bits. Our experiments have
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Fig. 3. Three curves corresponding to round 4

Fig. 4. The whole power consumption curves (round 1 to 4) and the corresponding
differences

shown that these indicators reflect to different portions of each round (roughly,
the beginning of round for active bits and the end of round for active S-boxes).

We have represented in Figure 4, the whole computation for the same plain-
texts than those of Figure 3. In addition to the power consumption curves (rep-
resented on top but they are not very speaking), we represented a “wrong” dif-
ference (in the middle) and the “good” difference (at the bottom). This “good”
difference corresponds to the almost collision. One observes that the average
value of theses two additional curves increases along the computation. This is
simply due to the diffusion of the input difference. Besides, the “good” differ-
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ence curve has larger peaks than the “wrong” one, especially for rounds 3 and
4. Hence these rounds prove to be better indicators of a collision than the round
2 itself.

4.3 Summary

We have demonstrated that a thin analysis of the smart-card behavior at rounds
3 and 4 can lead to improved attacks, even when really few messages are avail-
able or a large amount of background noise. The remarkable thing with such
attacks is that the curves for each round have been handled as a whole. Never-
theless an important bias (resulting from a collision at round 2) can be observed
experimentally.

Therefore countermeasures limited to a local protection are unlikely to work
against such “large-scale” attacks. Besides protecting only the first or second
round with ad-hoc countermeasures is not sufficient. CA may exploit informa-
tion up to round 4 or 5 depending on the diffusion speed. Countermeasures
should modify the execution deeply. For instance, methods based on splitting
or masking are the most likely to protect against CA. However their resistance
against advanced versions of CA should be further investigated.

5 Conclusion

We described new methods for enhancing collision attacks. First we proposed
a generic collision attack against Feistel ciphers which requires fewer messages
than previous results and can be applied in many cases. Secondly, we suggested
to improve collision attacks by considering several rounds of encryption instead
of restricting the analysis to the first two rounds (as it is done by most side chan-
nel attacks). Indeed we showed that almost collisions - i.e. abnormally similar
internal states - may appear in the collision attack scenario. They furnish better
indicators than those used by previous attacks. Our experiments against DES
implemented on a smart-card confirm our theoretical analysis.

Acknowledgments. We would like to thank Andreas Wiemers for some help-
ful discussions. We also thank Rémy Daudigny and the members of the LSC
laboratory for helping us in the experimental work and capturing the power
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Downwards. In C. Walter, Ç. Koç, and C. Paar, editors, Cryptographic Hardware
and Embedded Systems (CHES) – 2003, volume 2779 of Lectures Notes in Computer
Science, pages 269–280. Springer, 2003.

6. P. Kocher. Timing Attacks on Implementations of Diffie-Hellman, RSA, DSS, and
Others Systems. In N. Koblitz, editor, Advances in Cryptology – Crypto’96, volume
1109 of Lectures Notes in Computer Science, pages 104–113. Springer, 1996.

7. P. Kocher, J. Jaffe, and B. Jun. Differential Power Analysis. In M. Wiener, editor,
Advances in Cryptology – Crypto’99, volume 1666 of Lectures Notes in Computer
Science, pages 388–397. Springer, 1999.

8. M. Matsui. New Block Encryption Algorithm MISTY. In E. Biham, editor, Fast
Software Encryption – 1997, volume 1267 of Lectures Notes in Computer Science,
pages 54–68. Springer, 1997.

9. T. Messerges. Using Second-Order Power Analysis to Attack DPA Resistant soft-
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Abstract. Classical formulae for point additions and point doublings
on elliptic curves differ. This can make a side channel attack possible
on a single ECC point multiplication by using simple power analysis
(SPA) to observe the different times for the component point operations.
Under the usual binary exponentiation algorithm, the deduced presence
or absence of a point addition indicates a 1 or 0 respectively in the secret
key, thus revealing the key in its entirety.
Several authors have produced unified code for these operations in order
to avoid this weakness. Although timing differences are thereby elimi-
nated from this code level, it is shown that SPA attacks may still be
possible on selected single point multiplications if there is sufficient side
channel leakage at lower levels. Here a conditional subtraction in Mont-
gomery modular multiplication (MMM) is assumed to give such leakage,
but other modular multipliers may be equally susceptible to attack.
The techniques are applicable to a single decryption or signature
even under prior blinding of both the input text and the secret key.
This means that one should use a constant time implementation of
MMM even if the secret key is blinded or replaced every time, and
all side channel leakage should be minimised, whatever multiplier is used.

Keywords: Side channel leakage, simple power analysis, SPA, elliptic
curve cryptography, ECC, unified code, Montgomery modular multipli-
cation.

“To ensure that the data carrier consumes the same amount of current
whether the requested operation is authorized or unauthorized, a bit is
stored in the memory in either event.” [Abstract, US Patent 4211919,
“Portable data carrier including a microprocessor”, filed 28 Aug 1978.]

“No one sews a patch of unshrunk cloth on an old garment, for the patch
will pull away from the garment, making the tear worse.” [Matt 9:16, The
Bible (New International Version)]

1 Introduction

Side channel leakage of secret key information from cryptographic devices has
been known publicly for a number of years [1]. In elliptic curve cryptography

M. Joye and J.-J. Quisquater (Eds.): CHES 2004, LNCS 3156, pp. 191–204, 2004.
c© International Association for Cryptologic Research 2004



192 C.D. Walter

(ECC) [9,13], techniques to reduce this leakage include the use of unified code
for point additions and point doublings [3,7,8,12]. When properly implemented,
this should eliminate the ability to distinguish the two operations by timing
measurements on an appropriate side channel such as power variation [10,11].

However, for a point doubling some of the arguments are inevitably repeated
unless extra precautions are taken. This means that doublings might be sep-
arated from additions simply by observing when identical operands, identical
arithmetic computations, or identical results are likely to have occurred1. This
might be done using timing, current or EMR variation [4,5,6,10,11,15]. The gen-
erality of such an attack shows that it may be unwise to attempt to patch up
old (i.e. leaky) hardware using new, leak-resistant software counter-measures.

Here, to make the details concrete and quantifiable, this is considered for a
specific choice of the algorithms and form of side channel leakage, namely: i) point
multiplication using the standard square-and-multiply exponentiation algorithm,
together with ii) the version of unified code presented by Brier and Joye [3]
and their suggested implementation, iii) field multiplication using a version of
Montgomery modular multiplication (MMM) [14] which includes a conditional
subtraction and iv) a cryptographic device in which every such subtraction can
be observed on some side channel or combination of side channels. It is shown
that this association leaks sufficiently for it to be computationally possible to
deduce some keys for standard elliptic curves over the smaller fields even if they
are used just once. The choice of Montgomery, while perhaps not natural for
the EC-DSA prime fields, has the benefit of being very well studied, so that the
required probabilities are known. Almost any other leaky modular multiplier
could be substituted.

One of the standard, recommended, EC-DSA elliptic curves is chosen for
illustration, namely P-192 [2]. Some theoretical analysis shows that there are
some input texts which are weaker than average in terms of the number of
additions which can be positively identified as not being doublings. Increasing
the sample size yields still weaker cases. Experimental results confirm the theory
very strongly, showing indeed that there are even weaker instances where the
secret key can be recovered without significant computational resources.

The discussion overturns several potential misconceptions. First, unified code
on its own is not a panacea against simple power analysis. It protects only one
aspect of the implementation. Secondly, the three standard blinding techniques
helpfully listed by Coron [4] can provide no protection at all gainst some attacks.
And thirdly, modular multiplication can leak sufficient data for a successful at-
tack even when a key is used just once, such as in the Digital Signature Algorithm
(DSA) [2]. Previously, MMM was only known to leak so severely if the same,
unblinded key was used repeatedly.

In conclusion, even with modern leak-resistant algorithms, field multiplica-
tion should clearly be implemented in a time independent manner and, indeed,
1 For example, for both the redundant-operation-enhanced formulae of [7] and the

Hessian form in [8], doubling reveals itself if field squares can be detected. Further,
the Jacobi form in [12] suffers from essentially the same potential weakness as is
explored here for the Weierstraß form in [3], namely repeated evaluation of identical
field products.
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although the case is not detailed here, in a manner which has a low probabil-
ity of emitting enough side channel leakage to distinguish successfully between
identical and non-identical pairs of multiplications.

2 The Unified Point Addition/Doubling Formula of Brier
and Joye

Brier and Joye [3] provide formulae which unify the classical formulae for point
addition and point doubling on the Weierstraß form of an elliptic curve. They
describe a number of cases, including the use of either affine or projective coor-
dinates.

In their point addition formula for affine coordinates, there is no longer a
denominator which becomes zero for point doubling. So a separate formula is not
needed. Although there is still a denominator which may be zero, this special
case is no longer associated with point doubling, but with the sum being the
exceptional point O at infinity. So the formula breaks the previously strong
connection between bit values of the secret key and sub-sequences of arithmetic
operations.

Assume projective coordinates are used for the representation of points P =
(x, y, z) on the Weierstraß form of an elliptic curve

y2z = x3 + axz2 + bz3

where the field characteristic is not 2 or 3. Then, for points Pi = (xi, yi, zi),
1 ≤ i ≤ 3, the point addition P3 = P1+P2 is achieved by Brier and Joye using:

x3 = 2fw
y3 = r(g − 2w)− l2

z3 = 2f3
(1)

where
u1 = x1z2, u2 = x2z1, t = u1 + u2;
s1 = y1z2, s2 = y2z1, m = s1 + s2;
z = z1z2, f = zm, l = mf, g = tl;
r = t2 − u1u2 + az2, w = r2 − g.

(2)

This involves eighteen field multiplications, of which one is by the constant a,
five are in the equations (1) and thirteen in the equations (2). Without loss of
generality, it is assumed that the implementation under attack computes the
coordinates of P3 by taking each of these last equations (2) and calculating the
right sides in the order presented before calculating those for (1).

3 The Point Multiplication Algorithm

We assume point multiplication is done using the standard square-and-multiply
(or double-and-add) exponentiation method of Fig. 1. There are two main prop-
erties of this algorithm which are used here. First, each bit 1 in the key generates
a point doubling followed by a point addition, but a bit 0 in the key generates a
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Input: P, k = (kN−1....k1k0)2 with kN−1 = 1
Output: Q = kP

Q ← P ;
For i ← N−2 downto 0 do
Begin

Q ← 2Q ;
If ki �= 0 then Q ← Q + P ;

End

Fig. 1. Left-to-Right Binary “Double-and-Add” Algorithm.

point doubling which is followed by another point doubling. Hence, it is easy to
translate from a sequence of adds and doubles obtained through a side channel
into a sequence of bits which reveals the secret key. Secondly, the initial input
P is an argument in every point addition. Although this may save some data
manipulation, it occasionally produces the bias in each point addition which is
exploited here. Choosing instead the right-to-left version of binary exponentia-
tion or m-ary exponentiation (m > 2) would probably render the attack here
computationally infeasible.

4 Notation and Montgomery Multiplication

For simplicity, we assume the main side channel leakage is from an implementa-
tion of field multiplication using Montgomery Modular Multiplication (MMM)
[14] in which there is an observable, final, conditional subtraction. However, it
must be emphasised that this choice is only for convenience in evaluating the
probabilities. A similar attack could be mounted against any modular multiplier
exhibiting data-dependent side-channel leakage.

Suppose the elliptic curve is defined over the Galois field GF (P ) = FP
∼=

Z/PZ and elements of this prime field are represented as long integers modulo P

written to base r with digits in lowercase. Thus, for example, A =
∑n−1

i=0 air
i ∈

FP . Suppose R (≥P ) is the upper bound we wish to have on the inputs and
outputs for MMM. Then we assume the version of MMM given in Fig. 2.

Input: A and B such that A, B < R ≤ rn and P prime to r.
Output: C such that C ≡ ABr−n mod P and C < R

C ← 0 ;
For i ← 0 to n-1 do
Begin

qi ← -(c0+aib0)p0
−1 mod r ;

C ← (C+aiB+qiP) div r ;
End ;
{ Invariant: Crn ≡ A×B mod P and ABr−n ≤ C < P+ABr−n}
If C ≥ R then C ← C-P ;

Fig. 2. Montgomery’s Modular Multiplication Algorithm (MMM).
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The invariant after the loop is easy to establish, and, if desired, the digits
qi could be formed into a quotient Q giving the multiple of P which has been
subtracted. The post-condition C < R then holds providing n and R satisfy
the right properties, namely that the maximum possible value for C is less than
R+P , i.e. P+R2r−n ≤ R+P , which is just the stated pre-condition R ≤ rn.
This post-condition enables output from one execution of MMM to be fed into
another instance of it.

The usual values for R to take are rn or P . The former gives a cheap test
in the conditional statement, whereas the latter yields the least non-negative
residue as output. Decreasing R or increasing n reduces the frequency of the
final subtraction and so reduces the leakage from the timing side channel. In
fact, the subtraction ceases to occur if P+R2r−n ≤ R, i.e. if P ≤ R(1−Rr−n)
[18]. As this requires P < R < rn, we would take R as a power of 2 to make the
condition easy to evaluate – say R = 1

2rn – and demand that n be large enough
– say P < 1

4rn. Indeed, this choice for R permits the maximum possible value of
P to give no final subtraction for a given n. Hence, for a given maximum value
of P , it is possible to deduce values for n and R which will always prevent the
final subtraction occurring.

Where side channel attacks are possible, the final, conditional subtraction
should be protected from timing variation by performing the subtraction in all
cases if it can occur at all and then selecting the new or old value of C as
appropriate. Eliminating the need for the final subtraction may lead to less side
channel leakage, but an extra loop iteration may be the result of choosing n
sufficiently large for this to happen.

Because, unlike RSA, the ECC-related equations (2) involve field additions
or subtractions between some field multiplications, here it is most convenient
to take R = P . Then, as noted, the final subtraction will occur occasionally.
Observe from the post-loop invariant that its occurrence is independent of the
order of inputs. So changing the input order is not a counter-measure to any
attack on the final subtraction.

5 The Probability of a Conditional Subtraction

To estimate the probability of the extra subtraction of P in MMM, observe
that P is large and so one can switch from discrete to continuous methods.
For all practical purposes, inputs to MMM are uniformly distributed modulo
P . Thus, if the random variable X represents a typical input to MMM, its
probability density function f is given by f(x) = P−1 on the interval [0, P ],
and f(x) = 0 otherwise. Furthermore, outputs are also effectively uniformly
distributed modulo P . So the probability of the extra subtraction for random
inputs can be deduced from the invariant formula after the loop in MMM [18].
Derivations of this probability are given in [16,17,19] for various contexts2. In
the case of squaring X, the probability is pS = prob(X2r−n+Z > P ) where Z
is uniform on [0, P ]. Hence
2 Taking R equal to a power of 2 leads to some interesting non-uniform distributions

which are illustrated graphically in [17].
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pS =
∫ P

0
P−1f(x)x2r−n dx = 1

3 Pr−n (3)

In the case of multiplying two independent, random residues X and Y , the
probability of the conditional subtraction is pM = prob(XY r−n+Z > P ) for
equi-distributed Z, namely

pM =
∫ P

0

∫ P

0
P−1f(x)f(y)xyr−n dy dx = 1

4 Pr−n (4)

However, for the standard exponentiation algorithm of Fig. 1, the point doublings
require field multiplications by a fixed constant, namely a coordinate of the
initial (plaintext) point P. If pC is the probability of the final subtraction when
multiplying a random input X by a constant C, then pC = prob(CXr−n+Z>P )
so that

pC =
∫ P

0
P−1f(x)Cxr−n dx = 1

2 Cr−n (5)

The different coefficients of r−n in these three equations enable the different
operations to be distinguished by their subtraction frequencies when a number
of exponentiations occur with the same secret key k [19,16]. Here cases will be
selected where C has the most extreme values in order to force final subtraction
behaviour that proves two products have different inputs.

6 Side Channel Leakage

In addition to the assumptions about the algorithms used, in this instance of
the attack, it is supposed that every occurrence of the conditional subtraction
in MMM can be observed. With good monitoring equipment and a lack of other
hardware counter-measures, successive data loading cycles can be observed and
hence the operations timed, thereby enabling the occurrences to be deduced.

Previous authors have described in detail how timing and power attacks can
be performed [10,11,5,15,6]. In fact, all we require here is a reasonable probabil-
ity of determining whether or not two given instances of modular multiplication
have the same pair of inputs. This might be done equally well by power or EMR
analysis rather than by timing – the power consumption curves may be suffi-
ciently characteristic of the inputs for this to be possible [20]. Furthermore, this
property of distinguishability may occur for any modular multiplier, implying
that the attack described here is not restricted only to Montgomery multipliers.

7 Distinguishing Doublings from Additions

To provide outline theoretical justification for the later experimental results, in
this section a particular single signing or decryption is selected from a randomly
generated set of samples. This selection has properties which increase the number
of point operations that can be definitely determined as additions or doublings
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from knowledge of the conditional subtractions. Consequently, for this choice
there is a reduction in the computational effort to traverse the space of possible
keys and recover the key used.

Brier and Joye [3] provide an algorithm for computing P3 = P1+P2 by im-
posing a suitable ordering on equations (2). In the case of the point doubling
operation with P1 = P2 = (x, y, z), the arithmetic of (2) specialises to:

u ← x ∗ z; u ← x ∗ z; t ← u + u;
s ← y ∗ z; s ← y ∗ z; m ← s + s;
z ← z ∗ z; f ← z ∗ m; l ← m ∗ f ; g ← t ∗ l;
r ← t2 − u2 + a ∗ z2; w ← r2 − g;

(6)

Here the first two applications of MMM are identical, as are the second two. So
both pairs exhibit identical behaviour with respect to the occurrence of the final
conditional subtraction. It is the repeated or different behaviour within the pairs
which creates the handle for an attack. If the recorded behaviour is different at
these points, the curve operation must be a point addition.

From a sample of signatures or decryptions, the attacker starts by selecting
the case which has the smallest number of undetermined operations. The initial,
näive way to do this is just to count the total number of operations, and subtract
the number of those for which the computations of either u1 and s1, or u2 and
s2, or both, involve differences regarding the final subtraction.

Point additions involve the initial input P = P1 = (x1, y1, z1) where the
natural variation in random (or randomized) coordinates means that occasionally
x1 and y1 will both be small (i.e. close to 0) and z1 will be large (i.e. close to P ).
By equation (5), this means the computations of u1 and s1 in (2) will be less likely
than average to include the additional subtraction, while the computations of u2
and s2 will be more likely than average to include the additional subtraction. For
such initial P, this enhances the likelihood of different behaviour with respect
to subtractions in these pairs of multiplications, thus increasing the number of
point operations which can be definitely determined to be additions rather than
doublings.

Such a point is used below to develop some theory3. But, in fact, with the
selection criterion above and others developed later, the attacker is actually likely
to choose a case which is much more amenable to an attack than that where P
has such extreme coordinates.

Suppose the sample size is 512. This is a reasonably practical number of
samples to obtain. In one eighth of cases, x1 will lie in the interval [0, 1

8P ] and
have an average value of 1

16P . So, from 512 = 83 cases we can expect one instance
where the initial input is

3 A case with small x1, small y1 and large z1 is almost always obtained by choosing
the side channel trace which maximises the average number σ of differences per
operation:

σ =

∑
op{δop(u1, u2)+δop(s1, s2)}

#operations

where δop(x1, x2) is 1 or 0 depending on whether or not the products x1 and x2 differ
with respect to the occurrence of a final subtraction in operation op of a complete
point multiplication.
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P0 ≈ ( 1
16P, 1

16P, 15
16P ) (7)

P0 is always an input, say P1, to each point addition. It is constant over the set
of all point additions of the associated signing or decryption. The other input,
P2, for these point additions is, for all practical purposes, a point with random
coordinates. Hence (5) is the formula to apply.

For each of the example EC-DSA curves [2] over a field of odd characteristic
P , the field order is a generalized Mersenne prime. For example, P-192 uses
P = 2192−264−1. Consequently, P is very close to a large power of 2 and, in
MMM, rn will certainly be taken equal to that power of 2 (except perhaps for
P-521). So rn = 2192 for P-192. Therefore, the ratio Pr−n will be essentially 1
for most EC-DSA curves used in practice.

Using P0 and this value for Pr−n in (5), u1 ← x1×z2 incurs a final sub-
traction with probability approximately psmall = 1

32 , and the same holds for the
computation of s1. Similarly, u2 ← x2×z1 incurs a final subtraction with proba-
bility approximately plarge = 15

32 , and the same holds for the computation of s2.
As the different inputs are independent, the probability pdiff of u1 incurring a
subtraction but not u2, or vice versa, is

pdiff = psmall×plarge + psmall×plarge = 241
512 ≈ 1

2

There is the same probability of distinguishing between s1 and s2 in this way.
As the outputs from the loop of MMM are uniformly distributed over an

interval of length P , the subtractions for the four products are all independent
of each other even though some share a common input. So the probability padd

of proving that a point addition occurs as a result of observing differences in
subtractions for at least one of the pairs is4

padd = (pdiff )2 = 188703
262144 ≈ 3

4 (8)

In a similar way, one can obtain the probabilities pA00, pA02, pA20 and pA22
of a point addition displaying, respectively, no subtractions, no subtractions for
two multiplications then two subtractions, two subtractions then no subtrac-
tions, and four subtractions. These are the cases where the subtractions leave it
ambiguous as to whether the operation is a point addition or a point doubling.
For the fixed input P0 given in (7) and a random input P2,

pA00 = psmall×plarge × psmall×plarge = 277729
1048576

pA02 = psmall×plarge × psmall×plarge = 7905
1048576

pA20 = psmall×plarge × psmall×plarge = 7905
1048576

pA22 = psmall×plarge × psmall×plarge = 225
1048576

(9)

In the case of a (random) doubling, the field multiplications of interest have two
independent random inputs and so, by (4), the corresponding probabilities are:
4 The accuracy here and later is absurd, but it should enable readers to understand

and check the calculations more easily.
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pD00 = pM × pM = 9
16

pD02 = pM × pM = 3
16

pD20 = pM × pM = 3
16

pD22 = pM × pM = 1
16

(10)

These last probabilities sum to 1 because it is not possible for the multiplications
within a pair to behave differently.

By (8), about three quarters of the additions are determined immediately.
On average, this leaves about 263

4 additions unrecognised for P-192 (30 if the
sample size is reduced to only 64). In fact, simulations below in Table 2 show
that the attacker, with a better selection criterion, has a mere 191

4 additions
unrecognised for the same sample size of 512.

For undetermined cases, the number of final subtractions can still be used to
make a probabilistic decision between an add or a double. Suppose an operation
is known to be a point addition with probability πA and a point doubling with
probability πD = πA, and the subtractions do not distinguish the operation as
an addition. Using the same notation as above for counting subtractions, the
probabilities of a point addition in the various cases can be deduced from (9)
and (10) as:

padd|00 = πA
277729
293764

πA
277729
293764 + πD

9
16
≈ πA

πA + πD
9
16

padd|02 = padd|20 = πA
7905

293764
πA

7905
293764 + πD

3
16
≈ 0

padd|22 = πA
225

293764
πA

225
293764 + πD

1
16
≈ 0

(11)

Consequently, no subtractions are most likely in such a situation, and the bias
to one or other depends on the context, such as neighbouring operations, which
might influence the value of πA. In the unlikely event of two or four subtractions,
the attacker would be unfortunate if more than one or two such operations were
not doublings: on average he expects only 263

4× 7905+7905+225
277729+7905+7905+225 ≈ 3

2 such
operations for P-192.

8 Reconstructing the Secret Key

This section covers both the deduction of unclear key bits from the overall struc-
ture of the point operations, and a search of the subspace of keys which are
consistent with that structure and with previously determined operations.

Again, for this section, numerical examples apply to the standard P-192 curve
defined in FIPS 186-2 [2] for EC-DSA. This has the advantage of a short key
length. The methods apply in exactly the same way to other curves, but it will
become evident that larger fields require more computational effort.

From Fig. 1, the structure of point operations during signing or decryption
can be viewed as a string S over the alphabet {A, D} in which the first character
of S is ‘D’ (a double), each ‘A’ (an add) is preceded by a ‘D’, and there are a
known, fixed number of occurrences of ‘D’, namely N−1 where N is the number
of bits in the key k. On average, there will be 1

2 (N−1) ‘A’s, but for each case
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this can be established exactly by taking the total number of operations (the
length of S) and subtracting the number of doublings.

By (8), a substantial number of the ‘A’s are known. Each known ‘A’ deter-
mines its neighbours as ‘D’ on either side (see Table 1). Some occurrences of
‘D’ are determined by two ‘A’s. The probability of this for an interior ‘D’ is
( 1
2padd)2. Neglecting differences caused by end conditions (such as the last ‘A’

is, or is not, followed by a ‘D’ and the initial ‘D’ is known), the total number of
determined operations is, on average, about

3
2 (N−1)padd − (N−2)( 1

2padd)2 (12)

For the on-going P-192 example, about 683
4 additions are determined from

the subtractions and so, by (12), around 181.6 operations in total. This leaves
about 263

4 ‘A’s to allocate among approximately 286.5−181.6 = 104.9 unknown
positions – approximately

(104.9
26.75

) ≈ 282 choices. However, these choices cannot
be made freely.

Two thirds of the string S is accurately determined as above. This leaves
a number of short substrings to be guessed. These are restricted to patterns
which do not have consecutive ‘A’s. For our parameter choices, the number of
these substrings decreases exponentially with their length. So, most frequently,
the unknown substrings are of length 1. They can be either ‘A’ or ‘D’. Each
possibility can occur. However, substrings of length 2 are constrained to ‘AD’,
‘DA’ or ‘DD’, and those of length 3 to only ‘ADA’, ‘ADD’, ‘DAD’, ‘DDA’
or ‘DDD’. So only 3

4 of choices are possible for length 2 substrings, only 5
8 for

length 3, and one half or less for longer substrings. (The numerators go up in a
Fibonacci sequence: 2, 3, 5, 8, 13,...; and the denominators in powers of two.)

In the P-192 example, about 7 substrings of length 2 occur, 4 of length 3,
and 7 of longer lengths. So fewer than (3

4 )7( 5
8 )4( 1

2 )7 of the 282 choices, and, more
precisely, only roughly one in 215.6, satisfies the constraint of preceding each ‘A’
by a ‘D’ (see Table 2). The search space is therefore reduced to under 267.

In allocating the ‘A’s, we can also note that ‘D’ is much more likely in some
cases, and ‘A’ perhaps in others. For example, by (10), 7

16 of doubles will exhibit
2 or 4 subtractions, but, by (11), very few operations with this behaviour could
be additions. In the example, about 7

16 (191−(2×68 3
4−24.6)) ≈ 34 doubles can

be so identified with high probability and on average it is only necessary to try
up to 2 of them as doubles. Thus, in estimating the computational effort, the( 104
26.75

)
can be replaced by

(34
2

)( 70
24.75

) ≈ 271. With the substring constraints, this
now reduces the search space to below 256.

Suppose each key in the search space is checked by applying it once in a point
multiplication – some 286.5 point operations, each containing 18 field multiplica-
tions. With 32-bit arithmetic, MMM requires 6×(1+6×2) = 78 native machine
multiplications. Thus, about 219 muls are required per key, giving a time com-
plexity of O(275) machine multiplications to break one member of the sample of
512 P-192 signings/decryptions. This is probably not yet computationally feasi-
bility at O(218) Pentium r© IV years, although it could be distributed easily over
a number of machines. However, ...
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Table 1. Example Deductions of Operation Types

Key 1 1 1 1 1 1 1 100 100 100 100 1 1 100 1 1 1 1 10 1 10 1 1 1 1 1 1
Pt Opn DADADADADADADADDDADDDADDDADDDADADADDDADADADADADDADADDADADADADADA

u1 subn 0101100000010101000011001100010101010001010000001000101000001100
u2 subn 0100100101000001010011001000000100010000000000000000111000011101
s1 subn 0000101111000010001110010100001111000000100011000100001000100000
s2 subn 0100101011010110001110010100011010000101100111001110011000110001

Diffnce Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y Y
Known YYYYY*YYYYYYYYY*YYY*****YYY*YYYYYYY*YYYYYYYYY**YYYYYYYY***YYY*YY

9 Worked Examples

This section provides more detail for a typical P-192 attack and assesses the
impact of changing various parameters. In particular, the attacker invariably
chooses very much better examples than those of the previous section, showing
that the attack is, in fact, already feasible. Sequences of conditional subtractions
were simulated using equations (3)–(5) and continuous mathematics on randomly
generated keys k and inputs P . Different sized samples were generated and one
member selected to:

minimize the number of point operations which were not distinguishable
as additions by virtue of the conditional subtractions, nor distinguishable
as doublings by adjacency to a known addition.

Table 1 shows the initial few bits, point operations, conditional subtractions
and deductions for a typical example selected using this criterion. There is one
column for each point add (A) or double (D). The penultimate row records differ-
ences (marked Y) within the first or the second pair of subtractions. These are
all adds and the final row extends this to include the doubles on either side of a
known add. The attacker computes this for each signature, and chooses the one
with the fewest unknowns (marked *) in the last line.

Table 2 shows how the average number of undetermined operations in the
selected sequence varies according to the sample size from which it is taken.
The most significant benefit from larger samples is the decrease in the total
number of indeterminate operations. The undetermined point additions, α in
number, must be chosen from the undetermined operations, τ in number. The
number of such combinations is given lower in the table. The longer substrings
of unknown operations have more pattern restrictions. The average factor by
which this cuts the search space is given in the penultimate line, and the last
line presents the resultant overall order of the search space. The computational
effort is this multiplied by the work involved in verifying a single key.

The figures make it clear that the criterion just given for selecting the side
channel trace is hugely more powerful than if an extremal initial point P were
used. For the sample size of 512, there is a reduction in workload by a factor
of 238. This means that the computational effort is reduced to O(236.6) native
multiplications, i.e. about a minute on a Pentium IV processor running at 232



202 C.D. Walter

Table 2. Average Numbers of Operations in the selected Point Multiplication.

P-192 Sample Size 32 64 128 256 512 1024

Total Ops 292.5 293.7 294.8 295.9 296.9 297.9
Unknown Ops (τ) 54.4 49.2 44.4 40.0 36.2 32.7
Unknown Adds (α) 22.4 21.4 20.4 19.9 19.2 18.7
Unknown 1-strings 11.2 11.5 11.7 11.7 11.9 12.2
Unknown 2-strings 7.1 7.1 7.1 7.2 7.2 7.0
Unknown 3-strings 4.6 4.5 4.5 4.5 4.4 4.1
Unknown 4-strings 3.0 2.9 2.8 2.7 2.6 2.6
Unknown 5-strings 1.9 1.8 1.8 1.7 1.6 1.4
Longer unknown strings 3.5 3.1 2.8 2.6 2.4 2.4
Combinations

(
τ
α

)
250 245.5 241.1 237.0 233.2 229.4

Substring restrictions 219 218 217 216.2 215.6 215.0

Search Space Order 231 227.5 224.1 220.8 217.6 214.4

Table 3. Search Space Sizes for Different Key Lengths (Sample of 512).

Key Length 192 224 256 384 521

Total Ops 296.9 345.7 394.2 588.4 795.7
Unknown Ops (τ) 36.2 45.9 55.7 96.3 141.6
Unknown Adds (α) 19.2 23.0 26.6 41.5 57.9

Combinations
(

τ
α

)
233.2 242.8 252.4 291.4 2134.3

Substring restrictions 215.6 218.8 222.0 235.4 250.1

Search Space Order 217.6 224.0 230.4 256.0 284.2

cycles per second. This is certainly feasible for any back street attacker with
access to suitable monitoring equipment, not just for government organisations.
Indeed, less than a week of computing reveals 1 in 32 keys.

The table also shows that twice as many keys can be extracted from a given
sample for about 10 times the effort – the easiest keys are found first, after which
they become steadily more difficult to find.

Finally, in Table 3 a comparison is made of the search spaces for the other rec-
ommended EC-DSA curve sizes5. It would appear that it is still computationally
feasible to attack some keys over fields as large as that of P-256.

5 Here Pr−n is assumed to be essentially 1. However, 521-bit numbers cannot be
partitioned into words of equal length without loss. So, for P-521, Pr−n may not be
close to 1. This would result in many fewer final subtractions and so more unknown
operations than tabulated.
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10 Conclusion

The clear conclusion is that, on its own, unified code for point operations pro-
vides insufficient security in some standard implementations of ECC which em-
ploy arithmetic hardware that is subject to side channel leakage. In particular,
we demonstrated the feasibility of attacking hardware that uses a time-varying
implementation of Montgomery modular multiplication with the Brier-Joye for-
mulae for point addition [3].

Several easy counter-measures would defeat the attack. For example, it should
be possible to re-code the point evaluation to avoid repeated field operations
when a doubling occurs. The formulae of [7] and [8] avoid the problem, but have
field squares precisely when a doubling occurs – leaky hardware might still reveal
this. Alternatively, picking any other exponentiation algorithm than the standard
binary one may reduce or entirely eliminate the bias given in some decryptions
as a result of re-using an extremal input in every point addition. Thus, using
m-ary exponentiation with m > 2 would reduce the frequency of weak cases as
well as introducing ambiguities about which point addition is being performed.
Certainly, using a more leak-resistant multiplier would improve matters.

However, the three standard counter-measures listed by Coron [4] are insuf-
ficient here; they may make no difference or even make the attack more feasible.
Key blinding only helps if more than one decryption is required for key recovery.
Only one decryption was used here, but if side channel leakage is weak then
several decryptions with the same key could help to distinguish additions from
doublings with enough certainty for it to be computationally feasible to search
the key space. So this counter-measure might ameliorate the situation, although
not solve it. Message blinding only helps against chosen ciphertext attacks, but
that was not required here. Indeed, the third counter-measure of randomizing the
input point coordinates may help the attack to succeed by guaranteeing a uni-
form distribution of coordinate values which will contain the necessary examples
of attackable extremal points.

Previously it was uncertain that time variation was a serious threat except
when unblinded keys were used at least several hundred times in an embedded
cryptographic device [19]. Now it is clear that constant time modular multipli-
cation is essential for security even when secret keys are always blinded.
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Koç, D. Naccache & C. Paar (editors), LNCS 2162, Springer-Verlag, 2001, pp.
391–401.

13. V. Miller, Use of Elliptic Curves in Cryptography, Advances in Cryptology –
Crypto ’85, H. C. Williams (editor), LNCS 218, Springer-Verlag, 1986, pp. 417–
426.

14. P. L. Montgomery, Modular Multiplication without Trial Division, Mathematics of
Computation 44, no. 170, 1985, pp. 519–521.

15. J.-J. Quisquater & D. Samyde, ElectroMagnetic Analysis (EMA): Measures and
Counter-Measures for Smart Cards, Smart Card Programming and Security (Proc.
e-Smart 2001), I. Attali & T. Jensen (editors), LNCS 2140, Springer-Verlag, 2001,
pp. 200–210.

16. W. Schindler, A Combined Timing and Power Attack, Public Key Cryptography
(Proc. PKC 2002), P. Paillier & D. Naccache (editors), LNCS 2274, Springer-
Verlag, 2002, pp. 263–279.

17. W. Schindler & C. D. Walter, More detail for a Combined Timing and Power
Attack against Implementations of RSA, Cryptography and Coding, K.G. Paterson
(editor), LNCS 2898, Springer-Verlag, 2003, pp. 245–263.

18. C. D. Walter, Precise Bounds for Montgomery Modular Multiplication and Some
Potentially Insecure RSA Moduli, Topics in Cryptology – CT-RSA 2002, B. Preneel
(editor), LNCS 2271, Springer-Verlag, 2002, pp. 30–39.

19. C. D. Walter & S. Thompson, Distinguishing Exponent Digits by Observing Mod-
ular Subtractions, Topics in Cryptology – CT-RSA 2001, D. Naccache (editor),
LNCS 2020, Springer-Verlag, 2001, pp. 192–207.

20. C. D. Walter, Sliding Windows succumbs to Big Mac Attack, Cryptographic Hard-
ware and Embedded Systems – CHES 2001, Ç. Koç, D. Naccache & C. Paar
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Abstract. Differential Power Analysis (DPA) has turned out to be an
efficient method to attack the implementations of cryptographic algo-
rithms and has been well studied for ciphers that incorporate a nonlinear
substitution box as e.g. in DES. Other product ciphers and message au-
thentication codes are based on the mixing of different algebraic groups
and do not use look-up tables. Among these are IDEA, the AES final-
ist RC6 and HMAC-constructions such as HMAC-SHA-1 and HMAC-
RIPEMD-160. These algorithms restrict the use of the selection function
to the Hamming weight and Hamming distance of intermediate data as
the addresses used do not depend on cryptographic keys. Because of the
linearity of the primitive operations secondary DPA signals arise. This ar-
ticle gives a deeper analysis of the characteristics of DPA results obtained
on the basic group operations XOR, addition modulo 2n and modular
multiplication using multi-bit selection functions. The results shown are
based both on simulation and experimental data. Experimental results
are included for an AVR ATM163 microcontroller which demonstrate
the application of DPA to an IDEA implementation.

Keywords: DPA, Boolean and arithmetic operations, IDEA, RC6,
HMAC-construction.

1 Introduction

Since 1998 ([2]) it is known that Simple Power Analysis (SPA) and Differential
Power Analysis (DPA) can be applied to extract cryptographic keys by measur-
ing the power dissipation of the cryptographic module during the processing.
Early investigations on SPA/DPA against symmetric ciphers have been done on
the DES Feistel scheme. For the AES candidates the key whitening process was
studied using bitwise key hypotheses ([1]). Algorithms that are based on the
mixing of different algebraic groups as IDEA and RC6 are theoretically treated
in [1] and [6], but not deeply studied in practice, yet.

Software countermeasures to secure cryptographic algorithms with arithmetic
and boolean operations turn out to be costly for the conversion algorithm from

M. Joye and J.-J. Quisquater (Eds.): CHES 2004, LNCS 3156, pp. 205–219, 2004.
c© International Association for Cryptologic Research 2004



206 K. Lemke, K. Schramm, and C. Paar

arithmetic to boolean masking ([9], [10]). In constrained environments these
performance costs might not be acceptable for iterated product ciphers, so DPA
remains an issue.

This paper aims to give a deeper analysis of DPA scenarios against product
ciphers based on arithmetic and boolean operations. Therefore, the expected
DPA signals are studied for primitive operations as XOR, addition modulo 2n

and modular multiplication using multi-bit selection functions. For these algo-
rithms, multi-bit selection functions offer an improved trade-off between the
number of key hypotheses and the number of DPA calculations regarding to
single-bit selection functions. Moreover, the use of single-bit selection functions
can require detailed information on the implementation ([1]), which is not as
critical for multi-bit selection functions.

Experimental results are given using an implementation of IDEA on an
ATM163 micro-controller which is based on the Harvard architecture. To the
knowledge of the authors, detailed DPA methods against IDEA and related al-
gorithms as well as concrete results have not previously been published, though
it is generally agreed that DPA should be successful.

2 Differential Power Analysis

Differential Power Analysis (DPA) was first introduced by Kocher et al.([2]) and
turned out to be a very efficient side channel attack that makes use of a statis-
tical analysis of the power consumption during the execution of a cryptographic
algorithm. DPA needs the knowledge of either the plaintext or the ciphertext as
a pre-condition.

Power Analysis exploits the dependency of the power consumed by the hard-
ware on the value of intermediate data and addresses used. The attacker knows
or assumes a model for this dependency. Two types of leakage have been con-
firmed which are caused by the Hamming weight and by the Hamming distance
of data ([4], [3]). The Hamming weight model is applied best if a pre-charged bus
is used. The Hamming distance model considers the dynamic dissipation due to
the number of gates that change the state during a transition.

The choice of the key hypotheses and the selection functions depends on the
cryptographic algorithm and the implementation to be attacked. In case of DES
and AES the preferred selection functions focus on S-box look-ups. Both the
address of the S-box table look-up (which is the S-box input), if implemented in
software, and the S-box output can leak information. In case of DES, a selection
function targeting one S-box access makes use of 6-bit key hypotheses. In case
of the AES there are 8-bit key hypotheses. The selection function can be set up
on 1-bit or on multiple-bits of intermediate data.

DPA identifies the correct key value by statistical methods for hypothesis
testing. An attacker does not need to know details of the implementation as
DPA points itself to the relevant points in time. Suitable tests are the ’Distance-
of -Means’ test, the student’s T-Test and the correlation method ([5]).

Algorithms that do not incorporate small S-box tables and use algebraic
functions restrict the use of the selection function to the Hamming weight and
Hamming distance of intermediate data, since the addresses used do not depend
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on cryptographic key material. Whereas S-box tables are sufficiently non-linear
and have uniform distributions of output values for all key values, this is in
general not the case for algebraic constructions. Due to their linearity, secondary
DPA peaks occur at related but wrong key hypotheses.

Difficulties evolve if the Hamming distance corresponding to transition counts
is the dominant source for power leakage. In this case the selection function
should be adapted to the implementation and eventually even restricted to a
certain time frame. In case of microcontrollers based on the von-Neumann ar-
chitecture (shared data/address bus), the Hamming distance to an additional
unknown reference variable might be incorporated for the optimisation of DPA
results ([8]). In case of an Harvard architecture, the correlation signals depend on
the concrete sequence of instructions and registers used by the implementation.

3 DPA Correlation Signals Using n-Bit Sized Basic
Operations

Each operation that is considered below is carried out between a known n-bit
variable X and a secret n-bit variable K. As the assumption for DPA, X is
known and follows the uniform distribution while K is a secret, constant value.

K and X can be represented as the concatenation of k-bit (k ≤ n) blocks:
K = Kn/k−1|Kn/k−2|...|K1|K0 and accordingly X = Xn/k−1|Xn/k−2|...|X1|X0.
A common choice is k = 8. We define:

Kj = (K mod 2(j+1)∗k) div(2j∗k) (1)

Xj = (X mod 2(j+1)∗k) div(2j∗k) (2)

where j ∈ {0, ..., n/k − 1}. In the following, the index j is the block number of
a n-bit sized variable.

The key hypotheses are set up on each value of Kj . There are 2k key hy-
potheses Hji, namely for each j

Hji is {Kj = i} (3)

where i ∈ {0, ..., 2k − 1}. From now on, the index i is the key hypothesis for a
certain value Kj .

The selection function is defined by the Hamming weight W of an interme-
diate k-bit-wise result f(X, j, i). f(X, j, i) can be a primitive operation Xj ∗ i,
wherein ∗ marks the actual operation used.

d(X, j, i) = W (f(X, j, i))−W (f(X, j, i)) (4)

W (f(X, j, i)) is the mean value of the Hamming weight for the function f(X, j, i)
using a summation of all possible input values X. Group operations that are
bijective and show a uniform distribution of the resulting values lead to the
mean W (f(X, j, i)) = k/2.
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If the power leakage is dominated by the Hamming distance the selection
function is modified to

d(X, j, i) = W (Zj ⊕ (f(X, j, i)))−W (f(X, j, i)) (5)

where Zj is an additional data item (which can be either constant or random,
known or secret) that is in conjunction with the predecessor or successor, the
secret intermediate value to be attacked. If Zj is zero, the Hamming weight model
is revealed as a special case of the Hamming distance model. The application of
the Hamming weight model can lead to erroneous results, e.g. if ∗ is the XOR
operation and Zj is a constant nonzero value, DPA will point to (Zj ⊕Kj) as
the correct key value. Note, that in the case where Zj is a random secret value,
(first order) DPA will fail. Generally, the Hamming distance model requires a
more detailed analysis of the implementation than the Hamming weight model.

If the selection function d(X, j, i) is zero for certain values of X, these single
measurements are neglected for DPA; otherwise they are weighted according to
the result of the selection function. This multi-bit approach is different to [3]
who suggested to use only measurements with the extreme results of d(X, j, i),
namely k/2 and −k/2, which, however, results in highly increased measurement
costs. Using our method, only

(
k

k/2

)
single measurements are discarded.

DPA tests for significant statistical power differences between the distribu-
tions of single measurements with positive and negative values of d(X, j, i). Ac-
cording to [3] we assume that the data dependent power difference ΔP (X, t) =
P (X, t)−P (X, t) is proportional to the Hamming weight of processed data. This
power difference ΔP (X, t) is the signal to be detected.

The DPA results presented here were produced by using the correlation
method as follows:

c(t, j, i) =
∑

m d(Xm, j, i) ΔP (Xm, t)√∑
m d(Xm, j, i)2

√∑
m ΔP (Xm, t)2

(6)

The number m runs through all single measurements. The correlation coefficient
c(t, j, i) will be near zero if the selection function d(X, j, i) and ΔP (X, t) are
uncorrelated. In case of a strong correlation c(t, j, i) approaches 1 or −1 at some
points in time.

The following subsections exclusively deal with the generally applicable as-
sumption of the Hamming weight model. The selection functions are to be mod-
ified if the Hamming distance is the major source of correlation signals.

3.1 Boolean Operation XOR

XOR is the most important boolean operation that is used in cryptographic
algorithms. The selection function used is

d(X, j, i) = W (Xj ⊕ i)− k/2
The correlation coefficient between d(X, j, i) and the power consumption

ΔP (X, t) reaches the maximum if i equals Kj and the minimum if i is ¬Kj .
The absolute value of the correlation coefficient for both cases is the same. If the
power consumption increases with the Hamming weight (which is the normal
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case), the correct key hypothesis has a positive correlation coefficient; otherwise
the correlation coefficient is negative. If the attacker does not know the sign of
the linear dependency, a small brute-force analysis has to be applied. Besides
the correct value and its bitwise inverted value, less significant correlation coef-
ficients occur at other key hypotheses that differ only by 1-3 bits regarding the
correct key hypothesis or the bitwise inverted key hypothesis. Key hypotheses
that differ by 4 bits are uncorrelated. The number of key hypotheses that differ
by m bits regarding a certain correct key hypothesis is given by

(
k
m

)
.
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Fig. 1. Correlation coefficient (y-axis) versus all key hypotheses (x-axis) for a XOR
operation in case the key hypothesis 68 (0x44) is correct. The results were obtained
using simulation data.

Other binary operations such as OR, AND, NOR, NAND, do not form a
group operation on the set Zn. A corresponding k-bit selection function leads to
the fact that W (f(X, j, i)) is dependent on the key hypothesis as the number of
single measurements that yield a certain Hamming weight is determined by the
number of bits set to 1.

3.2 Addition Modulo 2n

Addition and XOR operation are related primitive operations with the difference
that the carry propagates between the bit positions.

The selection function uses the addition modulo 2n which is denoted by the
symbol �. For the case j = 0 the selection function is

d(X, 0, i) = W (X0 � i)− k/2.
In case of j > 0 the carry of all previous additions has to be incorporated as

C(X0, K0, ..., Xj−1, Kj−1) ∈ {0, 1}. This results in
d(X, j, i) = W (Xj � i � C(X0, K0, ..., Xj−1, Kj−1))− k/2

In contrast to boolean operations there is a preferred direction for DPA
starting from the least significant block j = 0 to incorporate the carry. The
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Fig. 2. Correlation coefficient versus all key hypotheses in case of an Addition mod-
ulo 2n with the correct key hypothesis 68 (0x44). The results were obtained using
simulation data.

correlation coefficient between d(X, j, i) and the power consumption ΔP (X, t)
reaches the maximum if i equals Kj .

Besides the correct value less significant correlation coefficients occur at
related hypotheses. The ranking of these hypotheses is {Kj , Kj ± 2k−1, Kj ±
2k−2, ...} and can be explained by the carry propagation. The result of the se-
lection function using Kj ± 2k−1 differs for all possible values of Xj only by
1-bit with respect to the correct Hamming weight assuming that not all more
significant bits of K are set to 1. The two hypotheses Kj ± 2k−2 lead for 2k/2
values to a 1-bit difference, for 2k/4 values to a zero-bit difference, but for 2k/4
values the Hamming weight differs by 2-bits. If the hypotheses differ only at
the least significant bit position with respect to the correct key value, the carry
propagation leads to a maximal mismatch of the prediction at the transition
values 0 and 2k − 1.

3.3 Modular Multiplication

The set Z
∗
n = {a ∈ Zn|gcd(a, n) = 1} forms a group with the operation multi-

plication modulo n, whereas the set Zn is not a group.
For IDEA a modified multiplication modulo n = 216 + 1 is relevant which is

denoted by !. The number of key hypotheses (216) for DPA is computationally
costly, but still feasible using standard equipment. This algebraic operation can
be interpreted as a large S-box though it is not implemented as a look-up table.
The selection function is

d(X, j, i) = W ((X ! i)j)− k/2.
The simulation results in Figure 3 show that some signals occur at related

hypotheses. We observed related hypotheses which are given by four sequences
K1,m,K2,m, K3,m and K4,m (m ∈ {0, 1, 2, 3, ...}), namely
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1. K1,m = 2mK mod n,
2. K2,m = 2m(n−K) mod n,
3. the following recursive sequence of divisors starting with K3,0 = K:

if K3,m is even, then K3,m+1 = K3,m

2 ;
otherwise, K3,m+1 = (n−K3,m)

2 .
4. K4,m = (n−K3,m)
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Fig. 3. Correlation coefficient versus all key hypotheses in case the key hypothesis
18737 (0x4931) is correct. The results were obtained using simulation data. The selec-
tion function used was at the most significant byte (upper picture) and at the least
significant byte (lower picture).

To give an example regarding Figure 3: let the correct key value be 0x4931.
Then the related key hypotheses are

1. K1 = {0x4931, 0x9262, 0x24C3, 0x4986, 0x930C,... }
2. K2 = {0xB6D0, 0x6D9F, 0xDB3E, 0xB67B, 0x6CF5,... }
3. K3 = {0x4931, 0x5B68, 0x2DB4, 0x16DA, 0x0B6D,... }
4. K4 = {0xB6D0, 0xA499, 0xD24D, 0xE927, 0xF494,... }

In case of an 8-bit hardware architecture, both the least significant byte and
the most significant byte of the intermediate result can be used for DPA. The
correct key value is more highlighted at the least significant byte of the selection
function.
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As the number of key hypotheses is increased to 216, DPA against an unknown
implementation of IDEA’s modified multiplication is much more time-consuming
compared to DES or AES. A two-stage approach is desirable that first localizes
the relevant points in time and afterwards applies DPA using all key hypotheses.
The selection function at the most significant byte can be used for this purpose.
For instance, a test based on all hypotheses showed that more than 99,9 % of
them are detected at the first stage DPA step using 214 key hypotheses. For this
test we assumed that secondary correlation signals can be detected for m < 5
for all four sequences. Further improvements are likely to succeed.

4 Application to IDEA, RC6, and the
HMAC-Construction

4.1 IDEA

IDEA uses three 16-bit group operations as there are XOR (⊕), addi-
tion modulo 216 (�) and the multiplication modulo 216 + 1 (!) which treats
the all-zero subblock as 216 ([11], [16]). The IDEA encryption is reprinted below.

for r:=0 to 8 {
X1 = X1 !K

(r)
1 ; X4 = X4 !K

(r)
4 ; X2 = X2 � K

(r)
2 ; X3 = X3 � K

(r)
3 ;

t0 = K
(r)
5 ! (X1 ⊕X3);

t1 = K
(r)
6 ! (t0 � (X2 ⊕X4));

t2 = t0 � t1;
X1 = X1 ⊕ t1; X4 = X4 ⊕ t2; a = X2 ⊕ t2; X2 = X3 ⊕ t1; X3 = a;

}
Y1 = X1 !K

(9)
1 ; Y4 = X4 !K

(9)
4 ; Y2 = X3 � K

(9)
2 ; Y3 = X2 � K

(9)
3 ;

X1, X2, X3 and X4 are the four 16-bit input words, and Y1, Y2, Y3 and
Y4 are the four 16-bit output words. K

(r)
1 to K

(r)
6 are the 16-bit subkey values

entering round r of IDEA. Due to the key schedule, the first eight 16-bit subkeys
directly give the original IDEA key.

The selection functions used are set up on the operations � and !. DPA
against the subkey values K

(r)
1 , K

(r)
4 , K

(r)
5 and K

(r)
6 uses the operation ! for

the selection function; DPA against the subkey values K
(r)
2 and K

(r)
3 uses the

operation �.
The operation ⊕ can also serve as an additional selection function that re-

duces remaining candidates of previous results.

4.2 RC6

The design of RC6 makes use of simple primitive operations (integer addition
modulo 2w, integer multiplication modulo 2w , bitwise exclusive-or and key-
dependent bit rotations).
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RC6-w/r/b ([12]) works on four w-bit registers A, B, C and D which contain
the plaintext and the corresponding ciphertext. The number of rounds is given
by r and b denotes the number of key bytes. The key schedule of RC6 yields
2r + 4 w-bit subkeys S[i], with i ∈{0, 1, ..., 2r + 3}. The RC6-w/r/b encryption
is reprinted below.

B = B + S[0];
D = D + S[1];
for i:=1 to r {

t = (B × (2B + 1) ≪ lg w;
u = (D × (2D + 1) ≪ lg w;
A = ((A ⊕ t) ≪ u) + S[2i];
C = ((C ⊕ u) ≪ t) + S[2i+1];
(A, B, C, D) = (B, C, D, A);

}
A = A + S[2r + 2];
C = C + S[2r + 3];

Key addition is carried out using the addition modulo 2w. The first keys
to be attacked are S[0] and S[1] using the known values B and D. During each
iteration, A, B, C, D, t and u are known if all previous subkeys are already
compromised by DPA. The key hypotheses are set up on S[2i] and S[2i + 1].
The selection function is always the addition modulo 2w. Signals are expected
in the subsequent iteration wherein this intermediate value acts as partial
multiplicator. Due to the complex key schedule all r rounds of RC6-w/r/b have
to be attacked by DPA iteratively.

4.3 HMAC-Construction

The specification of the HMAC construction can be found in [13] and [14]. The
HMAC makes use of a secure hash function H, as e.g. RIPEMD-160 and SHA-1.
Let Text be the input message to be secured for message authentication and let
K be the secret key used. Further, two fixed strings ipad and opad are defined.
The HMAC is a nested construction that uses two calls to the hash function H.

HMAC(Text, K) = H(K ⊕ opad, H(K ⊕ ipad, Text)) (7)

As the first block for each call to H is a constant value that depends only on
K in efficient implementations these two values can be precalculated and stored
instead of K. Let the two secret values for the inner and outer hash function be
defined as follows:

Ki = H(K ⊕ ipad) (8)

and

Ko = H(K ⊕ opad) (9)
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In the HMAC-Construction these initialisation vectors IV are the secret val-
ues Ki and Ko to be attacked by DPA.

DPA is applied against the first iterations of the inner hash function of the
HMAC and after the disclosure of Ki afterwards against the first iterations of the
outer hash function. The preferred choice is to start DPA at the first iteration
of the hash function which is assumed in the following considerations.

The selection functions depend on the hash function used. The concrete pro-
cedure is given only for RIPEMD-160; the approach for SHA-1 is similar.

HMAC-RIPEMD-160. In [15] RIPEMD-160 is specified including a pseudo
code in Annex A that is reprinted below for the main loop of iterations.

for j:=0 to 79{
T = rols(j) (A + f(j,B,C,D) + X[r(j)] + K(j)) + E;
A:= E; E:=D; D:= rol10(C); C:= B; B:=T;
T = rols′(j) (A’ + f(79-j,B’,C’,D’) + X[r’(j)] + K’(j)) + E’;
A’:= E’; E’:=D’; D’:= rol10(C’); C’:= B’; B’:=T’;

}

The secret IV is splitted into the five 32-bit words A, B, C, D and E as well as
A’, B’, C’, D’ and E’ before this main loop. X is the message. For each iteration
j, s(j) and s′(j) give the number of left shifts and r(j) and r(j′) are the number
of the message block. The addition + is modulo 232.

Herein, we focus on the calculation of the five 32-bit words A, B, C, D, and
E and skip the similar parallel processing part. For the first 16 iterations, r(j)
equals j and the compression function f is f(x, y, z) = x⊕ y ⊕ z.

The selection functions are applied at successive intermediate results d1 to d5
that occur during the processing of the first three iterations. The intermediate
results at d1, d2, and d4 are revealed by an addition modulo 232, d3 and d5 are
obtained by a XOR operation. The key value to be attacked at each selection
function is included in brackets ‘[’ and ‘]’. An additional subindex is used which
denotes the current iteration number.
Intermediate results at the first iteration:

d1 = [A0 + (B0 ⊕ C0 ⊕D0)] + X0
d2 = T0 = rol11(A0 + (B0 ⊕ C0 ⊕D0) + X0) + [E0]

Intermediate results at the second iteration:
d3 = B1 ⊕ [C1 ⊕D1] = T0 ⊕ [(B0 ⊕ rol10(C0))]
d4 = T1 = rol14(A1 + (B1 ⊕ C1 ⊕D1) + X1) + [E1] =

rol14(E0 + (T0 ⊕ (B0 ⊕ rol10(C0)) + X1) + [D0]

Intermediate results at the third iteration:
d5 = B2 ⊕ C2 ⊕ [D2] = T1 ⊕ (B1 ⊕ [rol10(C1)]) = T1 ⊕ (T0 ⊕ [rol10(B0)]

If DPA is successful, the results of all selection functions can be com-
bined to reveal A0, B0, C0, D0 and E0 which is the IV.
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5 Experimental Results of an IDEA Implementation

For the experimental testing IDEA was chosen as it uses three algebraic groups.
The IDEA implementation was carried out in Assembly on an 8051 microcon-
troller (CISC, von-Neumann architecture) and on an 8-bit ATM163 AVR micro-
controller (RISC, Harvard architecture). It was assured that both implementa-
tions have a constant execution time to exclude broad correlation signals based
on timing displacements. The implementations did not include software coun-
termeasures to counteract DPA.

In both tests the DPA characteristics of the simulation results were confirmed
using the Hamming weight model. For the 8051 microcontroller we obtained
nearly perfect DPA signals. The experimental results are presented in more detail
for the ATM163 AVR microcontroller which turned out to be the more difficult
analysis.

At a previous characterisation step of the ATM163 the following properties
were determined:

– The outstanding DPA signals are caused by Hamming distances of data that
is subsequently transferred on the internal bus.

– Correlation signals on the input data to an operation can be revealed with
sufficient clarity using the Hamming weight model whereas correlation sig-
nals on the output data of an operation are difficult to prove.

Consequently, the Hamming weight model is expected to be successful at the
points in time that process the output data of previous operations as the input
values.
An additional result is that care has to be taken at the load sequence when
alternating key data with known input/output data at subsequent instructions
at an AVR core. If known data and secret data are moved one after the other
from the SRAM to the working registers using the ldd instruction, nearly
perfect correlation signals are revealed using the 8-bit XOR selection function.
Note, that this observation was also made if two ldd instructions are seperated
by some arithmetic instructions. An appropriate countermeasure would be to
encapsulate the transfer of secret key data by the load of internal, random data.

For the experimental analysis, 5000 single measurements were accumulated
at a sampling rate of 200 MHz using a standard DPA measurement set-up. The
IDEA key used was in hexadecimal notation:

‘7E 24 95 E1 E5 0C 86 CE 8C C3 1B 80 C0 65 B2 AF’

Addition modulo 216: Generally, if not superposed by strong correlation sig-
nals on the input data, the correct key values are revealed by DPA using 8-bit
selection functions for the modular addition. The particular points in time that
show correlation signals on the input data can be independently identified by
correlation signals on the input data of IDEA.
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The experimental DPA characteristics do not always correspond to the ex-
pected ones (see Fig. 4). The deviations can be explained by the superposing
of signals, especially by leakage of the input data. The analysis on the primary
origin of each signal obtained turns out to be a difficult task on the ATM163.

The following is the actual code sequence of the modular addition:

ldd r0,Z+2 ; 1st addition: load subkey bytes from SRAM
ldd r1,Z+3
add r5,r1 ; addition with input bytes
adc r4,r0
ldd r0,Z+4 ; 2nd addition: load subkey bytes from SRAM
ldd r1,Z+5
add r21,r1 ; addition with input bytes
adc r20,r0

The add instruction turns out to be extremely vulnerable against the 8-bit
XOR selection function if certain registers are used. In the current example,
the instruction add r5, r1 yields significant DPA signals using the 8-bit XOR
selection function at the least significant key byte (see Fig. 5). However, this
strong dependency was not confirmed at the instruction add r21, r1.

Multiplication modulo 216+1: The points in time that yield high signals are
identified using the advantage, that the key is known. DPA yielded clear corre-
lation signals for the least and most significant byte of the selection function at
all relevant positions in time (see Fig. 6). The experimental DPA characteristics
are consistent with the expected ones.

As result, the Hamming weight selection function was sucessfully applied,
even in presence of a hardware platform that leaks for the most part differential
signals.

6 Conclusions

This contribution provides an analysis of DPA signals that are revealed in n-bit
sized primitive operations such as XOR, addition modulo 2n and modular multi-
plication. The characteristics of the DPA results differ for these basic operations
and can support the analysis of an unknown implementation.

The theoretical approach to apply DPA in ciphers and message authentica-
tion based on primitive operations is included, as are the specific examples of
IDEA, RC6 and the HMAC-Construction.

Experimentally, both an IDEA implementation on an 8051 microcontroller
and on an AVR ATM163 microcontroller were evaluated. The Hamming weight
model was successfully applied at the primitive operations for both architectures
and the expected DPA characteristics were confirmed.
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Fig. 4. Correlation coefficient versus all key hypotheses using the ADD selection func-
tion at two different points in time. The correct key value 229 (0xE5) for the most
significant byte of K3 is revealed, but only the characteristic in the lower plot points
to a pure signal. During the time of the upper plot (negative) correlation signals on
the input data are also proven.
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Fig. 5. Correlation coefficient versus all key hypotheses using the XOR selection func-
tion at the ldd instruction ldd r1, Z +3. The correct key value 225 (0xE1) for the least
significant byte of K2 is revealed.
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Fig. 6. Correlation coefficient versus all key hypotheses at two points in time. The key
value K1=32292 (0x7E24) is confirmed. The selection function used was at the most
significant byte (upper plot) and at the least significant byte (lower plot).
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Abstract. Side-channel attacks in elliptic curve cryptography occur
with the unintentional leakage of information during processing. A
critical operation is that of computing nP where n is a positive integer
and P is a point on the elliptic curve E. Implementations of the
binary algorithm may reveal whether P + Q is computed for P �= Q
or P = Q as the case may be. Several methods of dealing with this
problem have been suggested. Here we describe a general technique for
producing a large number of different representations of the points on E
in characteristic p ≥ 5, all having a uniform implementation of P + Q.
The parametrization may be changed for each computation of nP at
essentially no cost. It is applicable to all elliptic curves in characteristic
p ≥ 5, and thus may be used with all curves included in present and
future standards for p ≥ 5.

Keywords: Elliptic curves, ECC, cryptography, side-channel attacks,
weighted projective curves, uniform addition formula.

1 Introduction

Side-channel attacks in elliptic curve cryptography (ECC) have received con-
siderable attention. They take advantage of information unintentionally leaked
from a supposedly tamper-resistant device. Such information is often obtained
via measurements of power consumption or timing. In ECC, a fundamental op-
eration is the computation of nP where n is an integer and P is a point on the
elliptic curve E at hand. A naive implementation of the binary algorithm for
this computation may reveal whether P + Q is computed for P �= Q or P = Q
(doubling). One method of defense against this attack is to find a parametriza-
tion of the points on the elliptic curve E such that the implementation of the
group law does not reveal any information in this regard. Several authors have
suggested specific parametrizations, notably Liardet and Smart ([1]) with the
intersection of two quadric surfaces, Joye and Quisquater ([2]) with a Hessian
model, and Billet and Joye ([3]) with the Jacobi quartic. The latter provided a
great deal of the motivation for the present work.

M. Joye and J.-J. Quisquater (Eds.): CHES 2004, LNCS 3156, pp. 220–229, 2004.
c© International Association for Cryptologic Research 2004
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We discuss a general technique for producing a large number of different
representations of the points on an elliptic curve and its group law all having
a uniform computation of P + Q. This gives rise to a corresponding variation
in the implementation of ECC to avoid certain side-channel attacks. Concretely,
given an elliptic curve E with identity element e and any point M �= e on it, we
may attach to the pair (E, M) a weighted projective quartic curve CM which is
isomorphic to E. On this curve CM , we will be able to compute P+Q in a uniform
fashion. The point M and thus the curve CM may be changed at virtually no
cost, so that a new parametrization may be chosen for each computation of nP .

2 The General Technique

In this section we present the mathematics of our technique. Let k be a field of
characteristic different from 2 and 3. Consider an elliptic curve E ⊆ P

2 defined
by the homogeneous equation

Y 2Z = X3 + a4XZ2 + a6Z
3 (1)

with identity element e = (0, 1, 0). Let M �= e be a k-rational point on E with
coordinates M = (α, β, 1). Define constants ci ∈ k as follows

c2 = −(3α/2)
c3 = −β (2)

c4 = −(4a4 + 3α2)/16

Let DM be the affine quartic curve defined by

W 2 = R(S) = S4 + c2S
2 + c3S + c4 (3)

= S4 − (3α/2)S2 − βS − (4a4 + 3α2)/16

This will be the affine part of the curve we wish to associate to the elliptic curve
E and the point M �= e.

Conversely, consider a quartic plane curve given by the affine equation

W 2 = R(S) = S4 + c2S
2 + c3S + c4 (4)

with ci ∈ k such that R(S) has no multiple roots. Define

a4 = −[(c2
2/3) + 4c4]

a6 = [2(c2/3)3 − 8(c2c4/3) + c2
3]

α = −2c2/3 (5)
β = −c3
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Then the equation

Y 2Z = X3 + a4XZ2 + a6Z
3 (6)

defines an elliptic curve E together with a point M �= e on E with coordinates
M = (α, β, 1). There is an isomorphism between E − {M, e} and DM given by

S = (Y + β)/2(X − α)

W = (X/2) + (α/4)− (Y + β)2/4(X − α)2

X = 2W + 2S2 − (α/2) (7)

Y = 4SW + 4S3 − 3αS − β

These formulas are classical and may be found, for example, in Fricke ([5]);
here they are slightly modified to conform with the standard notation for the
Weierstrass equation.

If we homogenize equation (4) by introducing a variable T to obtain

W 2T 2 = S4 + c2S
2T 2 + c3ST 3 + c4T

4 (8)

this equation will define a projective quartic curve in P
2. This curve has a singular

point at infinity and is not very convenient for our purposes. However, a slight
variant of this will prove highly useful, as we shall now see.

A very helpful and unifying concept in studying elliptic curves, parametriza-
tions with quartic curves, and various choices of coordinates is that of weighted
projective spaces. A good reference for an introduction to the subject is Reid
([4]).

Definition 1. Let n ≥ 1 and d0, . . . , dn ≥ 1 be positive integers. Weighted pro-
jective space P = P(d0, . . . , dn) consists of all equivalence classes of n+1-tuples
(x0, . . . , xn) where not all xi are zero and (x0, . . . , xn) ∼ (λd0x0, . . . , λdnxn) for
λ ∈ k∗. We refer to (d0, . . . , dn) as the weight system.

This concept then encompasses the standard definition of projective space P
n

with all di = 1 and provides a natural context for Jacobian coordinates, Chud-
novsky coordinates, López-Dahab coordinates, etc. We may speak of weighted
homogeneous polynomials and weighted projective varieties.

Remark 1. Throughout the remainder of this article weighted will refer to the
weight system (1, 1, 2) and P = P(1, 1, 2). We denote the coordinate system in P

by (S, T, W ).

Returning to the material at hand, the weighted homogeneous equation

W 2 = S4 + c2S
2T 2 + c3ST 3 + c4T

4 (9)

now defines a weighted quartic projective curve CM in P = P(1, 1, 2). The affine
part where T �= 0 is just DM . CM contains the two points (1, 0, 1) and (1, 0,−1)
in addition. CM is non-singular and is an elliptic curve with (1, 0, 1) as identity
element. E is isomorphic to CM where the isomorphism on DM is described
previously and e ↔ (1, 0, 1) and M ↔ (1, 0,−1). We also note the following: If
β �= 0, then −M = (α,−β)↔ (−(3α2 + 4)/4β, 1, (3α/4)− ((3α2 + 4)/4β)2)).
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3 The Group Law on CM

We shall now make explicit the group law on CM , and show that the addition
of two points on CM may be given by formulas independent of whether the two
points are equal or not. Let φ : E → CM be the isomorphism given above.
We shall compute using coordinates in the two weighted projective spaces P

2 =
P(1, 1, 1) and P(1, 1, 2), which are the respective ambient spaces for E and CM .
First, let Q = (s, 1, w) be a k-rational point with Q ∈ CM−{(1, 0, 1),±(1, 0,−1)}
and let −Q = (s̄, 1, w̄). Then s̄ = −s− (c3/(2w + s2 + c2)) and w̄ = w + s2− s̄2.
Let Pi = (xi, yi, 1) be k-rational points on E − {M, e} corresponding to points
Qi = (si, 1, wi) on DM − {(1, 0, 1), (1, 0,−1)} via φ, i.e. φ(Pi) = Qi. Assume
P1 �= −P2 and that P1 + P2 = P3, so that Q1 + Q2 = Q3. We wish to compute
the coordinates of Q3 in terms of the coordinates of Q1 and Q2. We will utilize
φ as well as the classical formulas for computing P3 to achieve this. They are
given by

x3 = λ2 − x1 − x2

y3 = λ(x1 − x3)− y1 (10)
= λ(x2 − x3)− y2

2y3 = λ(x1 + x2 − 2x3)− (y1 + y2)

where

λ =

{
(y2 − y1)/(x2 − x1) for P1 �= P2

(3x2
1 + a4)/2y1 for P1 = P2

Brier and Joye ([6]) have previously consolidated these two formulas into one
single formula for λ, thus providing a uniform implementation of the compu-
tation of P + Q for elliptic curves in Weierstrass form. We briefly recall their
computation in the case of char(k) ≥ 5 as follows:

y2
2 = x3

2 + a4x2 + a6

y2
1 = x3

1 + a4x1 + a6

y2
2 − y2

1 = (x3
2 − x3

1) + a4(x2 − x1)

Thus for P1 �= P2,

(y2 + y1)λ = (y2
2 − y2

1)/(x2 − x1)

= (x2
2 + x1x2 + x2

1) + a4

and

λ = [(x2
2 + x1x2 + x2

1) + a4]/(y2 + y1) (11)
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On the other hand, if P1 = P2, then this formula for λ reduces to λ =
(3x2

1+a4)/2y which is precisely the formula given above in the original definition
of λ.

In our case, we are interested in computing Q3 in terms of the coordinates
of Q1 and Q2. We begin by computing the quantity τ = (w2 −w1)/(s2 − s1). In
a fashion similar to the above, we have

w2
2 = s4

2 + c2s
2
2 + c3s2 + c4

w2
1 = s4

1 + c2s
2
1 + c3s1 + c4

w2
2 − w2

1 = (s4
2 − s4

1) + c2(s2
2 − s2

1) + c3(s2 − s1)

(w2
2 − w2

1)/(s2 − s1) = (s2
2 + s2

1 + c2)(s2 + s1) + c3

(w2 + w1)τ = (s2
2 + s2

1 + c2)(s2 + s1) + c3

Finally, this yields

τ = [(s2
2 + s2

1 + c2)(s2 + s1) + c3]/(w2 + w1) (12)

We now compute λ in terms of the coordinates of Q1 and Q2 as follows:

λ =
y2 − y1

x2 − x1

=
[4s2w2 + 4s3

2 − 3αs2 − β]− [4s1w1 + 4s3
1 − 3αs1 − β]

[2w2 + 2s2
2 − (α/2)]− [2w1 + 2s2

1 − (α/2)]

=
[4s2w2 − 4s1w1] + [(4s3

2 − 4s3
1)− 3α(s2 − s1)]

2(w2 − w1) + 2(s2
2 − s2

1)]

=
[4s2w2 − 4s1w2 + 4s1w2 − 4s1w1] + [(4s3

2 − 4s3
1)− 3α(s2 − s1)]

2(w2 − w1) + 2(s2
2 − s2

1)]

=
4w2(s2 − s1) + 4s1(w2 − w1) + 4(s2

2 + s1s2 + s2
1)(s2 − s1)− 3α(s2 − s1)

2(w2 − w1) + 2(s2 + s1)(s2 − s1)]

=
4w2 + 4s1τ + 4(s2

2 + s1s2 + s2
1)− 3α

2τ + 2(s2 + s1)

=
4w2 + 4s1τ + 4(s2

2 + s1s2 + s2
1) + 2c2

2τ + 2(s2 + s1)

=
2w2 + 2s1τ + 2(s2

2 + s1s2 + s2
1) + c2

τ + (s2 + s1)
(13)

By the symmetry of Q1 and Q2, we obtain

λ =
(w1 + w2) + (s1 + s2)τ + 2(s2

2 + s1s2 + s2
1) + c2

τ + (s2 + s1)
(14)
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If we now assume that Q1 = Q2 (i.e. P1 = P2) and evaluate the above
expressions for τ and λ, we obtain

τ =
(2s2

1 + c2)(2s1) + c3

2w1

=
(2s2

1 − (3α/2))(2s1)− β

2w1
(15)

=
4s3

1 − 3αs1 − β

2w1

Furthermore,

λ =
(4w1 + 12s2

1 − 3α) + 4s1τ

4s1 + 2τ

=
(8w2

1 + 24s2
1w1 − 6αw1) + 4s1(2w1τ)

2(4s1w1 + 2w1τ)

=
(8w2

1 + 24s2
1w1 − 6αw1) + 4s1(4s3

1 − 3αs1 − β)
2(4s1w1 + 4s3

1 − 3αs1 − β)

=
8w2

1 + 24s2
1w1 − 6αw1 + 16s4

1 − 12αs2
1 − 4βs1

2y1
(16)

=
12w2

1 + 24s2
1w1 + 12s4

1 − 6αw1 − 6αs2
1 + (3α2/4) + a4

2y1

=
3[2w1 + 2s2

1 − (α/2)]2 + a4

2y1

=
3x2

1 + a4

2y1

This is exactly the original formula for λ in the case Q1 = Q2 (i.e. P1 = P2).
Hence (14) gives us a single uniform formula for λ in terms of Q1 and Q2 anal-
ogous to Brier and Joye ([6]) in the Weierstrass case. We shall use formula (14)
in the calculation of the coordinates of Q3 = Q1 + Q2.

Let Qi = (Si, Ti, Wi) = (si, 1, wi), so that si = Si/Ti and wi = Wi/T 2
i . We

have Q3 = (s3, 1, w3) = ((y3 +β)/2(x3−α), 1, (x3/2)+ (α/4)− (y3 +β)2/4(x3−
α)2) = ((y3 + β), 2(x3 − α), (2x3 + α)(x3 − α)2 − (y3 + β)2). Let

G = w1 + w2 + s2
1 + s2

2

H = 2s1w1 + 2s3
1 + 2s2w2 + 2s3

2 + c2(s1 + s2) + 2c3 (17)

Then x1 + x2 + α = 2G and we have



226 L.D. Olson

2(y3 + β) = λ(x1 + x2 − 2x3)− (y1 + y2)− 2c3 (18)

= λ(−2λ2 + 6G + 2c2)− [4s1w1 + 4s3
1 + 4s2w2 + 4s3

2

+ 2c2(s1 + s2) + 4c3]

= λ(−2λ2 + 6G + 2c2)− 2H

Thus

λ =
(w1 + w2)(G + c2)

(s1 + s2)(G + c2) + c3
+ (s1 + s2)

x3 − α = λ2 − 2G

2x3 + α = 2(λ2 − 2G− c2) (19)

y3 + β = λ(−λ2 + 3G + c2)−H

Putting all this together, we can now state the group law on the weighted
quartic CM formally.

Proposition 1. Let CM be the elliptic curve given by the weighted quartic
curve W 2 = S4 + c2S

2T 2 + c3ST 3 + c4T
4 in P(1, 1, 2). Let Q1 = (s1, 1, t1)

and Q2 = (s2, 1, t2) be k-rational points in CM − {(1, 0, 1), (1, 0,−1)} such that
Q1 �= −Q2,−Q2 + (1, 0,−1). Let Q1 + Q2 = Q3. Then Q3 = (λ(−λ2 + 3G +
c2)−H, 2(λ2 − 2G), 2(λ2 − 2G− c2)(λ2 − 2G)2 − (λ(−λ2 + 3G + c2)−H)2).

We note that the proposition accomplishes two objectives:
a.) it gives a uniform description of the group law on the weighted quartic CM ,
i.e. the addition formula is independent of whether Q1 = Q2 or not.
b.) the group law is given entirely in terms of the coefficients of the equation for
CM and the coordinates of the Qi’s, making no explicit reference to the curve
E and the point M which we had as our starting point. While this is not used
in the sequel, it may prove to be of some independent interest.

To make the group law more accessible and to evaluate its usefulness, we
provide an algorithm for its computation in the next section.

4 An Algorithm for the Group Law

We will now give an explicit algorithm for the computation of Q3 in terms of
weighted projective coordinates and count the number of multiplications in-
volved. We define quantities ei and Nj for i, j = 1, 2, . . . in terms of the ci’s,
Si’s, Ti’s, and Wi’s. The operations used to obtain the ei will consist of ad-
dition/subtraction and multiplication by integer constants ≤ 4. The operation
involved in the computation of the Nj will be a single multiplication. This will
enable us to keep track of the number of multiplications involved in a convenient
fashion. Define
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N1 = T 2
1 N2 = T 2

2

N3 = T1T2 N4 = S1T2

N5 = S2T1 N6 = W1N2

N7 = W2N1 N8 = N2
3

N9 = N3N8 N10 = N2
4

N11 = N2
5 N12 = c2N8

N13 = c3N9 e1 = N4 + N5

e2 = N6 + N7 e3 = e2 + N10 + N11 + N12

e4 = e3 + N13 N14 = e1e3 + N13

e5 = N13 + N14 N15 = e2e3

N16 = e1N14 e6 = N15 + N16 (20)
e7 = N6 + N10 e8 = N7 + N11

N17 = N4e7 N18 = N5e8

N19 = N12e1 e9 = 2N17 + 2N18 + N19 + 2N13

e10 = N6 + N7 + N10 + N11 N20 = e2
6

N21 = N2
14 N22 = e10N21

N23 = N12N21 e11 = −N20 + 3N22 + N23

N24 = e6e11 e12 = N20 − 2N22

N25 = N3e12 N26 = N2
25

e13 = 2N25 − 2N23 N27 = e13N26

N28 = e2
16 e14 = N27 −N28

N29 = N25N14 e15 = 2N29

N30 = e9N14 N31 = N30N21

e16 = N24 −N31

Some computation yields the following useful formulas

T1T2λ = e6/N14

(T1T2)3H = e9 (21)

(T1T2)2G = e10

From Proposition 1 and these formulas, we have that Q3 = (λ(−λ2 + 3G +
c2)−H, 2(λ2 − 2G), 2(λ2 − 2G− c2)(λ2 − 2G)2 − (λ(−λ2 + 3G + c2)−H)2) =
((T1T2)3)(λ(−λ2 + 3G + c2) − H), 2(T1T2)3)(λ2 − 2G), (T1T2)6)[2(λ2 − 2G −
c2)(λ2 − 2G)2 − (λ(−λ2 + 3G + c2) − H)2]) = (e16/N

3
14, 2N25/N

2
14, e14/N

6
14) =

(e16, 2N25N14, e14) = (e16, e15, e14).
From this we see that the algorithm sketched above requires 31 multiplica-

tions including all necessary multiplications by the ci’s. In contrast, the algorithm
given in Brier and Joye ([6]) for elliptic curves in Weierstrass form requires 17
multiplications plus 1 multiplication with a constant from the equation.
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5 Applications to Side-Channel Attacks

In the previous sections, we showed how to attach to any elliptic curve E and
any k-rational point M �= e on E an isomorphic elliptic curve CM which is given
as a weighted quartic projective curve.

The first advantage of this representation is that the addition P + Q of two
points may be expressed by formulas independent of whether or not P and Q
are different. This uniformity defends against SPA.

Standard techniques of defending against DPA involve either using projective
coordinates or changing the representation of the elliptic curve. The method
outlined offers both of these features. The addition may be carried out with
projective coordinates as indicated above.

Another advantage is that this representation is available for all elliptic
curves. Thus, it may be applied to all curves included in present and future
standards.

Each elliptic curve admits of a large number of such representations, which
can be changed at virtually no cost.

6 Examples

A crucial point with this approach is that we may choose any point M �= e on E
to obtain a new parametrization. Some applications may not mandate this and
it is of some interest to examine certain special examples. We begin by looking
at the work of Billet and Joye ([3]) which sparked our interest to begin with.

Example 1. (Billett-Joye). An important example of our construction is to be
found in the Jacobi model of Billett and Joye ([3]) and its application to side-
channel attacks. They begin with an elliptic curve E defined by the affine Weier-
strass equation

Y 2 = X3 + aX + b (22)

and a k-rational point M = (θ, 0) of order 2. Applying the procedure outlined
above, we obtain the curve

W 2 = S4 − (3θ/2)S2 − (4a + 3θ2)/16 (23)

= S4 − 2δS2 + ε

where δ = 3θ/4 and ε = −(4a+3θ2)/16. A simple change of variables then gives
the equation

y2 = εx4 − 2δx2 + 1 (24)

used by Billet and Joye.

Example 2. A situation which leads to a particularly simple quartic is the use
of a point M = (α, β) = (0, β) where the X-coordinate of M is 0. This yields
the quartic

W 2 = R(S) = S4 − βS − a4/4 (25)
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Switching Blindings with a View Towards IDEA

Olaf Neiße and Jürgen Pulkus

Giesecke & Devrient, Department of Cryptology, Prinzregentenstr. 159,
81677 Munich, Germany

Abstract. Cryptographic algorithms implemented on smart-cards must
be protected against side-channel attacks. Some encryption schemes and
hash functions like IDEA, RC6, MD5, SHA-1 alternate various arith-
metic and boolean operations, each of them requiring a different kind
of blinding. Hence the maskings have to be changed frequently. How
to switch reasonably between standard arithmetic masking and boolean
masking was shown in [2], [3], [5] and [9].
In this paper we propose more space-efficient table-based conversion
methods. Furthermore, we deal with some non-standard arithmetic
operations, namely arithmetic modulo 2k + 1 for some k ∈ IN and a
special multiplication used by IDEA.

Keywords: DPA, IDEA, MD5, Masking Techniques, RC6, SHA-1.

1 Introduction

Running cryptographic algorithms on systems vulnerable to side-channel attacks
(e.g., on smart-cards), implementation issues become crucial and non-trivial. By
side-channel information we mean all information a physical system leaks into the
environment, like computation time, power consumption, electromagnetic emis-
sions. In the literature a variety of attacks is known that exploit side-channels
to gain sensitive information like secret keys. Attacks based on statistical exam-
inations, such as Differential Power Analysis (DPA) [6], Differential Electromag-
netic Analysis (DEMA) [1],[11] and higher-order DPA, force special protection
and therefore special and careful implementations. One way to counteract this
problem is to randomly split sensitive data into at least two shares such that
computations can be carried out by manipulating only the shares, never recon-
structing the original data. In case of two shares we call the two parts masked
data and mask.

Some encryption schemes like IDEA [7], TWOFISH [4] or RC6 [12] and some
hash functions like MD5, SHA-1 (see [8]) or SHA-2 [10] use the concept of
”incompatible mixed group operations” to achieve the desired confusion and
diffusion. The most frequent group structures employed by the designers are the
boolean operation XorL (addition on (ZZ/2ZZ)L) and the standard arithmetic
operation Add2L (addition on ZZ/2LZZ) for some integer L, mainly L = 8, 16, 32
or 64. But non-standard arithmetic operations like multiplication Mult2L+1 on
ZZ/(2L + 1)ZZ are used as well. The masking has to be adapted to these group

M. Joye and J.-J. Quisquater (Eds.): CHES 2004, LNCS 3156, pp. 230–239, 2004.
c© International Association for Cryptologic Research 2004
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structures. If such group operations are mixed in a scheme, one has to convert the
masking. Methods for switching masks between boolean and standard arithmetic
are presented in [2], [3], [5] and [9]. Unlike the conversion from XorL to Add2L

(using the very efficient method proposed by Goubin [5]) the contrary direction
still waits for a time- and space-efficient method.

In Section 3 we present Algorithm 3.2 which transforms Add2L-maskings
into XorL-maskings using a compressed table. In comparison to the method
proposed by Coron and Tchulkine in [3] our algorithm requires only half the
memory for tables. In Section 4 we explain how to use our table to enable
switching from Add2L-maskings to Add2L+1-maskings and conversely. As an
application we show in Sect. 5 how to implement the block cipher IDEA [7]
efficiently and securely.

2 Notation

Since several kinds of operations with varying length or modulus have to be
mixed in our investigation, we use the following notation: For l ∈ IN let

V (l) set of bit sequences of length l
also viewed as set of integral numbers {0, . . . , 2l − 1}.

x⊕
l
y infix-notation for bitwise exclusive or (x, y ∈ V (l))

x +
l
y infix-notation for addition modulo l (x, y ∈ {0, . . . , l−1})

Subl(x, y) prefix-notation for subtraction modulo l (x, y ∈ {0, . . . , l−1})
x−

l
y infix-notation for subtraction modulo l (x, y ∈ {0, . . . , l−1})

x ·
l
y infix-notation for multiplication modulo l (x, y ∈ {0, . . . , l−1})

−0 bit sequence (0, 0, . . . , 0)
−1 bit sequence (1, 1, . . . , 1)
x 1-complement of x (x ∈ V (l))
(x | y) concatenation of the bit sequences
x >> 1 logical shift right by 1: (xl−1, xl−2, . . . , x0) $→ (0, xl−1, . . . , x1)

1l
<(x, y) comparison function 1l<(x, y) =

{
1 if x<y
0 else (x, y ∈ ZZ)

3 From Add2L to XorL

Throughout the paper we start with some sensitive data d ∈ V (L) (with L ∈ IN,
mainly L = 8, 16, 32) given by a mask x and the masked data y using one type
of masking. Our goal is always to switch blinding so that d is then represented
by a new mask u and masked data v with respect to another masking. For this
we use randomized tables of size m = 2l, where l is a small divisor of L, e.g.
(L, l) = (32, 8), (16, 8) or (16, 4). An additional random bit z will be needed to
make the calculation DPA-resistant. For variables we signal a certain dependency
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on z by a tilde. Setting M = 2L and k = L/l, the elements of V (L) are viewed
as the k-digit m-ary numbers from 0 to M − 1.

Now suppose that d is represented using a standard arithmetic masking. We
describe algorithms that perform the conversion into a boolean masking of d:

Input: (x, y) ∈ V (L)2 such that y −
2L x = d

u ∈ V (L)

Output: v ∈ V (L) such that u ⊕L v = d

The easiest DPA-resistant algorithm precomputes, depending on x and u,
one big table S : V (L) → V (L) which contains for every value y ∈ V (L) the
corresponding value v ∈ V (L). The conversion is done by a simple table-lookup.
This is fast during the computation; however, for L large this algorithm is not
practical because generating the table S needs too much time and space. We
overcome this problem by working with such a table S only virtually – i.e. the
entries of S are calculated using smaller tables T and C.

The basic idea is similar to the approach presented by Coron and Tchulkine
in [3, 3.2]: one precomputes a small randomized table T : V (l) → V (l) which
turns an +

m -masked digit for some input-falsifier r into an ⊕
l
-masked digit for an

output-falsifier s. With the help of this table, the result is calculated iteratively
digit by digit from the lowest to the highest. More precisely, the digits dj of
d = (dk| . . . |d1) are calculated in the additively masked form dj +

m
r, and then

plugged into the table T to switch securely into the ⊕
l
-blinding dj ⊕l

s with
falsifier s. So one needs to find the masked digits dj +m r using x, y and r. Let
a := (r| . . . |r) and g := x −

M
a. Then y −

M
g = (dk| . . . |d1) +

M
(r| . . . |r) =

(dk + r + ck−1 − ckm| . . . |d2 + r + c1 − c2m|d1 + r − c1m) for some carry bits
cj ∈ {0, 1}. In order to correct the j-th digit of d + a to dj +

m
r, one needs to

determine the carry bit cj−1, which equals 1 in dj−1 out of m cases and therefore
is susceptible to DPA. Hence a carry bit table providing the information, if the
addition dj + r yields a carry mod m or not, has to be randomized.

Coron and Tchulkine propose in [3, Algorithm 4] to work with a random
mask γ ∈ V (l) and the table C : V (l)→ V (l), C[i] = 1l

<
(i, r) +

m
γ.

Our solution works with the much smaller bit-table C : V (l) → {0, 1}, C[i] =
1l

<(i, r). We do not randomize the carry bit table directly, instead we blind
the carry bit information during the conversion itself by a single random bit z
(described below).

Furthermore, the operations Add2l and Xorl coincide on the least significant
bit (LSB). Hence we can spare the LSB of each entry T [i] and replace it by the
carry bit C[i]. This enables us to store T [i] and C[i] in one table, whereas Coron
and Tchulkine needed twice the space.

This explains our precomputation:
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Algorithm 3.1: Precomputation for Add2L → XorL

(a) Generate uniformly distributed random values r ∈ V (l), s ∈ V (l − 1)
(b) For i = 0 to m − 1 do
(c) T [i] = Xorl−1(Subm(i, r) >> 1, s)
(d) C[i] = 1l<(i, r)

Our switching algorithm 3.2 uses the following fact: the addition dj + r con-
tributes in m − dj − 1 out of m cases a carry bit = 1, balancing out the dj

cases when the carry bit is 1 for dj + r. Therefore we work with dj or its one-
complements, depending on a randomly chosen bit z.

For a variable w, let w̃ denote w if z = 0, and w if z = 1, so w̃ := Xor(w,−z).
The computations are based on the following observation: For p, q ∈ V (L) let
w = p +

M
q. Then

w̃ = p̃ +
M

q̃ +
M

z. (∗)
Especially, ỹ = d̃ +

M
x̃ +

M
z. Solving for d̃ and adding a on both sides gives

d̃ +
M

a = ỹ −
M

(x̃ −
M

a) −
M

z, which is in case z = 0 just what we wanted to
calculate above. In case z = 1 we do the same calculation, but the role of d is
taken by its complement d with two consequences: each additively masked digit
plugged into the table yields the complement of the result of the case z = 0.
This can be corrected easily. And, instead of reading the carry cj of the addition
dj + r from the carry table, we read the carry of the addition dj + r.

Algorithm 3.2: Add2L → XorL

(1) Generate a random bit z ∈ {0, 1}
(2) Create s̃ = (s|r0) ⊕l −z with r0 = the LSB of r
(3) Calculate g = SubM (XorL(x, −z), (r| . . . |r)); let g = (gk| . . . |g1) with gj ∈ V (l)
(4) Calculate h = XorL( (s̃| . . . |s̃) , u); let h = (hk| . . . |h1) with hj ∈ V (l)
(5) Set f = ỹ = y ⊕L −z
(6) Initialize c = z
(7) For j = 1 to k do
(8) Subtract f = Sub2(k−j)l(f, c)
(9) Subtract f = Sub2(k−j)l(f, gj); let fj = f mod m

(10) Look up o = T [fj ], c = C[fj ]
(11) Calculate vj = hj ⊕l (o|c′) with c′ the LSB of f
(12) Redefine f = f >> l
(13) Let v = (vk| . . . |v1)

Although the steps look rather complicated, they mostly describe elementary
operations on a processor.1 Steps (3) and (4) are precalculations supporting the
mask changes in Steps (8), (9) and (11) from x and s̃ to r̃ and u, respectively.
They could also be part of the loop. All intermediate variables and all carry bits
1 Steps (8) and (9) could even be done at the same time by a subtraction with carry,

but then the change of the carry bit would not be independent of the data d, which
might cause troubles on certain platforms.
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in (8)-(11), as well as all changes of these values are independent of d, whence
this algorithm turns out to be DPA-resistant. Indeed, all values depending on d
for z = 0 are calculated in the case z = 1 using the complement of d.

The algorithm can be varied in many ways: instead of starting with a mask
x and a masked value y = d +

M
x one can also work with two shares x and

y = d−
M

x. For this, one just has to replace some subtractions by additions. Or,
one can calculate in the loop instead of d + a the value d− a. For this, one has
to modify the tables by using additions instead of subtractions.

For practical implementations on a chip card one might use either one table
of size 256 bytes or sixteen tables of size 16 nibbles each. In the latter case one
can generate all tables with pairwise different input and output randomizations
(in random order) and then use different tables in each round of the loop. As
for all possible input randomizations there is a table available in RAM, one can
choose in Step (3) instead of (r| . . . |r) an arbitrary value. For example one can
make g to zero, such that the subtraction in Step (9) in the loop can be skipped.

4 From Add2L to Add2L+1 and Back

In this section we deal with the question how to switch between standard arith-
metic masking modulo 2L and additive maskings modulo 2L +1 without leaking
any information about the data. Our solution is based on the following fact:

Proposition 4.1. Let M ∈ IN.
i) For a, d ∈ {0, 1, . . . , M − 1} let b = AddM (d, a) and c = 1l<(b, a).

Then AddM+1(d, a) = SubM+1(b, c).
ii) For a, d ∈ {0, 1, . . . , M} let b = AddM+1(d, a) and c = 1l

<
(b, a).

Then AddM (d, a) = AddM (b, c).

Proof. We first examine the case c = 0, that is b ≥ a and therefore b = d + a.
Both conclusions are obvious except if a + d = b = M , where in fact b +

M
c =

0 +
M

0 = 0 = d +
M

a. The case c = 1 follows immediately from d + a = M + b =
(M + 1) + (b− 1) for i) and d + a = (M + 1) + b = M + (b + 1) for ii). ��
So we just have to add respectively subtract the carry bit c. As before, this bit
is correlated to the sensitive data d and therefore has to be randomized.

Starting from an additive mask modulo 2L, the carry bit can be determined
employing the same ideas we have seen in Algorithm 3.2: for masks a of the
special form (r| . . . |r), the carry bit c = 1l<(d, a) equals the bit ck in d +

M
a =

(dk + r + ck−1− ckm| . . . |d2 + r + c1− c2m|d1 + r− c1m). In Algorithm 3.2, Step
(10) for j = k yields c, masked with the chosen bit z. Hence we adapt Algorithm
3.2 to our new problem such that SubM+1(b, c) is computed without leaking
information.

Starting from an additive mask modulo 2L + 1, additional to the ideas of
Sect. 3 more ideas are needed, since the special value 2L has to be treated
differently. However, since 2m is not a divisor of 2L + 1, not all intermediate
values are totally independent of d. Few values show weak dependency which
should not leak side channel information in practice.



Switching Blindings with a View Towards IDEA 235

Both conversion algorithms employ the unmasked carry bit table C:

Algorithm 4.2: Precomputation AddM ↔ AddM+1

(a) Generate a random value r ∈ V (l)
(b) For i = 1 to m do
(c) C[i] = 1l<(i, r)

Before going into details of the algorithms, we give an analogue of the formula
(∗) for calculations modulo 2L + 1. We use the notation

x̃ = SubM+1(XorL((xk| . . . |x1),−z), xk+1 ⊕ z) =
{

x if z = 0
−3−

M+1 x if z = 1

where, as usual, x = (xk+1|xk| . . . |x1) with xk+1 ∈ {0, 1} and xj ∈ V (l) for
x ∈ {0, . . . , M}. For x ∈ V (L) and z = 1 this is the usual one-complement.

Let w = x +
M+1 y. Then an easy calculation shows:

w̃ = x̃ +
M+1 ỹ +

M+1 3 · z. (∗∗)

This formula is helpful in verifying the correctness of our algorithms. Another
fact one should keep in mind is: instead of adding two elements of V (L) modulo
M + 1 one can add them modulo M , if the occuring carry is later subtracted
modulo M + 1. For subtraction the carry has accordingly to be added modulo
M + 1.

Subsequently we propose our conversion Algorithm 4.3 for the transformation
AddM → AddM+1:

Input: (x, y) ∈ V (L) × V (L) such that y −M x = d
u ∈ {0, 1, . . . , M} ⊂ V (L + 1)

Output: v ∈ V (L + 1) such that v −M+1 u = d

As mentioned above, we modify Algorithm 3.2 for our purpose. Clearly Steps
(2), (4), (11), (13) and the first half of (10) in 3.2 can be skipped. The new steps
will be explained below.

Algorithm 4.3: AddM → AddM+1

(1) Generate a random bit z ∈ {0, 1}
(2) Calculate g = SubM (XorL(x, −z), (r| . . . |r)); let g = (gk| . . . |g1) with gj ∈ V (l)
(3) Set ũ = SubM+1(XorL((uk| . . . |u1), −z), uk+1 ⊕1 z)
(4) Initialize v = SubM+1(ũ, (r| . . . |r))
(5) Set f = ỹ = XorL(y, −z)
(6) Initialize c = z
(7) For j = 1 to k do
(8) Subtract f = Sub2(k−j)l(f, c)
(9) Subtract f = Sub2(k−j)l(f, gj); let fj = f mod m

(10) v = AddM+1(v, c << (l · j))
(11) v = AddM+1(v, fj << (l · j))
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(12) Look up c = C[fj ]
(13) Redefine f = f >> l

(14) v = SubM+1(v, c)
(15) v = AddM+1(v, z)
(16) v = SubM+1(XorL((vk| . . . |v1), −z), vk+1 ⊕1 z) with v = (vk+1|vk| . . . |v1)

During the loop of 4.3, we have to determine the digits d̃j +
m

r (namely fj

in Step (9)) to obtain the intermediate carry bits cj and the required carry bit
c = ck (Step (12)). Therefore we have to exchange y = d +

M
x for b = d +

M
a

(Steps (8) and (9)), where a = (r| . . . |r) denotes the concatenation of k copies
of r. Moreover, the masked data v = d +

M+1 u = (d +
M

a) −
M+1 c −

M+1 a is
calculated in Steps (4), (10), (11), (14) and (15). These calculation have to be
balanced via the two cases z = 0 and z = 1:
(z=0) v = d + u = d + a + u− a

4.1= b− c + u− a mod M + 1

(z=1) v = d + u = (M − 1)− d− a + u + a
4.1= c− b + u + a− 2 mod M + 1

From these equations one sees that what has to be added to u to get v in the
case z = 0 has to be subtracted in the case z = 1 and vice versa. The simplest
solution is to invert u at the beginning and at the end of the calculation if z = 1.
That is done in Steps (3) and (16) using (∗∗).

Clearly, the digits d̃j + r give no information about d, and the carry bits are
balanced for the same reason as they are in 3.2 . Additionally, all those values are
combined independently with u. So all variables are independent of the sensitive
data d. Hence our algorithm does not leak any side-channel information.

Although Algorithm 4.3 looks rather complicated, our method works fast,
since most calculations decribe basic operations on a processor and the carry
bits occur automatically within those calculations.

In the same manner we also deal with the converse AddM+1 → AddM :

Input: x, y ∈ {0, 1, . . . , M} such that y −M+1 x = d, d ∈ V (L)
u ∈ V (L)

Output: v ∈ V (L) such that v −M u = d.

The Algorithm 4.4 looks very similar to Algorithm 4.3 since we use the same
technique to obtain the carry bit c in a blinded way. A difficult part of the
Algorithm 4.4 is how to calculate the digits dj +

m
r using b = d +

M+1 a (a =
(r| . . . |r)) from below in the case b = M without having to correct the result at
the end, because this correction term would give vulnerable information about
d.

This difficulty we solve by comparing (fk| . . . |f1) and (gk| . . . |g1), where f =
(fk+1|fk| . . . |f1) := y +

M+1 1 resp. its complement, and g = (gk+1|gk| . . . |g1) :=
x̃−

M+1 a. This information is not totally, but well enough balanced – at least in
the interesting case L = 16 and l = 4 or l = 8 – such that it should not provide
sufficient information for an effective DPA-attack.



Switching Blindings with a View Towards IDEA 237

Algorithm 4.4: AddM+1 → AddM

(1) Generate a random bit z ∈ {0, 1}
(2) Calculate x̃ = SubM+1(XorL((xk| . . . |x1), −z), xk+1 ⊕1 z)
(3) Calculate g = SubM+1(x̃, (r| . . . |r))

let g = (gk+1| . . . |g1) with gk+1 ∈ {0, 1} and gj ∈ V (l)
(4) Adjust y = SubM+1(y, 1)
(5) Calculate f = ỹ = SubM+1(XorL((yk| . . . |y1), −z), yk+1 ⊕1 z)

let f = (fk+1| . . . |f1) with fk+1 ∈ {0, 1} and fj ∈ V (l)
(6) Determine c′ = 1l<((fk| . . . |f1), (gk| . . . |g1))
(7) Calculate ũ = XorL(u, −z)
(8) Initialize v = ũ −M (r| . . . |r)
(9) v = v −M 1 +M z +M (fk| . . . |f1) −M fk+1 −M (gk| . . . |g1) +M gk+1 +M c′

(10) Initialize c = fk+1

(11) For j = 1 to k do
(12) Subtract f = Sub2(k−j)l(f, gj); let fj = f mod m

(13) Set cAux = 1l<(fj , c), subtract fj = Subm(fj , c) and set c = cAux

(14) Look up and redefine c = c ⊕ C[fj ]
(15) Redefine f̃ = f̃ >> l

(16) Calculate v = AddM (v, c)
(17) v = XorL(v, −z)

The basic equations read as follows:

(z=0) v = u + d = u + d + a− a
4.2= u + b + c− a mod M

(z=1) v = u + d̃ = u + (−3−
M+1 d)− a + a and

u− d− a + a
4.2= u− b− c + a mod M

So, for z = 1, we invert u at the beginning and at the end of the calculations.
Moreover, we have to transform u + (−3 −

M+1 d) − a + u + a to u − d − a + a,
which explains those tricky calculations.

Instead of manipulating the masked data v = d+u inside the loop (see Steps
(10) and (11) of Algorithm 4.3), we suggest to exchange masks outside the loop
in Steps (8) and (9) of Algorithm 4.3. The more complicate calculation is due
to the arithmetic modM + 1.

As for Algorithm 4.3, all steps of Algorithm 4.4 can easily be realised on a
processor. Inside the loop, we need just two subtractions and one table lookup.

5 Application to IDEA

One of the algorithms using the principle of ”mixed group operations” is the
block cipher IDEA (International Data Encryption Algorithm, see [7]). Besides
the boolean and standard arithmetic on L = 16 bits, the designers employ
an operation ! based on the multiplication modulo 2L + 1. Since 216 + 1 is
a prime number, multiplication on ZZ/(216 + 1)ZZ yields a cryptographically
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good operation on the set {1, 2, 3, . . . , M = 216}. Identifying the value 0 ∈ V (L)
with 216 this defines the third operation ! on V (16):

d! d′ = I−1(I(d) ·
216+1

I(d′)) with I(0) = 216 and I(d) = d else.

IDEA has a block size of 64 bit. It iterates eight rounds followed by an out-
put transformation. Each round takes as input 64 bits, given by four values
X1, . . . , X4 ∈ V (16), and six key values (obtained by some key scheduling)
K1, . . . , K6 ∈ V (16). Combining the three operations ⊕ = ⊕16 , + = +

216
and !

on V (16) the output Y1, Y2, Y3, Y4 ∈ V (16) of each round is calculated as follows:

X1 X2 X3 X4

� � � �! + ! +K1 K2 K3 K4� � � �

�
�

�
�

⊕� �

�

⊕� �

�! �

�

+

�
+

�

!�

�

K5 �

K6�

⊕ ⊕
��⊕ ⊕

��

�

���������������
�

���������������
� �

Y1 Y2 Y3 Y4

The data of all three operation have to be blinded. For ⊕ and + we use the
boolean and standard arithmetic masking, respectively. As a blinding for the !-
operation we recommend arithmetic blinding modulo M +1 = 216+1; a sensitive
data d ∈ V (L) is given by a mask x ∈ {0, 1, . . . , 216} and the masked data
y = I(d) +

M+1 x. Then it is clear how to calculate I(d · d′) = I(d) ·
M+1 I(d′) using

addition and multiplication modulo M +1. So we just have to develop a method
to switch maskings between this kind of blinding and the arithmetic masking
modulo M . As it turns out, this is an application of the methods presented in
Sect. 4. This is based on the observation

I(d) = (d−
M

1) +
M+1 1 for d ∈ V (L) .

Suppose we have x, y ∈ V (L) with y = d +
M

x, and u ∈ {0, 1, . . . , M}. Then
(y −

M
1, x) represents d −

M
1. We use the algorithms of Sect. 4 to obtain the
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”+
M+1”-masking (u, v) of d−

M
1, that is v = (d−

M
1)+

M+1 u. Finally v +
M+1 1 =

I(d) +
M+1 u. So v = I(d) +

M+1 u can be computed easily without leaking any
information about d.

Conversely, let (u, v) represent I(d) for some sensitive data d ∈ V (L). Then
we apply the algorithm AddM+1 → AddM on (u, v −

M+1 1) and some mask
x ∈ V (L) to receive y ∈ V (L) such that y = d−

L
1 +

L
x, i.e y +

M
1 = d +

L
x is

the masked value of d with mask x. Indeed, v −
M+1 1 = (d −

M
1) +

M+1 u. This
shows how to convert some ”!”-masking into a blinding for standard arithmetic.

6 Conclusion

Motivated by the task of a DPA-resistant implementation of IDEA and other
encryption schemes using mixed group operations, we presented algorithms to
switch the mask between blindings of boolean, standard arithmetic and some
non-standard arihmetic operations. Our methods are based on small randomized
tables with an additional random bit deciding the computation mode.

References

1. R. Anderson, M. Kuhn: Soft Tempest: Hidden Data Transmission Using Electro-
magnetic Emanations. Proc. of Information Hiding (1998).

2. J.-S. Coron, L. Goubin: On Boolean and Arithmetic Masking against Differential
Power Analysis. CHES 2000, LNCS 1965 pp. 231–237.

3. J.-S. Coron, A. Tchulkine: A New Algorithm for Switching from Arithmetic to
Boolean Masking. CHES 2003, LNCS 2779 pp. 89–97.

4. N. Ferguson, C. Hall, J. Kelsey, B. Schneier, D. Wagner, D. Whiting: Twofish: A
128-Bit Block Cipher.

5. L. Goubin: A Sound Method for Switching between Boolean and Arithmetic Mask-
ing. CHES 2001, LNCS 2162 pp. 3–15.

6. P. Kocher, J. Jaffe, B. Jun: Differential Power Analysis. Advances in Cryptology
– CRYPTO 1999, Proceedings, LNCS 1666, pp. 388-397.

7. X. Lai, J.L. Massey: A Proposal for a New Block Encryption Standard. Advances
in Cryptology – EUROCRYPT 1990, Proceedings, LNCS 473, pp. 389-404.

8. A.J. Menezes, P.C. van Oorschot, S.A. Vanstone: Handbook of Applied Cryptogra-
phy. CRC, (1996).

9. T.S. Messerges: Securing the AES Finalists Against Power Analysis Attacks. FSE
2000, LNCS 1978 (Springer).

10. NIST: FIPS 180-2: Secure Hash Standard. August 2001.
11. J.-J. Quisquater, D. Samyde: A new tool for non-intrusive analysis of Smart Cards

based on electro-magnetic emmisions: the SEMA and DEMA methods. Eurocrypt
rump session, Bruges, Belgium, May 2000.

12. R.L. Rivest, M.J.B. Robshaw, R. Sidney, Y.L. Yin: The RC6 Block Cipher.



Fault Analysis of Stream Ciphers
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Department of Computer Science and Applied Mathematics,
The Weizmann Institute of Science, Israel

Abstract. A fault attack is a powerful cryptanalytic tool which can
be applied to many types of cryptosystems which are not vulnerable to
direct attacks. The research literature contains many examples of fault
attacks on public key cryptosystems and block ciphers, but surprisingly
we could not find any systematic study of the applicability of fault
attacks to stream ciphers. Our goal in this paper is to develop general
techniques which can be used to attack the standard constructions of
stream ciphers based on LFSR’s, as well as more specialized techniques
which can be used against specific stream ciphers such as RC4, LILI-128
and SOBER-t32. While most of the schemes can be successfully
attacked, we point out several interesting open problems such as an
attack on FSM filtered constructions and the analysis of high Hamming
weight faults in LFSR’s.

Keywords: Stream cipher, LFSR, fault attack, Lili-128, SOBER-t32,
RC4.

1 Introduction

1.1 Background

Attacks against cryptosystems can be divided into two classes, direct attacks
and indirect attacks. Direct attacks include attacks against the algorithmic na-
ture of the cryptosystem regardless of its implementation. Indirect attacks make
use of the physical implementation of the cryptosystem and include a large va-
riety of techniques which either give the attacker some ‘inside information’ on
the cryptosystem (such as power or timing analysis) or some kind of influence
on the cryptosystem’s internal state such as ionizing radiation flipping random
bits in the device’s internal memory. Fault analysis is based on a careful study
of the effect of such faults (which can affect either the code or the data) on
the ciphertext, in order to derive (partial) information about either the key or
the internal state of the cryptosystem. Recently Anderson in [1] discovered an
extremely low-tech, low-cost technique which allows an attacker with physical
access to the cryptoprocessor (especially when implemented on a smartcard) to
cause faults at very specific locations. This discovery transfers the ability to per-
form fault attacks to one’s backyard making this kind of attack a major threat
to smartcard issuers and users. Fault analysis was first used in 1996 by Boneh,
Demillo, and Lipton in [2] to attack number theoretic public key cryptosystems

M. Joye and J.-J. Quisquater (Eds.): CHES 2004, LNCS 3156, pp. 240–253, 2004.
c© International Association for Cryptologic Research 2004
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such as RSA (by using a faulty CRT computation to factor the modulus n), and
later by Biham and Shamir in [3] to attack product block ciphers such as DES (by
using a high-probability differential fault attack on the last few rounds). While
these techniques were generalized and applied to other public key and block ci-
phers in many subsequent papers, there are almost no published results on the
applicability of fault attacks to stream ciphers, which requires different types of
attacks and analytic tools. A notable exception is the re-synchronization attack
of [9] which deals with a similar situation although in their model the changes
(which correspond to our faults) are known. Our goal in this paper is to fill this
void by embarking on a systematic study of all the standard techniques used to
construct stream ciphers, and by analyzing their vulnerability to various types
of fault attacks.

1.2 Our Results

We have succeeded in attacking a wide variety of stream ciphers. We first concen-
trated on attacking constructions based on LFSRs. With the exception of FSM
filtered constructions we were able to attack almost any synthetic construction
which appeared in the literature. The linearity of the LFSR is at the heart of all
of these attacks. Although we have found a couple of attacks against very spe-
cific FSM filtered constructions, it would be interesting to find attacks against
more general constructions. These results are covered in Section 2, where we
present a comprehensive attack strategy against non-linearly filtered LFSRs as
well as attacks against other LFSR based constructions. In section 3 we present
fault attacks against LILI-128 and Sober (two LFSR based NESSIE candidates)
and against RC4. The attack against RC4 applies random faults to the S-table
after the initialization to recover the internal state by analyzing the first out-
put byte of RC4 after initialization. All the attacks were analyzed theoretically
and verified experimentally, in order to gain better understanding of their actual
complexity and success rate. Due to space limitations we omit from this paper
results which are harder to describe or require a longer introduction, such as a
new DFA-like fault attack on the stream cipher Scream[5]. These results will be
included in the full version of this paper.

1.3 The Attack Model

The basic attack model used in this paper assumes that the attacker can apply
some bit flipping faults to either the RAM or the internal registers of the cryp-
tographic device, but that he has only partial control over (and knowledge of)
their number, location and timing. In addition, he can reset the cryptographic
device to its original state and then apply another randomly chosen fault to the
same device. In general, there is a tradeoff between the amount of control he has
and the number of faults needed to recover the key. This model tries to reflect
a situation in which the attacker is in possession of the physical device, and the
faults are transient rather than permanent.
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2 LFSR Based Stream Ciphers

2.1 Introduction

A very common component in stream ciphers is the Linear Feedback Shift Reg-
ister (LFSR). LFSR’s have provably long cycles and good statistical properties,
but due to their inherent linearity LFSRs do not generate good output streams by
themselves. Hence, LFSRs are typically used in conjunction with some non-linear
component. There are three general constructions for implementing a stream ci-
pher based on LFSRs:

– Filter the output of the LFSR(s) through a non-linear function.
– Have the clocking of one LFSR controlled by the output sequence of another

LFSR.
– Filter the output of the LFSR(s) through a finite state machine.

In this section we develop several types of fault attacks against such generic
constructions. We denote the length of the LFSR by n, the XOR of the original
and faulted value of the LFSR at the time the fault was introduced by Δ, and
the number of flipped bits (i.e., the Hamming weight of Δ) by k.

2.2 Attacks on Non-linearly Filtered LFSR Based Stream Ciphers

Let (x1, x2, ..., xn) be the internal state of the LFSR where xi ∈ {0, 1}. A non-
linear filter applied to a LFSR is a boolean function f(xi1 , xi2 , .., xit

) whose
inputs are a subset of the LFSR’s internal state bits (typically, n ≤ 128 and
t ≤ 12). More generally the inputs to the function may come from several LFSRs.
Each output bit is produced either by evaluating f on the current state, or by
using a lookup table of pre-computed values of f . The LFSR is then clocked
and f is evaluated again on the resulting state to generate the next output bit.
Existing attacks against this construction include the algebraic attack [12] which
is generally infeasible when t is not extremely small and the re-synchronization
attack [9] which shares a similar setting with our attack.

Now assume that the attacker has the power to cause low Hamming weight
faults in the LFSR’s internal state bits. The attack will proceed as follows:

1. Cause a fault and produce the resulting output stream
2. Guess the fault
3. Check the guess, if incorrect guess again
4. Repeat 1-3 O(t) times
5. Solve a system of linear equations in the original state bits

We need to show how to check the correctness of a guess and then how to
construct the system of linear equations. Notice that due to the linearity of the
LFSR clocking operation L, if we know the initial difference Δ due to the fault
then at any time i the difference will be Li(Δ). To verify a guess for Δ we predict
the future differences in the t input bits to f . Whenever this difference is 0 we
expect to see an output difference of 0. If our guess was incorrect, then for half
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of these occasions we will see a non-zero output difference. So on average after
2t+1 output bits we expect to reject incorrect guesses.

This identification procedure leaves room for optimization by a preprocessing
stage in which the for each possible non-zero difference location, all inconsistent
faults are pre-computed. This Enables us to simultaneously reject all faults in-
consistent with the observed differences. This can greatly reduce the time com-
plexity of the attack; the details of this approach are not presented here due to
space limitations.

Now let us concentrate on a single output bit. For each faulted stream the
attacker observes the difference in the output bit and can compute the input
difference to f . We collect pairs of input/output differences corresponding to the
same output bit location. Given about t pairs we can narrow down by exhaustive
search the possible input bits to one possibility. By determining these bits we
get linear equations in terms of the initial state bits. Using the same faulted
output streams we can also compute the input differences for other output bits
collecting more linear equations. Once we collect enough (θ(n)) equations we
can solve the set of equations and determine the initial LFSR state.

We can sometimes improve the amount of data needed for the attack by
analyzing the structure of f . Define A = {Δ | Pr[f(x)⊕f(x⊕Δ) = 0] > 1

2 + ε}.
After guessing Δ, the initial difference, we compute as before the differences
Δn = Ln(Δ) at any future time. When Δn ∈ A we know that with probability
at least 1

2 + ε the difference in the output of f will be 0. I.e, the average of the
difference over the output bits for which Δn ∈ A should be 1

2 + ε. If our guess of
Δ was incorrect then we expect to see an average of 1

2 . Thus after seeing about
O(ε2 |A|

2n ) we should be able to tell with high probability whether our guess of Δ
was correct. Analysis of f will show us the optimal ε and whether we achieve an
advantage over the previous strategy.

If the Hamming weight of the faults is very low then we can apply another
strategy to reduce the amount of data required by guessing and verifying m faults
simultaneously. This will increase the time complexity by a factor of

(
n
k

)m−1, but
we can now check our guess by comparing the relative difference in the input of
f for each pair of the m+1 streams. This gives us a probability of approximately
2−t

(
m+1

2

)
of having a zero relative difference, thus reducing the amount of data

required by a factor of
(
m+1

2

)
.

So far we assumed that the function f is known, but we can apply a fault
attack even if f is unknown. First notice that in order to verify a guessed fault
in the simple variation we did not need to know f . So we can carry out steps
1-4 even when the non-linear function f is unknown or key-dependent.

Definition 1. Let D(i) be the set of input-output difference pairs resulting from
the faults at position i in the output stream.

Definition 2. A 0-order linear structure of f is n-bit vector γ s.t. for all X
f(X) = f(X ⊕ γ)

Proposition 1. The 0-order linear structures of f form a vector space.
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Now if for two positions i and j D(i) = D(j) and |D(i)| = 2t then either the
un-faulted inputs X, Y to f at positions i and j were the same or X ⊕ Y is a 0-
order linear structure of f . Analysis of D(i) can give us the linear structures of f
in time O(t2t) using the Walsh-Hadamard transform of f [9], [11]. In either case,
we get linear equations in the original state variables. After recovering the LFSR
state we can easily recover f . Even if D(i)

⋂
D(j) < 2t we can still conclude

with high probability that X = Y (or X ⊕ Y is a 0-order linear structure) if the
intersection is large enough. Experimental results show that for a random 10-bit
boolean function f , about 300 faults were sufficient to successfully carry out the
attack.

Another improvement can be made to the total amount of data required by
comparing the new faults against the already identified ones. For example, after
the first fault has been identified we compare the next fault against the original
data and the first faulted stream. When 2t faults are required this will reduce
the total amount of data to O(t2t) instead of O(22t).

The only property of the LFSR which we used for these attacks is that we can
compute future differences based on the initial fault. Thus the attacks generalize
directly to a construction composed of several LFSRs connected to the same
non-linear filter, providing that the total Hamming weight of the faults in all
the registers is low. However, we were unable to find any fault attacks utilizing
faults with high (and thus un-guessable) Hamming weight.

2.3 Attacks on Clock Controlled LFSR Based Stream Ciphers

The basic clock controlled LFSR construction is composed of two components:
the clock LFSR and the data LFSR. The output stream is a subsequence of the
output of the data LFSR which is determined by the clock LFSR. For example,
when the clock LFSR output bit is 0 clock the data LFSR once and output its
bit, and when the clock LFSR bit is 1 clock the data LFSR twice and output
its bit. Unless specified otherwise, all attacks in this section will refer to this
construction.

Other variations include considering more than one bit of the clock LFSR to
control the clocking of the data LFSR (E.g., in LILI-128 two bits of the clock
LFSR are used to decide whether to clock the data LFSR one to four times).
The last variation considered here is the shrinking generator [6] in which the
output bits of the clock LFSR decide whether or not the current data LFSR
output bit will be sent to the output stream, and thus there is no fixed upper
bound on the time difference between consecutive output bits. Existing attacks
against clock controlled constructions include correlation attacks [10], algebraic
attacks [12] and re-synchronization attacks [10].

Throughout this section we will use the term data stream to indicate the
sequence produced by the data LFSR {di}∞i=1 as opposed to the output stream
denoted S = {Si}∞i=1 which is the sequence of output bits produced by the device.
The control sequence produced by the clock LFSR will be denoted {ci}∞i=1, and
we define posS(i) to be the position of the ith bit of the output stream S in the
data stream.
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A phase shift in the data register. A phase shift is a fault in which one
of the components is clocked while the other is not. Once the phase shift takes
place the device continues operating as usual. In a clock controlled construction
a phase shift in the data LFSR can give us information about the clock register.
Denote by S the non-faulted output stream and by Ŝ the faulted output stream.
Notice that for every bit i after the fault posŜ(i) = posS(i) + 1 since the data
register was clocked one extra time. So the attacker looks for i s.t. Ŝi �= Si+1,
this implies that at the ith location the data register was clocked twice. Thus we
can recover a bit of the clock LFSR state (which corresponds to a linear equation
in the original state) each time we have such an occurrence.

110101001001010 - clock register
001010110101010100101010 - data register
110100100101001 - output stream

01010110101010100101010 - data register after phase shift
000101101100011 - output stream

110100100101001 - original output stream
001011011000110 - faulted output stream
Each bit in the original sequence is compared with the bit to its left in the faulted
sequence. When a difference is observed the clock register must have been 1.

*1***1**1**1*1* - Partial data recovered by comparing the two sequences.
110101001001010 - The actual clock register.

Fig. 1. An example of a Phase Shift Attack

We need about twice the length of the clock register to recover the whole
state since the probability of such an occurrence is 1

2 . After recovering the clock
LFSR’s state we can easily recover the data LFSR’s since we now know the
position of each output bit in the data stream.

It is left as an easy exercise to show that this attack can be adapted to deal
with phase shift faults in the shrinking generator and the stop & go generator.

Faults in the clock register. For simplicity of description we assume that the
attacker can apply random single bit faults to the clocking LFSR at a chosen
point in the execution. The full attack, which is too technical to describe here,
can be carried out even if the timing of the fault is not exactly known and it
affects a small number of bits. The first stage of the attack will be to produce the
n possible separate faulted output streams by applying a single bit fault at the
same timing (at different locations) to the clocking register. We will designate
the stream resulting from a fault in the ith location by Si, Si

j being the jth bit
of Si (counting from the timing of the fault). Let us observe Si

j for a fixed j
s.t. j < n. This condition assures that the feedback of the clock register has not
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affected the output stream yet as a result of the fault. I.e., the only changes are
a result of the single bit change at the ith location. If i ≥ j then the fault will
not have enough time to affect Si

j and Si
j = Sj . However, if i < j then similar

to the phase shift example, |posSi(j) − posS(j)| = 1. If ci = 1 then we will get
posSi(j) − posS(j) = −1 (we have clocked the data LFSR one time less) and
posSi(j)− posS(j) = 1 if ci = 0. Now assume that for all i Si

j is the same. This
implies that both neighbors of the original bit in the data stream are identical
to the bit itself.
...00̂0... - the original data stream where the ∗̂ was chosen for the output
...0̂00... - the original data with faulted clocking
...000̂... - the original data with faulted clocking
The only other case in which this could happen is if the first j bits of the clock
register were identical, since then we only see one of the neighbors. By choosing
j large enough we can neglect this possibility. If we see j − 1 streams which
are identical in the jth bit but different from the original jth bit then the data
stream must have looked as follows:
...10̂1... - the original data stream where the ∗̂ was chosen for the output
In this case we know that both neighbors of the bit in the data stream were equal.
If the next output bit in the actual stream was different from the neighbors, then
the data register must have been clocked twice.
...00̂01̂... - the ∗̂ bits were chosen for the output
...10̂10̂... - the ∗̂ bits were chosen for the output
In this case we have recovered a bit of the clock LFSR or more generally a
linear equation in the original LFSR state. By analyzing similar structures we
show that there is a probability of at least 6

32 of this situation occurring. Hence
we can get about 3n

16 linear equations. We now repeat the attack and collect
another batch of faulted streams with the timing of the faults changed. After
repeating this procedure ∼ 10 times we will have collected an over-determined
set of equations which we can solve for the clocking LFSR’s original state. After
recovering the clock LFSR we can easily solve for the data LFSR. The attack
requires about 10n faults and for each fault a little more than n bits (for unique
identification of the streams). This attack is also applicable to the decimating
and stop & go generators since the effect of a single bit fault in the control LFSR
is also locally identical to a phase shift in the data LFSR.

Faults in the data register. The next attack will focus on the data LFSR,
but before we give a description of the attack we will show a general algorithm
for recovering the clock register given the data register.

For a clock controlled construction pos(i) = Σi
j=1 cj is the position of the ith

bit of the output stream in the data stream. The input to the algorithm will be
the sequence {di} and we will identify pos(i) for various i. Notice that each value
of pos(i) gives us a linear equation in the original state of the LFSR, since each of
the ci’s can be represented as a linear combination of the original state bits and
pos(i) is a linear combination of the ci’s. Once we have collected enough values
we can solve the set of equations for the initial state of the clock LFSR. The
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algorithm works by keeping a list of all possible values of pos(i) for each output
bit of the device. This is done by simple elimination: check for each existing
position in the list whether it is possible to receive the actual output with one
of the possible values of ci. Now if we find an i such that the list of candidates
for pos(i) is a single value we know the corresponding pos(i). Experimental
results show that given a random initial state for LFSRs of size 128 bits, the
algorithm finds the original state after seeing a few hundred bits, finding a linear
equation every 5 or 6 bits. If the output sequence was not produced from {di}
then the algorithm finds an inconsistency in the output stream (the size of the
list shrinks to zero) after at most a few tens of bits. This behavior can also be
studied analytically. Let xi and yi be the minimal and maximal candidate values
for pos(i) respectively. Assuming yi is not the real value for pos(i) let us calculate
the expectation of yi+1−yi. This expectation is bounded from above by 5

4 , since
there is a probability of 1

2 that the maximum grows by 2 and a probability of 1
4

that the maximum grows by 1. On the other hand the expectation of xi+1 − xi

is bounded from below by 1
2 + 2

4 + 3
8 = 11

8 so the expectation of the change to
the size of the list of possibilities for pos(i) is negative. I.e., the size of the list is
expected to shrink unless one of the endpoints is the true position. This implies
that the average size of the list is constant and thus the running time is linear.
Now our attack will proceed as follows:

1. Generate a non-faulted output stream of length 10n
2. Re-initialize the device, and cause a low Hamming weight fault in the data

register
3. Generate a new (faulted) stream of length 10n
4. Guess the fault and verify by running the above algorithm with the calculated

difference in the data stream and the output stream difference
5. Repeat until the guess is consistent with the output stream
6. Recover the data register state from the actual output and the known clock-

ing register

Since the clocking register was not affected, the difference in the output stream
is equivalent to a device with the same clocking and with the data register
initialized to the fault difference. Since given a guess of the initial state of the
data register, the attacker can calculate the difference at any future point, we
can apply the algorithm for recovery of the clock register. For incorrect guesses
of the fault, the algorithm will find the inconsistency and for the correct guess
the algorithm will find the initial state of the clock register.

2.4 Attacks on Finite State Machine Filtered LFSR Based Stream
Ciphers

In this section we will show some attacks on a basic FSM filtered LFSR construc-
tion. The FSM contains some memory whose initial content is determined by the
key. Each time the LFSR is clocked, the LFSR output bit is inserted into a spe-
cific address determined by a subset of the LFSR’s state, and the bit previously
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occupying that memory location is sent to the output. The number of memory
bits will be denoted by M and thus there are log M address bits. The leading
attacks against general FSM filtered LFSR constructions are algebraic attacks
[12], but these attacks are only feasible against very specific constructions.

Randomizing the LFSR. Assume that the attacker has perfect control over
the timing of the fault, and that he can cause a fault which uniformly randomizes
the LFSR bits used to address the FSM. The first output bit after the fault has
been applied will be uniformly distributed over the bits currently stored in the
FSM. By repeating the fault at the same point in time we can recover the number
of ones currently stored in the FSM. If we do the same at a different point in
time we can, by examining the actual output stream, recover the total number
of ones entering the FSM. This gives us a linear equation in the initial LFSR
state. By collecting enough equations we can solve for the initial state.

Faults in the FSM. If a random fault is applied to the current contents of
the FSM the output stream will have differences at the timings when the LFSR
points to the faulted bits’ addresses. We start by giving some intuition about the
attack. Assume that the LFSR points to the same address at two consecutive
clockings. If the fault in the FSM happened at this location before these points
in time, only the first occurrence of this location in the output stream will be
faulted. When examining the second occurrence no matter what fault occurred
in the FSM the bit will not be faulted as long as the timing of the fault was
before the first occurrence. When we notice a case like this we know that the
address is the same in the two consecutive timings, this gives us linear relations
on the bits of the LFSR. By collecting enough relations we can derive the LFSR
state. More generally, let p be the probability of a single bit in the FSM being
affected by the fault and let us assume that the timing of the fault is uniformly
distributed over an interval [t1, t2] of length T . The probability of a difference in
bit t between the faulted and non-faulted streams is t−t1

t2−t1
p provided that this

is the first occurrence of the address. If the most recent occurrence of the same
address before time t is at time t0 then the probability is t−t0

t2−t1
. So by estimating

this probability within 1
2(t2−t1)

we can tell when the address bits were the same
at two different timings t0 and t. This gives us log M linear equations in the
original LFSR bits. We repeat this n

log M times and recover the initial state of
the LFSR from the resulting set of linear equations

3 Fault Attacks on Actual Stream Ciphers

3.1 A Fault Attack on LILI-128

In this section we will bring some of the techniques presented into action in a
fault attack against LILI-128 [4], one of the NESSIE candidates. For existing
attacks on this stream cipher see [12] and [13].
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LILI-128 is composed of two LFSRs: LFSRc, which is 39 bits long, and
LFSRd, which is 89 bits long (with a total of 128 bits of internal state). Both
have primitive feedback polynomials. For each keystream bit:

– The keystream bit is produced by applying a nonlinear function fd to 10 of
the bits in LFSRd.

– LFSRc is clocked once. Two bits from LFSRc determine an integer c in the
range {1, 2, 3, 4}.

– LFSRd is clocked c times.

The keystream generator is initialized simply by loading the 128 bits of key into
the registers. Keys that cause either register to be initialized with all zeroes are
considered invalid. The exact function fd used, which bits are taken as inputs
and the feedback polynomials of the LFSRs are irrelevant to the attack.

The first stage of the attack is to apply a random one bit fault to the data
register. Repeat this until 89 (the length of LFSRd) distinct streams are ob-
served. Now repeat the same with the construction clocked once before applying
the faults. Notice that some of the streams produced will be the same as in the
first batch. This is due to the fact that applying the fault and then shifting the
LFSR is equivalent to shifting the LFSR and then performing the fault, pro-
vided the fault did not affect the feedback. By counting how many streams are
repeated one can deduce how many times LFSRd was clocked, which provides
two bits of LFSRc. Thus after repeating the experiment about 20 times we can
recover the full LFSRc state. Once this state is known we can use the algorithm
presented in section 1.2 to recover the state of LFSRd. Notice that no further
faults are necessary and the data collected in the previous stage can be reused.
A tradeoff between the number of faults used and the length of the attack can
be achieved by stopping after part of the state has been recovered and guessing
the rest.

3.2 A Fault Attack on SOBER-t32

SOBER-t32 [7] is another NESSIE candidate with a LFSR based design. SOBER
is composed of a LFSR, a non linear filter (NLF) and a form of irregular deci-
mation called stuttering. The LFSR works over the field GF (232), and produces
a stream of 32-bit words L1, L2, ... called the L-stream. The internal state of
the LFSR will be denoted σi = (si, si+1, ..., si+16), and σ0 will denote the initial
state. The L-stream is fed through the NLF to produce 32-bit words N1, N2, ...
called the N-stream, Ni = NLF (σi). The stuttering decimates the N-stream as
follows: the first N-word N1 is the first stutter control word SCW. The SCW is
partitioned into 16 pairs of bits, each pair of bits is read in order and accordingly
one of four actions is performed:

1. Clock the LFSR once but do not output anything.
2. Clock the LFSR once, output the current N-word xored with 0x6996C53A

and clock the LFSR again (without producing more output).
3. Clock the LFSR twice and then output the current N-word.
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4. Clock the LFSR once and then output the current N-word xored with
0x96693AC5.

When all the bits of the SCW have been read, the LFSR is clocked and the
output of the NLF becomes the next SCW. The NLF is defined as NLF (σi) =
((f(si +si+16)+si+1 +si+6⊕Konst)+si+13 where f is some non linear function
whose exact definition is not relevant to the attack. The key determines σ0 and
Konst. Existing attacks against SOBER-t32 can be found in [14]and [15].

The attack will proceed in two stages. The aim of the first stage is to strip
away the stuttering and recover the full N-stream, i.e., the output after the NLF.
The aim if the second stage is to recover the original state of the LFSR based
on the faults seen in the N-stream.

Stripping the Stuttering. To achieve this goal we assume that we can apply
random single bit faults to the output of the N-stream. If we damage a word
which is not a stutter control word, then depending on whether the word ap-
peared in the original stuttered output we will see either a single bit difference
in the faulted output stream or no change at all. If we fault a stutter control
word, then we will see a significant difference in the output stream. However,
we know that both streams originated from the same N-stream hence we can
use them to reconstruct the original N-stream. To check whether two output
words originated from the same N-word we simply check if their xor is in the set
{0, 0x6996C53A, 0x96693AC5}, and the probability of a wrong identification is
negligible since we are matching 32-bit words. We know that in each stream the
order of the words is the same so with enough faults we can fully reconstruct the
N-stream. Since the probability of a N-word being sent to the output is slightly
below 2

3 (remember that 1
17 of the N-words are used as SCWs) it is enough to

cause ∼ 10 faults in the SCW to ensure that we reconstruct a significant part
of the N-stream. Since the probability of causing a fault in a SCW is 1

17 , we can
carry out this stage of the attack with less than 200 faults.

Recovering the LFSR State. Now we will use faults to the LFSR to retrieve
its original state. Assume for now that the fault occurred in σ13 where σ is the
current state of the LFSR. Let us denote the timing of the fault by i, i.e., we
faulted σi+13. Notice that we have not assumed control over the timing of the
fault, only over the location of the fault within the LFSR. We observe the first
nonzero difference in the output stream which results from our fault. If Nt was
sent to the output then the observed difference with respect to subtraction mod
232 will be σi+13 − σ̂i+13 = ±2j where σ̂i+13 represents the faulted version and
j is the bit faulted. If Ni was not sent to the output then the first observed
difference is very unlikely to be of the above form. The sign of the difference will
give us the original bit in the jth position (we are exploiting here the nonlinearity
of + with respect to ⊕). Notice that until now we have not used the fact that
we know the N-stream. Since we know the position of the current output word
in the N-stream we know the exact place of the bit recovered in the L-stream
and hence have a linear equation in the original bits of the equivalent GF (2)
LFSR. By repeatedly applying faults we can recover enough linear equations
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and reconstruct the initial state. Notice that what actually remains to be shown
is how to identify faults whose first effect on the N-stream is when the fault
is in σ13. But as we have shown before, such faults have a unique signature
(an output difference of ±2j) which allows us to identify them. Some care must
be taken as to not confuse them with faults in σ1 or σ6, this can be done by
rejecting candidates for which the output difference (in the N-stream) is a single
bit. After reconstructing the LFSR state we can find Konst from the equation
for the NLF, the observed N-stream and the calculated L-stream.

In the full description of SOBER-t32, there is also a key-loading procedure
which mixes the secret key and session key to initialize Konst and σ0. A similar
fault attack can be applied to recover the secret key from the session key and
the initial state.

3.3 An Attack on RC4

RC4 is a stream cipher designed by Ron Rivest in 1987. Its source code was kept
as a trade secret until an alleged version was posted to the Cyberpunks mailing
list [8]. RC4 consists of a key scheduling which initializes the permutation S,
initialization and a generation loop. The key schedule will not be of interest for
our attack. The most successful attacks against RC4 are guess and determine [8]
but even these are prohibitively time consuming (more than 2700 time).

Initialization:
i = 0
j = 0

Generation Loop:
i = i + 1
j = j + S[i]
Swap S[i] and S[j]
Output S[S[i]+S[j]]

Fig. 2. Pseudo-code for RC4

Our attack will proceed in three stages:

1. Apply a fault to the S table and generate a long stream (repeat many times)
2. Analyze the resulting streams and generate equations in the original entries

of S
3. Solve these equations to reconstruct S.

We assume that the attacker can fault a single entry of the S table imme-
diately after the key-scheduling. Our first observation is that the attacker can
recognize which value was faulted. I.e., if S[x] = a and the fault changed its
value to b then we will identify both a and b (but not x). This can be done by
observing the frequency of each symbol in the output stream. If a was changed
to b then a will never appear in the output stream, while b will appear with dou-
ble frequency. Thus we need a stream of length about 10,000 bytes to reliably
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identify a and b. Our next mission is to identify faults in S[1]. This is done by
looking at the first output byte. If this byte changed as a result of the fault then
one of three cases must hold:

1. S[1] was faulted
2. S[S[1]] was faulted
3. S[S[1] + S[S[1]]] was faulted

We know what the original value of S[S[1] + S[S[1]]] was so we can check if the
fault affected this cell (by identifying a and b). If we fault S[1] and can identify
the fault, i.e. S[1] changed from a to b, then we know two things. First the original
value of S[1] was a and second, S[b + S[b]] = c where c is the actual observed
output in the faulted stream. So our first issue is how to recognize faults. If case
2 holds then with high probability the second output byte S[S[2]+S[S[1]+S[2]]]
will not be faulted. If the first case holds then the second output byte will always
be faulted.

Now that we have identified a fault that affected S[1] and changed its value
from a to b we know two things: S[1] = a and S[b + S[b]] = c where c is the first
output byte of the faulted stream. For each fault in S[1] we get an equation,
and after collecting many such equations we start utilizing our knowledge of
S[1] to deduce other values is S. For example, if S[1] = 17 then the equation
S[1 + S[1]] = 7 will give us the value of S[18] = 7. We deduce as many values
as possible from the given equations. If at the end we have not recovered S[S[1]]
then we guess its value. From our knowledge (guess) of S[S[1]] we can carry out
an analysis of the second output byte and recover more equations, this time of
the form S[b + S[b + S[1]]] = d (where d is the second output byte). Empirical
results show that at this stage we recover on average 240 entries of S, and this is
more than enough to deduce the rest from the observed non-faulted stream. We
can easily reject incorrect guesses of S[S[1]] by either noticing an inconsistency
in the equations we collect or by recovering S and comparing the output stream
to the observed one.

4 Summary of Results

The complexity of the attacks described in the previous sections are summarized
in the table below. For the synthetic constructions an asymptotic analysis was
done while for LILI-128, RC4 and SOBER-t32, the analysis was done for the
recommended parameters of the ciphers. The parameters n,t,T ,k and M are
as defined in the relevant subsection. For the sake of simplicity the results for
the clocking constructions assume that the length of the clocking LFSR is the
same as the length of the data LFSR. Note that there are many possible tradeoffs
between the various parameters, and the table describes only one of the potential
combinations in each case.

5 Summary

We have shown that fault attacks are an extremely powerful technique for at-
tacking stream ciphers. We demonstrated their applicability to a wide variety of
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Attack #Faults Data Time Space
Filtered LFSRs (known filter) t t2t

(
n
k

)
2t + n3 t2t + n2

Filtered LFSRs (unknown filter) 2t t2t
(

n
k

)
t2t + n3 t2t + n2

Clock controlled (faults in clock register) n n2 n3 n2

Clock controlled (faults in data register) 1 n
(

n
k

)
n + n3 n2

FSM filtered LFSR (totally randomized) nM2 nM2 nM2 + n3 n2

FSM filtered LFSR (faults in FSM) T 2 n
log M

T 3 n
log M

n3 T 3 n
log M

+ n2

LILI-128 10K 1M 225 1M
SOBER-t32 1K 100K 230 100K

RC4 216 226 226 216

Fig. 3. Summary of out results

synthetic and actual schemes, and identified several interesting open problems.
Further work on this subject could include practical attacks on smart card im-
plementations of stream ciphers, and finding attacks on more general classes of
stream ciphers which are not based on LFSR’s or arrays of updated values.
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Abstract. Previously proposed differential fault analysis (DFA) tech-
niques against iterated block ciphers mostly exploit computational er-
rors in the last few rounds of the cipher to extract the secret key. In this
paper we describe a DFA attack that exploits computational errors in
early rounds of a Feistel cipher. The principle of the attack is to force
collisions by inducing faults in intermediate results of the cipher. We put
this attack into practice against DES implemented on a smart card and
extracted the full round key of the first round within a few hours by
inducing one bit errors in the second and third round, respectively.

1 Introduction

In 1997 Biham and Shamir [4] proposed the so called Differential Fault Analysis
(DFA) and applied it to secret key cryptosystems such as DES. Their attack
exploits computational errors induced during the last few rounds of DES to
extract the secret key of the last round. At least since the results of Anderson
and Skorobogatov [2] the application of this attack to tamper resistant devices
such as smart cards is a real threat: By exposing a chip to a laser beam or even
the focused light from a flash lamp it is possible to induce the kinds of errors that
are needed by the attack to succeed. Therefore in addition to possibly existing
hardware countermeasures it is advisable to implement also adequate software
countermeasures like verifying the correctness of an encryption by a subsequent
encryption or decryption. To optimize performance, one might think of reducing
these countermeasures to the critical last few rounds or, in case of Triple-DES,
for example, to the last DES operation. This, however, can lead to a lack of
security, as we will show in this paper. We will present a DFA attack against
early rounds of a Feistel cipher and show that it is not sufficient to protect
only the last few rounds against inducing computational errors. Since the attack
targets at the first few rounds of the cipher (more exactly rounds 2,3,...) it is
advisable to protect also these rounds.

The attack requires a chosen plaintext situation. The attacker must be able to
choose various plaintexts and to encrypt them with the secret key that he wants
to compromise. Associated with smart cards this might be a realistic scenario.
By inducing a fault during the encryption of a plaintext P the attacker tries

M. Joye and J.-J. Quisquater (Eds.): CHES 2004, LNCS 3156, pp. 254–267, 2004.
c© International Association for Cryptologic Research 2004
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to get a collision with another plaintext P̃ , meaning that the faulty ciphertext
belonging to P equals the correct ciphertext belonging to P̃ . This is in some
sense a reversion of the original DFA attack of Biham and Shamir [4]. The
problem, however, is to find the pairs of colliding plaintexts in an efficient way.
To solve this problem we make use of the concept of characteristics introduced
by Biham and Shamir [3]. Once having found a pair of colliding plaintexts one
can apply methods of differential cryptanalysis to gain some information about
the first round key. Other pairs will provide further information until at last the
full round key of the first round will be recovered.

In the following we will first provide some notations and definitions and then
describe in detail the principle of the attack against a Feistel cipher. Finally we
will describe the application of the attack on DES and Triple-DES, respectively.

2 Notations and Definitions

Definition 1. A Feistel cipher of block length 2n with r rounds (n, r ∈ IN) is
a function FK : GF(2)2n −→ GF(2)2n with a key K = (K1, . . . , Kr) consisting
of r round keys Ki ∈ GF(2)m of length m ∈ IN, which maps a plaintext P =
(PL, PR) ∈ GF(2)n × GF(2)n to the corresponding ciphertext C = (CL, CR) =
FK(P ) in the following way:

1. L0 := PL, R0 := PR

2. For i = 1, . . . , r

(Li, Ri) := (Ri−1, Li−1 ⊕ f(Ri−1, Ki)),
where the round function f : GF(2)n ×GF(2)m −→ GF(2)n is any mapping
and ⊕ is the ordinary componentwise addition over GF(2).

3. CL := Rr, C
R := Lr

Traditionally, the round keys (K1, K2, . . . , Kr) are computed by a key sched-
ule algorithm on input a master key, but in Definition 1 also the case of indepen-
dent round keys is included. Figure 1 shows the Feistel scheme as a flowchart.

The attack described in Sect. 3 deals with inducing errors during the en-
cryption of plaintexts. Hence we introduce a notation for the faulty encryption
of a plaintext P . Let FK be a Feistel cipher of block length 2n with r rounds
and let k ∈ {1, . . . , r}, ε ∈ GF(2)n. Then F

(k,ε)
K : GF(2)2n → GF(2)2n denotes

the mapping which maps P to F
(k,ε)
K (P ) by applying the encryption algorithm

FK to P , whereby the output Yk of the round function f in the k-th round is
replaced with Yk ⊕ ε.

In the following we will have to deal with pairs of plaintexts, ciphertexts
and intermediate results and with their differences with regard to ⊕, the so
called XOR-differences. So for a pair of plaintexts (P, P̃ ) and a Feistel cipher
FK we denote the XOR-differences occurring during the calculation of FK(P )
and FK(P̃ ) in the following way:
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Fig. 1. Feistel scheme
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Fig. 2. A k-round ε-characteristic

ΔP := P ⊕ P̃ plaintext difference
ΔC := C ⊕ C̃ ciphertext difference
ΔLi := Li ⊕ L̃i,
ΔRi := Ri ⊕ R̃i differences of the intermediate results in the i-th round

Besides we denote the inputs of the round function f in the i-th round by
Xi, X̃i, respectively, and its outputs by Yi, Ỹi, respectively (see Fig. 1). The
corresponding XOR-differences are denoted the same way as above:

ΔXi := Xi ⊕ X̃i input difference of the round function f in the i-th round
ΔYi := Yi ⊕ Ỹi output difference of the round function f in the i-th round

In this paper we will be mainly interested in differences between intermediate
results occurring during the faulty encryption of P and the correct encryption
of P̃ , more exactly during the calculation of F

(k,ε)
K (P ) and FK(P̃ ). For the sake

of simplicity we denote also these differences with the above defined symbols.
Though the exact meaning of the symbols should always be clear from the con-
text.

Definition 2. A k-round characteristic with respect to a Feistel cipher of block
length 2n with r rounds (k, n, r ∈ IN, k ≤ r) is a tuple Ω = (Ω0, Ω1, . . . , Ωk+1),
where the Ωi = (ΩL

i , ΩR
i ) ∈ GF(2)n ×GF(2)n satisfy the following conditions:

i) ΩR
1 = ΩR

0 ,
ii) ΩR

2 = ΩL
0 ⊕ΩL

1 ,



A Differential Fault Attack Against Early Rounds of (Triple-)DES 257

iii) ΩL
k+1 = ΩR

k ,
iv) ΩR

i+1 = ΩL
i ⊕ΩR

i−1 ∀ i ∈ {2, 3, . . . , k}.
For ε ∈ GF(2)n a k-round characteristic Ω is called a k-round ε-characteristic if
(ΩL

k+1, Ω
R
k+1) = (ε, 0).

Definition 3. A right pair with respect to a k-round characteristic Ω =
(Ω0, Ω1, . . . , Ωk+1) and with respect to a key K of the associated Feistel cipher
FK is a pair of plaintexts (P, P̃ ) satisfying the following conditions:

i) ΔP = Ω0,
ii) (ΔYi, ΔXi) = (ΩL

i , ΩR
i ) ∀ i ∈ {1, . . . , k},

where ΔYi, ΔXi are the above defined differences at the encryption by FK .

Definition 4. The probability pΩ,K of a characteristic Ω = (Ω0, Ω1, . . . , Ωk+1)
with respect to a key K of the associated Feistel cipher is the probability that a
random pair of plaintexts (P, P̃ ) satisfying ΔP = Ω0 is a right pair with respect
to Ω and K.

3 Description of the Attack Against a Feistel Cipher

Let FK be a Feistel cipher of block length 2n with r rounds, where K is the secret
key that we would like to compromise. To carry out the attack the following
preconditions must be fulfilled:

i) Chosen plaintext scenario: It is possible to encrypt arbitrarily chosen plain-
texts with the secret key and to check the corresponding ciphertexts for
pairwise equality. In particular, if the computed ciphertexts are returned to
the attacker as result, this check is trivially possible.

ii) Fault model: It is possible to induce errors during computation of FK(P ),
more exactly to replace the output Yk of the round function f in the k-th
round (k ≥ 2) with Yk⊕ε, where ε ∈ E is a not necessarily known element of
the a priori chosen subset E ⊆ GF(2)n. In the notation of Sect. 2 this means
that it is possible to ‘compute’ F

(k,ε)
K (P ) for some ε ∈ E. Considering E as

a probability space we denote by prob(ε) the probability that the induced
error is ε.

By executing the following algorithm we will now try to get a pair of plain-
texts (P, P̃ ), where for the encryption by FK the difference ΔY1 at the output of
the round function f in the first round is known. In the following we will call a
triple (P, P̃ , ΔY1) consisting of a pair of plaintexts (P, P̃ ) and the corresponding
output difference ΔY1 of the round function f ‘a useful pair’.
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Algorithm 1

INPUT · error round k ≥ 2
· error set E ⊆ GF(2)n

· index set Ê ⊆ E

· for each ε ∈ Ê a (k − 1)-round ε-characteristic
Ωε = (Ωε,0, Ωε,1, . . . , Ωε,k)

1. Choose a random plaintext P ∈ GF (2)2n and ‘compute’ F
(k,ε)
K (P ) for some

random ε ∈ E;
2. For every ε̂ ∈ Ê

a) Set P̃ := P ⊕Ωε̂,0 and compute FK(P̃ );
b) If FK(P̃ ) = F

(k,ε)
K (P ) then output the triple (P, P̃ , ΩL

ε̂,1);

The following proposition shows why we may expect that Algorithm 1 will
output useful pairs after a certain number of runs.

Proposition 1. The probability that one pass of Algorithm 1 outputs at least one
useful pair is at least

∑
ε∈Ê prob(ε)pΩε,K , where the pΩε,K are the probabilities

of the characteristics Ωε with respect to the secret key K.

ΔP = Ωε,0

f⊕ �� �
�
��� 			

K1

ΔY1 = ΩL
ε,1 ΔX1 = ΩR

ε,1

...
			 ���

f⊕ �� �
�

��������������

														

Kk−1

f⊕ �� �
�

��������������

														

KkΔYk = 0

ΔY ′
k = ε

ΔXk = 0
induced error

ΔLk−1 = ε ΔRk−1 = 0

ΔRk = 0ΔLk = 0
...

Fig. 3. (P, P̃ ) is a right pair with respect to Ωε and K
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Proof. Let P ∈ GF(2)2n and ε ∈ GF(2)n be the plaintext and the induced fault,
respectively, from step 1 of Algorithm 1. Assume that ε ∈ Ê. So during one pass
of Algorithm 1, in one of the steps 2a the plaintext P̃ ∈ GF(2)2n is defined,
such that ΔP = Ωε,0. With probability pΩε,K the pair (P, P̃ ) is a right pair
with respect to Ωε and the secret key K. If this is the case (see Fig. 3), then
in particular ΔY1 = ΩL

ε,1, ΔLk−1 = ε and ΔRk−1 = 0. In the k-th round of
the encryption of P the output Yk of the round function f is replaced by Y ′

k :=
Yk ⊕ ε. At the end of the k-th round we have ΔLk = ΔRk−1 = 0 and ΔRk =
ΔLk−1⊕ΔYk⊕ε = ε⊕ε = 0, since ΔYk = f(Rk−1, K)⊕f(R̃k−1, K) = 0 due to
ΔRk−1 = 0. This implies that F

(k,ε)
K (P )⊕FK(P̃ ) = 0 and the triple (P, P̃ , ΩL

ε,1),
which is a useful pair due to ΔY1 = ΩL

ε,1, is output by Algorithm 1. Since in step 1
the error ε ∈ Ê occurs with probability prob(ε), the probability that one pass of
Algorithm 1 outputs at least one useful pair is at least

∑
ε∈Ê prob(ε)pΩε,K . ��

To get a high output rate of Algorithm 1 the probabilities of the used
characteristics should be as high as possible. The existence of a (k − 1)-
round ε-characteristic Ω = (Ω0, Ω1, . . . , Ωk) of probability pΩ,K > 0 for any
ε ∈ GF(2)n is ensured by the following consideration: Due to the invertibility
of the Feistel structure there is a pair of plaintexts (P, P̃ ) such that Lk−1 = ε

and Rk−1 = L̃k−1 = R̃k−1 = 0 (for the encryption by FK). For the choice
Ω0 := ΔP , Ωk := (ε, 0) and Ωi := (ΔYi, ΔXi), i ∈ {1, . . . , k − 1}, the tuple
Ω = (Ω0, Ω1, . . . , Ωk) is a (k − 1)-round ε-characteristic and (P, P̃ ) is a right
pair with respect to Ω and K.

Although the existence of appropriate characteristics is ensured, it is a prob-
lem to find some without knowing the key K. However, depending on the round
function of the considered Feistel cipher, it may be possible to define a probability
of characteristics that is independent of the key K and still a good approxima-
tion for the probability of Definition 4. In case of DES, for example, we can use
a definition of Biham and Shamir [3] that helps us to calculate characteristics of
high probability.

Another problem we have to take into consideration is that Algorithm 1
might output pairs which are erroneously regarded as useful pairs. We denote
by perr the probability that a triple (P, P̃ , ΩL

ε,1) output by Algorithm 1 is not
a useful pair. The following proposition says that we don’t have to worry if the
induced error occurs in the second round of the cipher.

Proposition 2. Let (P, P̃ , ΩL
ε̂,1) be a triple output by Algorithm 1 with error

round k = 2. Then (P, P̃ , ΩL
ε̂,1) is a useful pair.

Proof. Let ε be the error occurred in step 1 of Algorithm 1. Since (P, P̃ , ΩL
ε̂,1)

was output by Algorithm 1, we have ΔC = F
(2,ε)
K (P )⊕ FK(P̃ ) = 0. Due to the

structure of the Feistel cipher this implies ΔR1 = 0. By the choice of P̃ we have
ΔPL = PL⊕P̃L = ΩL

ε̂,0 = ΩR
ε̂,2⊕ΩL

ε̂,1 = ΩL
ε̂,1, where Ωε̂ = (Ωε̂,0, Ωε̂,1, Ωε̂,2) is the

characteristic used by Algorithm 1 to define P̃ . Thus the difference at the output
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of the round function f in the first round is ΔY1 = ΔR1⊕ΔPL = 0⊕ΩL
ε̂,1 = ΩL

ε̂,1

and (P, P̃ , ΩL
ε̂,1) is a useful pair. ��

Once having found useful pairs we can exploit them by means of differential
cryptanalysis to get some information about the round key K1 of the first round.
So let (P, P̃ , ΔY1) be a useful pair. Then we test for each candidate K̂1 ∈ GF(2)m

of the round key K1 if it satisfies

f(PR, K̂1)⊕ f(P̃R, K̂1) = ΔY1. (1)

If this is the case we increment a counter for this candidate. After having pro-
cessed several useful pairs, the candidate with the highest counter is taken to be
the value of K1. The success of this method depends on the signal to noise ratio
S/N which is the expected number of times the right key is counted over the
expected number of times a randomly picked wrong key is counted. For S/N > 1
the method succeeds and the number of needed pairs decreases with increasing
S/N . If S/N = 1 the method does not succeed.

In our case the pairs to be analysed are output by Algorithm 1. For every
useful pair the right key is counted and in addition several wrong keys, which
we suppose to be uniformly distributed. With probability perr an output pair is
not a useful pair. In this case there are counted several keys, which we suppose
again to be uniformly distributed. This time it is not guaranteed that the right
key is counted but it can happen. Let γ be the average number of counted keys
per pair and Q be the number of key candidates. Then the signal to noise ratio
is

S/N =
(1− perr) + perr · γ/Q

γ/Q
=

(1− perr) ·Q
γ

+ perr. (2)

In the worst case we have perr = 1 and no output pair is a useful pair. The signal
to noise ratio is then S/N = 1 and the attack fails. If however perr is small, then
S/N ≈ Q/γ.

As a consequence of these considerations a characteristic Ω=(Ω0, Ω1, . . . ,Ωk)
used in Algorithm 1 should satisfy the condition ΩR

0 �= 0. Assume this is not
the case. Then every useful pair output by Algorithm 1 using Ω has the form
(P, P̃ , 0), where ΔPR = ΩR

0 = 0. Thus (1) is obviously satisfied for all key
candidates K̂1 ∈ GF(2)m and Ω does not contribute to compromise the key.

Before discussing the application of the attack on DES we give a slightly
generalised version of Algorithm 1 that provides higher flexibility and thus better
possibilities of optimizing the attack. In Algorithm 1 for each possible error
ε ∈ E there is used at most one characteristic. According to Proposition 1 the
probability of this characteristic should be as high as possible to ensure a high
output rate of useful pairs. In general, however, for some errors ε ∈ E there
might be only ε-characteristics of relatively low probability, whereas for some
other errors there are even several ε-characteristics of relatively high probability.
Algorithm 2 takes this situation into account. At least in the case of DES this
generalised algorithm yields slightly better results than Algorithm 1 as we will
see in Sect. 4.
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Algorithm 2

INPUT · error round k ≥ 2
· error set E ⊆ GF(2)n

· for each ε ∈ E a set Cε of (k − 1)-round ε-characteristics

1. Choose a random plaintext P ∈ GF (2)2n and ‘compute’ F
(k,ε)
K (P ) for some

random ε ∈ E;
2. For every ε̂ ∈ E, for every Ω = (Ω0, Ω1, . . . , Ωk) ∈ Cε̂

a) Set P̃ := P ⊕Ω0 and compute FK(P̃ );
b) If FK(P̃ ) = F

(k,ε)
K (P ) then output the triple (P, P̃ , ΩL

1 );

A lower bound for the output probability of Algorithm 2 is given by Propo-
sition 3. The proof is in principle the same as for Proposition 1.

Proposition 3. The probability that one pass of Algorithm 2 outputs at least
one useful pair is at least

∑
ε∈E

∑
Ω∈Cε

prob(ε)pΩ,K , where the pΩ,K are the
probabilities of the characteristics Ω with respect to the secret key K.

Again we can be sure that an output triple is a useful pair, if the error is
induced in the second round.

Proposition 4. Let (P, P̃ , ΩL
1 ) be a triple output by Algorithm 2 with error

round k = 2. Then (P, P̃ , ΩL
1 ) is a useful pair.

The proof is exactly the same as for Proposition 2.

4 Application of the Attack on (Triple-)DES

Now we will show how the attack described above can be applied to the Data
Encryption Standard (DES) [7]. Here we refer to ‘DES’ as a Feistel cipher of
block length 64 with 16 rounds that has additional bit permutations at the
beginning and at the end. Throughout this section we ignore the existence of
these permutations. We can do this by the following convention. Whenever we use
the word ‘plaintext’ (‘ciphertext’) we imagine that this is the already permuted
actual plaintext (ciphertext). The round function f consists of the E-expansion,
the addition of the 48 bit round key, the S-box transformations and the P-
permutation. For details refer to [7].

From the principle of the attack it is clear that Triple-DES can be attacked
in exactly the same way as DES, meaning that the determination of the first
round key is equal for both ciphers. Thus, in the following, whenever we write
‘DES’ one may also read ‘Triple-DES’ instead.

To carry out Algorithm 1 and Algorithm 2, respectively, we first have to
choose an appropriate error set E ⊆ GF(2)n. Generally the choice depends on the
implementation of DES, on the hardware platform and on the equipment used
for inducing the faults. The more information an attacker has about the kind of
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faults he is able to induce, the more selective he can choose the set E. For the be-
ginning we choose E to be the set Eonebit := {ε ∈ GF(2)32; hammingweight(ε) =
1} of all one bit faults. So our goal is to induce a one bit error in the output
of the round function f . This could be done, for example, by inducing a bit flip
in the register containing this intermediate result [2]. But this is not the only
way to reach the goal. Another possibility is to disturb the program flow dur-
ing the calculation of the P-permutation, the S-box transformations or even the
E-expansion or the addition of the round key [1]. Assume, for example, that at
one point of the DES calculation we are able to prevent the correct reading of
an S-box table entry, so that a random value instead of the correct 4 bit result is
returned. Then with probability 1/4 there will be a one bit error in the output of
the S-box transformations and thus in the output of the round function f . Such
a ‘random’ S-box output can also be forced indirectly, for example by inducing
an appropriate error during the E-expansion or the addition of the round key.

Once having chosen the set E, we have to choose the error round number
k ≥ 2 and to calculate (k−1)-round ε-characteristics Ω of high probability pΩ,K .
Unfortunately we cannot calculate pΩ,K of a given characteristic Ω because we
do not know the secret key K. Though for the case of DES, Biham and Shamir
[3] defined a probability pΩ of a characteristic Ω that is independent of the secret
key K and a good approximation for the probability pΩ,K of Definition 4.

Definition 5. Let Ω = (Ω0, Ω1, . . . , Ωk+1) be a k-round characteristic with re-
spect to DES.
The probability p

(i)
Ω of round i of Ω is the fraction

p
(i)
Ω := 2−32·48 · |{(x, y) ∈ GF(2)32 ×GF(2)48 ; f(x, y)⊕ f(x⊕ΩR

i , y) = ΩL
i }|

of all input pairs x, x⊕ΩR
i of f , ‘encrypted’ by all round keys y, for which the

output difference equals ΩL
i .

The probability pΩ of the characteristic Ω is the product

pΩ :=
k∏

i=1

p
(i)
Ω

of the probabilities of all rounds.

With this definition it is possible to calculate the best (k − 1)-round ε-char-
acteristics Ωε = (Ωε,0, Ωε,1, . . . , Ωε,k) for all ε ∈ E. Here ‘the best’ means those
with the highest probability pΩε

. For the calculation we implemented the search
algorithm of Matsui [6], slightly modified due to the side condition for Ωε. The
results of the calculation for the one bit fault model E = Eonebit are listed in
the appendix, where tables 4 to 6 show the best (k − 1)-round ε-characteristics
for all ε ∈ Eonebit and for k = 2, 3, 4. Note that all these ε-characteristics satisfy
ΩR

ε,1 �= 0 and thus can be used to recover the first round key. A brief overview
of the corresponding probabilities is given in Table 1.

We implemented Algorithm 1 and Algorithm 2 on a PC and simulated the
attack against DES for the following fault model. It is possible to flip a single
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Table 1. Probabilities of the best (k − 1)-round ε-characteristics for ε ∈ Eonebit

k − 1
1
32

∑
ε∈Eonebit

pΩε max
ε∈Eonebit

pΩε min
ε∈Eonebit

pΩε

1 0.111 0.250 0.016
2 1.78 · 10−3 7.32 · 10−3 3.13 · 10−6

3 1.38 · 10−6 4.89 · 10−6 1.43 · 10−9

random bit (uniformly distributed) of the output of the round function f in the
k-th round. That means that the error set E is the set Eonebit of the 32 possible
one bit faults and prob(ε) = 1/32 for all ε ∈ E. For the analysis of the found
pairs we use a counting scheme that counts over 6 bit subkeys (corresponding to
the 6 bit S-box inputs) of the first round key. Let us assume that the probability
perr of an output triple being not a useful pair is negligible. For error round k = 2
this is guaranteed by Proposition 2 and Proposition 4, respectively. According
to (2) for the signal to noise ratio of this counting scheme we have

S/N ≈ Q

γ
≥ 26

16
= 4,

where the upper bound 16 for the counted keys per pair is given by the difference
distribution tables of DES [3]. The ratio S/N is high enough for the attack to
succeed with a reasonable amount of useful pairs. Table 2 shows some results
of the simulation using Algorithm 1 for the error rounds k = 2, 3, 4. For various
numbers of runs of Algorithm 1 and various numbers |Ê| of used characteristics
it is stated how many faulty and how many correct encryptions were calculated,
how many useful pairs were found and how many bits of information about
the key were extracted. The numbers of found pairs and key bits are averaged
over the number of performed simulations, which can be found in the last col-
umn. Note that for each single simulation the secret key to be compromised was
randomly chosen. Finally Table 2 shows for each case the expected minimum
number of useful pairs, calculated using Proposition 1. The characteristics used
for the simulation were chosen in the following way. Assume the number of used
characteristics given by Table 2 being N . Then the used characteristics are the
N most probable characteristics of the appropriate table in the appendix.

Table 3 shows some results of the simulation using Algorithm 2. The used
characteristics were chosen in the following way. For errors ε ∈ E, for which
there exist ε-characteristics Ωε of relatively high probability, we chose vari-
ous ε-characteristics, whereas for other errors ε ∈ E we did not choose any
ε-characteristic due to the low probabilities. Furthermore the choice was made
taking care that the number of different values of ΩR

ε,1 is as high as possible. The
reason for that is a better distribution of the wrong subkey values counted during
the differential analysis, resulting in a higher signal to noise ratio of the counting
scheme. The results in Table 3 show that the number of induced errors required
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Table 2. Simulation on PC (Algorithm 1, fault model E = Eonebit)

k faulty + correct charac- found expected extracted simu-
DES-calculations teristics pairs pairs key bits lations

2 100 + 1600 16 9.16 9.18 17.46 10000
500 + 8000 16 45.95 45.90 41.03 10000
500 + 16000 32 55.43 55.53 46.74 10000

1000 + 32000 32 110.92 111.05 47.94 10000
1500 + 48000 32 166.46 166.58 48.00 10000

3 5 · 103 +4.0 · 104 8 6.20 6.26 17.65 1000
1 · 104 +1.6 · 105 16 17.67 17.64 36.36 1000
5 · 104 +8.0 · 105 16 88.88 88.19 45.59 1000
5 · 105 +1.6 · 107 32 888.11 889.24 47.86 1000
1 · 106 +3.2 · 107 32 1779.18 1778.48 48.00 1000

4 5 · 106 +7.0 · 107 14 6.25 6.57 34.52 100
1 · 107 +1.4 · 108 14 13.40 13.15 42.42 100
5 · 107 +1.0 · 109 20 67.25 68.55 47.30 20

Table 3. Simulation on PC (Algorithm 2, fault model E = Eonebit)

k faulty + correct charac- found expected extracted simu-
DES-calculations teristics pairs pairs key bits lations

2 10 + 990 99 3.96 3.96 10.55 10000
200 + 12800 64 58.62 58.59 45.84 10000
400 + 40000 100 94.21 94.17 48.00 10000

3 100 + 28100 281 2.09 2.17 10.23 1000
500 + 140500 281 11.07 10.87 31.25 1000

1000 + 160000 160 12.67 12.62 36.18 1000
2000 + 278000 139 15.67 15.70 41.34 1000
5000 + 555000 111 26.42 26.57 46.83 1000

10000 + 1110000 111 53.42 53.14 47.95 1000
4 1 · 105 +1.62 · 107 162 1.56 1.35 13.82 100

5 · 105 +8.10 · 107 162 6.52 6.72 36.21 100
1 · 106 +1.62 · 108 162 13.96 13.44 45.78 100
5 · 106 +8.10 · 108 162 66.68 67.20 48.00 100

for extracting a certain amount of key bits is lower than for Algorithm 1. This
gain, however, is diminished by the higher amount of correct DES-calculations
resulting from the higher number of used characteristics. Apart from this one can
see that for error rounds k = 3, 4 the total amount of DES-calculations required
for extracting many key bits is slightly less than for using Algorithm 1.

Now let us consider another fault model. Assume that during the DES calcu-
lation we are able to disturb the access to the S-box tables in a way that instead of
the correct S-box entry a random 4 bit value is read. Hence we consider the error
sets Ei := {π(x) ∈ GF(2)32; x = (x1, . . . , x8) ∈ GF(2)4·8∧xj = 0 for j �= i} of all
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the errors that arise from a random fault in the output of S-box Si (i = 1, . . . , 8),
where π denotes the P-Permutation of the DES round function. The calculation
of the best ε-characteristics for all ε ∈ ⋃8

i=1 Ei showed that the probabilities for
ε ∈ ⋃8

i=1 Ei\Eonebit are much smaller than for ε ∈ Eonebit. Hence it is reasonable
also for this fault model to use ε-characteristics for ε ∈ Eonebit only.

To test the attack in a real life situation, we implemented DES on a smart
card and induced computational errors during calculation of the S-boxes by
exposing the chip to a laser beam. For the determination of the correct timing we
exploited information obtained by measuring the power consumption of the chip.
The distribution of the induced 1-, 2-, 3- and 4-bit faults showed that we managed
it to approximately realise the just considered fault model. Of course not every
shot induced an error in the desired S-box output and finally we reached average
probabilities between 13% and 17% for generating a 1-bit error in the output
of a certain S-box by one shot. After these preliminary examinations we carried
out the attack against the smart card by applying Algorithm 1 for the inputs
k = 2, E = Ei and Ê = Ei∩Eonebit (i = 1, 5, 6, 7), using the characteristics from
Table 4. In other words we induced errors in the outputs of the S-boxes 1,5,6
and 7 in the second round and looked for useful pairs using four characteristics
in each of the four cases. In total we carried out 13000 passes of Algorithm 1,
i.e. 13000 faulty and 52000 correct DES calculations, and found 187 useful pairs
that revealed the full round key of the first round. As one DES calculation took
about 0.1 seconds, including the time for communication between smart card
and terminal, the attack took about two hours.

Next we attacked the third DES round on the same smart card by disturbing
the S-boxes 1,4 and 8 in the same manner as described above. This time we found
in total 263 pairs by 6.9 · 105 runs of Algorithm 1, meaning an effort of 6.9 · 105

faulty and 2.76 · 106 correct DES calculations or 96 hours runtime, respectively.
Again the found pairs compromised the full round key of the first round.

5 Conclusion

In this paper we introduced a DFA attack on early rounds of a Feistel cipher
showing that it is not sufficient to protect only the last few rounds of the cipher
against inducing computational errors. By carrying out the attack against DES
implemented on a smart card we proved that the attack is not only of theoretical
nature but a real threat in practice. An evident question is if the principle of
the attack can also be applied to a non-Feistel cipher, for example to the AES.
The answer is yes. In case of AES, for example, it is possible to combine the
attack of Dusart et al. [5] with our principle to force collisions by inducing
computational errors in early rounds of the cipher. The problem is that the
probabilities of characteristics or differentials, respectively, for AES are much
smaller than for DES. So even by using counting schemes over four key bytes,
as Piret and Quisquater [8] did to optimise the attack in [5], the amount of AES
calculations required to extract the secret key is quite large at the moment, but
our investigations are still in progress.
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A Tables of Characteristics

The following tables show the best 1-, 2- and 3-round ε-characteristics Ωε of
DES for all ε ∈ Eonebit. The components of the characteristics are listed in
hexadecimal notation. Components not given in the tables can be calculated
according to Definition 2.

Table 4. Best 1-round ε-characteristics of DES for ε ∈ Eonebit

ε ΩL
ε,0 pΩε ε ΩL

ε,0 pΩε

80 00 00 00 00 00 8A 22 0.0546875 00 00 80 00 A0 04 10 80 0.046875
40 00 00 00 00 00 02 02 0.1875 00 00 40 00 00 04 00 80 0.15625
20 00 00 00 00 00 80 02 0.15625 00 00 20 00 00 04 00 80 0.15625
10 00 00 00 00 88 80 10 0.041015625 00 00 10 00 30 24 00 08 0.0244140625
08 00 00 00 40 80 02 10 0.029296875 00 00 08 00 01 24 20 08 0.03515625
04 00 00 00 40 08 00 00 0.25 00 00 04 00 00 20 00 08 0.25
02 00 00 00 40 00 40 10 0.21875 00 00 02 00 10 20 20 00 0.15625
01 00 00 00 44 09 01 10 0.046875 00 00 01 00 02 00 24 08 0.0341796875
00 80 00 00 04 09 41 00 0.0478515625 00 00 00 80 12 00 24 09 0.0390625
00 40 00 00 04 00 00 04 0.15625 00 00 00 40 00 00 04 01 0.1875
00 20 00 00 04 00 01 00 0.1875 00 00 00 20 02 00 04 01 0.1875
00 10 00 00 80 40 11 04 0.03515625 00 00 00 10 02 12 0C 01 0.0546875
00 08 00 00 04 40 11 00 0.041015625 00 00 00 08 02 12 0C 20 0.041015625
00 04 00 00 80 00 10 00 0.125 00 00 00 04 08 02 08 20 0.1875
00 02 00 00 00 40 10 00 0.1875 00 00 00 02 00 02 08 20 0.1875
00 01 00 00 A0 40 00 80 0.015625 00 00 00 01 00 00 88 22 0.029296875
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Table 5. Best 2-round ε-characteristics of DES for ε ∈ Eonebit

ε ΩL
ε,0 ΩR

ε,0 pΩε

80 00 00 00 10 02 38 A0 00 02 8A 02 1.760199666e − 5
40 00 00 00 50 22 28 20 00 00 02 02 5.493164063e − 3
20 00 00 00 30 22 28 20 00 00 02 02 2.746582031e − 3
10 00 00 00 02 36 2C 81 00 00 42 12 1.564621925e − 5
08 00 00 00 1A 32 2E 03 40 00 02 12 1.173466444e − 5
04 00 00 00 00 40 13 02 40 08 00 00 1.922607422e − 3
02 00 00 00 06 40 13 02 40 08 00 00 1.201629639e − 3
01 00 00 00 A2 54 0C A1 00 01 40 14 3.129243851e − 6
00 80 00 00 E5 CC 01 80 04 09 40 00 4.380941391e − 5
00 40 00 00 48 4A 08 20 04 00 00 04 7.32421875e − 3
00 20 00 00 48 2A 08 20 04 00 00 04 2.9296875e − 3
00 10 00 00 28 16 08 20 00 00 11 44 3.755092621e − 5
00 08 00 00 44 00 20 0C 04 40 01 40 3.650784492e − 5
00 04 00 00 04 04 04 05 00 40 00 40 3.662109375e − 3
00 02 00 00 00 02 8E 23 80 00 00 40 1.922607422e − 3
00 01 00 00 12 01 A8 28 A0 00 00 C0 1.907348633e − 5
00 00 80 00 52 08 A0 1C 01 40 00 C0 5.722045898e − 5
00 00 40 00 80 00 D0 02 20 04 00 00 2.44140625e − 3
00 00 20 00 80 00 B0 02 20 04 00 00 1.220703125e − 3
00 00 10 00 04 80 D2 06 31 20 00 00 7.724761963e − 5
00 00 08 00 C4 0C 18 94 01 24 20 00 1.609325409e − 5
00 00 04 00 04 04 05 80 00 20 20 00 2.746582031e − 3
00 00 02 00 04 04 03 80 00 20 20 00 3.662109375e − 3
00 00 01 00 04 A0 80 08 12 20 04 00 1.87754631e − 5
00 00 00 80 84 65 10 0C 00 30 24 00 1.609325409e − 5
00 00 00 40 40 20 40 58 02 00 04 00 6.8359375e − 3
00 00 00 20 40 20 40 38 02 00 04 00 6.8359375e − 3
00 00 00 10 C0 80 43 04 0A 12 00 00 1.086294651e − 5
00 00 00 08 40 40 DA 38 0A 02 00 01 2.011656761e − 5
00 00 00 04 02 40 14 05 00 02 00 20 2.197265625e − 3
00 00 00 02 02 40 14 03 00 02 00 20 3.295898438e − 3
00 00 00 01 90 00 30 81 00 02 8A 00 7.152557373e − 5

Table 6. Best 3-round ε-characteristics of DES for ε ∈ Eonebit

ε ΩL
ε,0 ΩR

ε,0 ΩR
ε,2 pΩε

80 00 00 00 04 03 8A 00 00 60 00 00 00 02 8A 00 6.034970284e − 7
40 00 00 00 46 88 C5 01 58 20 00 20 00 00 02 02 4.526227713e − 6
20 00 00 00 46 08 45 03 38 20 00 20 00 00 02 02 1.885928214e − 6
10 00 00 00 00 00 03 16 03 34 00 00 00 00 42 12 4.400499165e − 8
08 00 00 00 40 80 83 06 13 34 00 00 00 00 42 12 4.813045962e − 9
04 00 00 00 50 08 8A 02 80 00 03 42 40 08 00 00 2.695305739e − 6
02 00 00 00 50 08 CA 12 86 00 03 42 40 08 00 00 3.684988314e − 7
01 00 00 00 04 88 C2 06 30 20 00 00 00 00 41 14 1.432454155e − 9
00 80 00 00 42 14 0D 94 00 00 20 0A 40 00 01 14 8.952838471e − 9
00 40 00 00 C4 C0 92 56 48 4A 00 00 04 00 00 04 4.190951586e − 6
00 20 00 00 C0 C1 92 56 48 2A 00 00 04 00 00 04 1.676380634e − 6
00 10 00 00 84 C0 83 04 60 1C 00 00 04 00 11 40 1.426087692e − 7
00 08 00 00 66 58 0D C0 04 00 60 0C 04 40 01 40 3.655742375e − 8
00 04 00 00 88 62 58 78 06 04 04 04 00 40 00 40 3.129243851e − 6
00 02 00 00 C6 29 25 51 02 80 06 20 80 00 00 40 4.125467967e − 7
00 01 00 00 B2 64 04 00 00 00 1B 60 A0 44 00 00 8.381903172e − 9
00 00 80 00 23 72 0C 69 40 00 04 17 21 40 00 40 6.446043699e − 9
00 00 40 00 A0 04 14 89 00 00 D2 40 20 04 00 00 2.682209015e − 6
00 00 20 00 A0 00 14 09 00 00 B2 40 20 04 00 00 1.173466444e − 6
00 00 10 00 A1 00 10 88 00 00 D0 00 31 20 00 00 1.676380634e − 7
00 00 08 00 B0 04 30 08 00 00 C8 00 31 20 00 00 2.514570951e − 8
00 00 04 00 40 08 A0 0B 24 00 05 80 00 20 20 00 2.514570951e − 6
00 00 02 00 40 28 80 0B 24 00 03 80 00 20 20 00 2.793967724e − 6
00 00 01 00 10 30 09 00 04 A0 00 0A 12 20 04 00 1.403805072e − 8
00 00 00 80 90 00 34 00 00 06 00 20 12 00 20 01 3.274180926e − 8
00 00 00 40 04 51 10 21 00 28 00 58 02 00 04 00 4.889443517e − 6
00 00 00 20 04 41 14 21 00 28 00 38 02 00 04 00 4.889443517e − 6
00 00 00 10 1A 12 08 20 00 00 03 46 0A 12 00 00 2.900719664e − 8
00 00 00 08 1A 10 08 20 00 00 03 5E 0A 12 00 00 1.178705133e − 8
00 00 00 04 08 22 8C 29 80 00 04 45 00 02 00 20 2.011656761e − 6
00 00 00 02 00 22 8C 09 80 00 04 43 00 02 00 20 3.017485142e − 6
00 00 00 01 04 01 80 00 A0 60 00 01 00 02 8A 00 1.005828381e − 7
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Abstract. In this paper, a new, patent pending, architecture for a
jitter-based random bit source which is cost-effective and suitable for
applications in cryptography, is presented. The source is designed to
be robust against parameter variations and attacks aimed to force its
output. It also features an auto-test which allows to detect faults and
to estimate the source entropy. The proposed design is an enhancement
of the oscillator-based architecture where a compensation loop is added
to maximize the statistical quality of the output sequence, especially
in presence of low-jittered oscillators. As a consequence, a fully-digital
implementation, without any amplified noise source, can be adopted for
the proposed generator. From an analysis of the known techniques for
random number generation, the proposed architecture is derived and
implementation details are also reported.

Keywords: Random bit source, random numbers, ring oscillators, jitter,
entropy.

1 Introduction

A random bit generator (RBG) is a system whose output consists of fully un-
predictable (i.e. statistically independent and unbiased) bits. In security applica-
tions, the unpredictability of the output also implies that it must not be possible
for any attacker to observe and manipulate the generator.

An RBG basically differs from a pseudo-random generator because the com-
plete knowledge of the generator structure and of whatever previously generated
sequence does not result in any knowledge of any following bit. In other terms,
the entropy of an n-bit output sequence should be ideally equal to n. On the
contrary, the entropy of a n-bit output sequence from a pseudo-random genera-
tor cannot exceed the entropy of its seed, whatever n is. While pseudo-random
generators are suitable in those applications where just a flat statistic is needed
[1], random number generators are required in security applications, where un-
predictability is a requirement.

A true random bit generator has necessarily to be based on some kind of non-
deterministic phenomena that could act as the source of the system randomness.

M. Joye and J.-J. Quisquater (Eds.): CHES 2004, LNCS 3156, pp. 268–281, 2004.
c© International Association for Cryptologic Research 2004
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Electronic noises and time jitter are usually the only stochastic phenomena that
are suitable in integrated implementations.

When designing an RBG for a chipcard IC, a wide spectrum of implementa-
tion issues has to be considered and fulfilled. Due to cost reasons and mechanical
stress requirements, the silicon area is a limited resource in chipcard microcon-
trollers (a typical area is 5− 10mm2 for a 8/16-bit card) and, at the same time,
there is the demand to integrate non-volatile memory blocks of ever-increasing
size. As a consequence, the silicon area for integrating the CPU core and its
peripheral devices (including the RBG macro-cell) has to be minimized. Fur-
thermore, no external components can be used due to packaging constraints and
security reasons: any externally accessible circuit node seriously affects the chip
tamper resistance [2].

To avoid complex power management policies, power consumption is another
stringent constraint, especially in a chipcard IC which is designed to be used
also in hand-held equipment such as mobile phones. A related issue is the chip
resistance to power analysis attacks [3]: for example, when the RBG is employed
in a key generation process, a current consumption waveform highly correlated
to the RBG’s output bit stream can be exploited by an attacker to infer the
generated secret values.

Few noise-based RBG’s are reported in the technical literature due to the
classified nature of most researches in this field; however, four different techniques
for generating random streams are widely exploited: direct amplification of a
noise source [4,5,6], jittered oscillator sampling [7,8,9,10], discrete-time chaotic
maps [11,12] and metastable circuits [13,14].

Hardware RBG’s can feature a very high throughput, but the random sources
commonly used present several statistic defects, due to physical limitations
(bandwidth limitation, fabrication tolerances, aging and temperature drifts),
implementation issues, deterministic disturbances, and external attacks aimed
at manipulation. Substrate and power supply interference are a major concern
since their power levels can be higher than the random noise level if proper de-
sign techniques are not employed. To address this problem and since different
techniques feature different advantages, in [15], a truly RBG which adopts a
mixing of three mentioned RBG methods is presented. A source quite resistant
to deterministic disturbances is achieved even if, due to the mixing of different
techniques, it is difficult to perform a rigorous statistical analysis of the system.

As a more effective solution, the post-processing of the raw bit stream from
the source with a carefully designed compressing algorithm can be employed. A
lower speed bit stream with increased statistical quality is generated from a high
speed near-random input stream by ’distilling’ its entropy. In [16], an adaptative
decorrelating algorithm is reported which dynamically modifies its compression
ratio according to the statistical properties of the input sequence and can reveal
failures and external attacks.

This paper presents a new architecture for a jitter-based random source which
is an enhancement of a standard oscillator-based generator where a feedback
compensation is added in order to maximize the statistical quality of the output
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sequence, especially in presence of low jittered oscillators. At the same time,
the proposed generator is not affected by the frequency beating between the
sampled and sampling oscillator which, enhancing the pseudo-random behavior
of the sequence, makes difficult detecting a lack of randomness condition. As
a further advantage, the presented RBG is suitable to be implemented as a
fully-digital standard-cell based circuit, with a substantial reduction in terms of
design time, power and area requirements with respect to other designs where a
significant analog part is present.

In Section 2, a comparison between an amplification-based and an oscillator-
based RBG is carried out which allows to establish an equivalence between the
two techniques and leads to the definition of the new architecture proposed in this
paper as an optimal solution for an integrated noise-based RBG. Circuit details
for a standard-cell implementation of the presented architecture are reported in
Section 3.

2 Random Bit Source Design

A raw random bit source is a system that generates a sequence X by sampling
and quantizing an analog non-deterministic value S. Two quantization modes
represent the most common cases: a sign-mode and a mod 2-mode. The quality
of the output sequence X and the robustness of the random bit source depend
on both the quality of the source S and the quantization procedure.

A simple model for the source S can help to clarify the effect of some param-
eters and issues that are typical in the implementation of a random bit source.
The source S is modeled as the sum of a random component a ·R, its mean value
m and a deterministic signal D:

S = a ·R + m + D (1)

where, the factor a represents the intrinsic amplitude of the noise source and
a possible amplification, being the actual random source modeled by R as a nor-
malized random process. Of course, due to the physical limitations of the source,
R is a bandwidth limited process. As a consequence, the output bits x[i] will
show some correlation depending of the sampling rate and their reciprocal posi-
tion. The mean value m represents the mutual offset error that typically exists
between the source and the quantization device. In this model it is modeled by
a constant but, actually, it can slowly drift depending on environmental condi-
tions. Finally, the signal D takes into account for every deterministic signal that
is superimposed on the random process R. It can consist of disturbances from
the surrounding environment, from other components of the device in which the
generator is embedded or from an attacker aimed to force the source. In the last
case, the amplitude of D could be even greater than the random contribution
a ·R.

The operation of the sign and the mod 2 quantization modes on a source S are
depicted in Figure 1. In this example, R is a normalized Gaussian distribution,
a = 0.5 and m+d[i]

a = 0.6. The x-axis is normalized to a and is divided in 0
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and 1 zones to show how the source distribution PS is partitioned between 0
and 1 samples. The mod 2 quantization results in alternated 0 and 1 bands as
shown in Figure 1(b). Of course, in actual implementations, these bands could
be asymmetric and this issue must be taken into account as a possible cause of
offset on the sequence X.

-6 -4 -2 2 4 6

10
m + d[i]

a

s[i]
a

PS

(a)

0 01 1 11 00

-6 -4 -2 2 4 6

m + d[i]
a

1
a

s[i]
a

PS

(b)

Fig. 1. Source quantization modes: (a) sign-mode (x[i] = sign(s)), (b) mod 2-mode
(x[i] = s� mod 2).

From Figure 1 it follows that, the quantity m+d[i]
a acts as an instantaneous

offset which is superimposed on the distribution of the process R. In principle, in
order to reduce this offset, it is possible to reduce m + d[i] as well as to increase
a. Unfortunately, in practice, increasing the noise amplification, the factor a
increases, but m and D increase too. As a general rule, increasing the noise
amplification also results in a reduction of the process R bandwidth, due to the
fact that, for a generic amplifying circuit, the gain-bandwidth product is roughly
constant.

The comparison between Figure 1(a) and 1(b) makes also evident some rele-
vant advantages of the mod 2 quantization. In particular, while the sign quanti-
zation can be saturated, the mod 2 mode is not affected by that. As an important
consequence, as long as a is large enough, an attacker cannot control the source
by injecting a properly chosen D signal. Furthermore, the effective offset error
cannot be greater that the distance to the bound of the next quantization band
(i.e. half of the band width). This means that the factor a can be increased
without taking care of the resulting increasing of m and D. In practice, a can be
increased without the need to implement a wide range offset compensation or
even without any offset compensation at all. Basically, the mod 2 quantization
limits the effect of m and D, making it negligible in case a is large enough. This
results in a more robust design both with respect to electrical variances and
possible attacks.

As to the entropy source S, in integrated implementations, it usually consists
on some kind of electronic or phase noise. Basically, the primary sources are elec-
tronic noise contributions, since phase noise is a consequence of electronic noise.
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Among electronic noise sources, both the thermal noise in a resistor and the
pn-junction shot noise offer the advantage of being white noises with a Gaussian
distribution whose intensity depends on physical quantities easy to keep un-
der control. This make possible the implementation of sources characterized by
a simple statistical model instead of an empirical and technological-dependent
one.

sigma-delta
D/A

clock

+

−

+

− x[ i]

Vref

Vref

Rnoise

G, B

Vcomp = Δ 2 x[i] −1( )
i

∑

Fig. 2. Amplification-based RBG.

Figures 2, 3 and 4 show three very common solutions for the implementation
of a raw random bit source. The scheme depicted in Figure 2 is perhaps the
straightest solution: an explicit thermal noise source is amplified and then quan-
tized and sampled. The noise source consists of the resistor Rnoise, the clocked
comparator performs the sampling and the quantization of the amplified noise
and the sigma-delta D/A converter compensates the offset due to the amplifier
and the comparator. This kind of source can have a very high throughput. In
practice, the only limitation is due to the bandwidth B of the noise amplifier
since, as the sampling frequency increases, so does the correlation among sam-
ples. An interesting feature of this source is that, as long as the noise source is
not disturbed by an interfering signal, most of the possible faults can be revealed
by simply counting the transitions in the output sequence X. Basically, this is
due to the fact that each bit generation restarts from the same state. As a con-
sequence, a lack of entropy is expected to result in a lack of transitions in the
generated sequence. Actually, the offset compensation, the status of the clocked
comparator and the bandwidth limitation of the noise amplifier make the source
not completely “stateless”. Nevertheless, the source is “by construction” not ca-
pable to deceive even a simple transition test. As a result, this source can be
easily tested in real time against faults.

Notice that the offset compensation is a critical issue in this design. A lower
precision in the offset zeroing results in the need of a higher noise amplification.
On the other hand, a higher noise amplification results in a higher offset on the
comparator input and, moreover, in a reduction of the amplifier bandwidth. Def-
initely, since the noise source has a very low amplitude, the offset compensation
must feature both a high dynamic and a high precision.
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The accuracy of the offset compensation also impacts the output bias since
every error generated in the feedback loop will result in a bias error on X.
In principle, the feedback loop could be implemented by a sigma-delta D/A
converter as well as by an integrator. Nevertheless, if an integrator is used, errors
can arise due to the offset of the integrator and its reference voltage as well as
to any possible asymmetry in the waveform of the X signal. On the contrary,
the sigma-delta DAC feedbacks X as a digital signal, independently of its analog
features (i.e. its waveform). In this latter case, the feedback loop balances the
system in such a way that, in the steady state, it holds:

P{x[i] = 0}/P{x[i] = 1} = Δ−/Δ+ (2)
where Δ− and Δ+are the amplitudes of the down and up steps of the sigma-

delta DAC.
Due to the low level of the noise source, this circuit is also sensitive to internal

or external interfering signals. Since the sign-mode is used, an interfering signal
D could actually force the source. On the whole, this design can implement a
good quality source but an accurate design is required and its robustness against
attacks is low.

Slow
Oscillator

Fast
Oscillator

x [ i]Tfast

Tslow

D
 flip flop

Fig. 3. Oscillator-based RBG.

Sources based on jittered oscillators have, in general, a simpler and more
robust implementation. In Figure 3 a basic scheme is depicted: a slow oscillator
Tslow samples a fast oscillator Tfast. The D flip-flop performs the mod 2 sampling
of the phase difference between the two oscillators. Width and symmetry of the
quantization bands depend on the frequency and duty cycle of the fast oscillator.

This scheme has an intrinsic periodic behavior due to the phase shifting,
i.e. the beating, that always occurs if Tslow/Tfast is not an integer. In Figure
1(b), this beating can be seen as a deterministic component D that produces
a continuous drift between the S distribution and the quantization bands. Of
course, since the mod 2 quantization is used, this beating effect is negligible if
the phase noise is large with respect to half the period of the fast oscillator. More
in general, the mod 2 quantization makes this design robust against any kind of
phase signals that could be superimposed on the phase noise.

The achievable throughput depends on the fast oscillator frequency and on
the mutual phase noise between the two oscillators. In facts, once the fast os-
cillator frequency is maximized (i.e. the quantization bands are as narrow as
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possible), the sampling period Tslow must be long enough in order to accumu-
late a sufficient jitter between two subsequent samples. Notice that in this scheme
there is not an explicit noise source. The oscillators can be implemented in dif-
ferent ways and, in general, the statistical model is not known a priori, being
determined by several technological and implementation factors. Anyhow, if a
better noise characterization is requested, a possible solution is to embed an ex-
plicit electronic noise source in one of the oscillators. In [10] a random bit source
is presented where a thermal noise source is embedded in a triangular wave os-
cillator. As a result, the oscillator features a phase noise with a distribution that
is directly derived from the thermal noise.

Clock
Source

Data
Source

x[ i]

Level and/or timing
control

D
 flip flop

Fig. 4. Metastability-based RBG.

Random sources based on flip-flop metastability also exploit electronic and
phase noise. Flip-flop metastability occurs when the data and clock signals are
very close to the switching threshold or when they switch very close in time one
to each other [14]. In these conditions, a small variation in level or in phase results
is a different output value from the flip-flop. Actually, this source can be seen as
a degeneration of the previous schemes. Depending whether the metastability is
produced by setting a critical input level or a critical input phase, the working
principle is very similar to that in Figure 2 or Figure 3 respectively.

In this kind of source, the main implementation issue is the level or phase
control of the inputs. In facts, since there is not an explicit electronic or phase
noise source, nor any noise amplification mechanism, a very precise control is
required in order to force a metastability condition.

To summarize, the oscillator-based scheme has the simplest and most robust
implementation. On the other hand, due to the beating effect, the randomness
source cannot be tested by a simple transition test. Moreover, if the oscillators
are implemented by means of digital ring oscillators, the achievable jitter is very
low thus resulting in a very low speed or poor quality generator.

The architecture proposed in this work is depicted in Figure 5. In essence,
this scheme merges the direct amplification and the oscillator-based techniques.
It features the simple implementation of an oscillator-based RBG but it can be
seen as a direct amplification scheme where the electronic noise is replaced by
time jitter and the sign quantization is replaced by the mod 2 one. A comparison
between Figure 2 and Figure 5 can clarify the analogies.
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Fig. 5. The RBG proposed in this work.

In the proposed scheme, the oscillators are re-synchronized before each bit
generation. As a results, the periodical behavior typical of the oscillator-based
sources is suppressed and each bit generation restarts from the same state as in
a direct-amplification source. The Tslow prescaler actually implements a noise
amplification mechanism since, scaling down the oscillator frequency, the accu-
mulation period for the jitter increases. The analogy between the “jitter am-
plifier” (i.e. the prescaler) and the noise amplifier in Figure 2 is very close: in
both cases, a higher noise amplification costs in term of bandwidth. In fact, in
Figure 5, noise amplification is obtained by reducing the sampling frequency. In
a similar way, in Figure 2, as the gain G increases, the amplifier bandwidth B
decreases and, to maintain the same correlation among samples, the sampling
frequency must be reduced.

The delay line performs a time offset compensation that is similar to the
voltage offset compensation implemented by the D/A converter in Figure 2. A
Tcomp delay is generated in such a way the slow oscillator samples the fast one
on its edges. Therefore, the random bit x[i] is, actually, the least significant bit
of the ratio between the period Tslow of the slow oscillator and period of the fast
one Tfast:

x[i] =
⌊

Tslow[i]/2− Tcomp[i]
Tfast/2

⌋
mod 2 (3)

where Tcomp makes sure the floor function works around one of its dis-
continuities. This quantization mode combines the offset compensation of the
direct-amplification scheme with the mod 2-mode of the oscillator-based archi-
tecture. As a result, the required jitter can be reduced by increasing the precision
Δ of the offset compensation (Figure 6). Basically, the device can operate with
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a minimal jitter intensity of about Δ/2, while, without the offset compensation,
the required jitter is about Tfast/2. Therefore, the ratio α = Tfast/Δ can be seen
as equivalent to a jitter amplification and represents the gain obtained by this
design. Since the mod 2 quantization is adopted, the source cannot be saturated
and cannot be easily forced by means of external signals. In fact, in order to force
the source, an attacker should control the phase between the two oscillators with
a precision better than Tfast/4. Basically, the mod 2-mode makes the device ro-
bust with respect to large Tslow variations, while the Tcomp compensation makes
the device robust with respect to Tslow/Tfast variations.

As a further advantage of the proposed architecture, the Tcomp feedback
suppresses the effect of several source asymmetries that could be difficult to
control. Asymmetries in the waveform of the fast oscillator (e.g. an unbalanced
duty cycle) as well as asymmetries in setup and hold times of the sampling flip-
flop are automatically compensated. Finally, it can be noticed that, if the offset
compensation is very precise, the device degenerates in a metastability-based
source due to the feedback loop that forces the sampling flip-flop to operate in
a metastable state.

0 011 0

PTslow

Tfast

2

Tslow

2

Δ
2

Fig. 6. Offset compensated mod 2 quantization.

3 Circuit Details

A fully digital implementation on a 90nm CMOS standard-cell library has been
adopted for the design and simulation of the proposed RBG and a detailed
block scheme is depicted in Figure 7. Both oscillators are implemented as ring
oscillators. The fast one is designed for the maximal frequency which allows a
saturated waveform. Really, this is not strictly required since an amplitude as
large as needed for the sampling flip-flop toggling is enough. Nevertheless, even
under this conservative constraint, a nominal value of about 250ps is expected
for Tfast. Note that an attacker aimed to force the source will need a precision
better than Tfast/4 = 75ps (Figure 6).

The main threat for a oscillator-based RBG is the mutual synchronization
between the two oscillators. That could occur because of a direct coupling or
because of a coupling between the oscillators and some other signal (e.g. the sys-
tem clock) [17]. In both cases, the mutual jitter between Tslow and Tfast will be
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Fig. 7. Detailed block scheme for the proposed RBG.

low whatever pre-scaling factor N is employed. In order to address this synchro-
nization issue, the slow oscillator is implemented as a spread spectrum oscillator
by means of a ring oscillator whose length is controlled by a linear feedback shift
register (LFSR). Note that the frequency spreading does not produce any artifi-
cial pseudo-randomness on the output sequence X. Actually, since the LFSR is
reset before the generation of each bit, it produces every time the same sequence.
Therefore, after the prescaler, variations on Tslow are due to the intrinsic oscil-
lator jitter and no pseudo-random modulation is visible. A mean value of about
5ns is adopted for Tslow and the pre-scaling factor N will be chosen according
to the available jitter. Different trade-offs between statistical quality and speed
could be adopted depending on the post-processing compressing ratio [16].

prescaler

system clock

start

Tcomp Tfast

fast osc

Tslow 2

Fig. 8. Waveforms of the main signals.
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On the raising edge of the start signal, the slow oscillator is enabled whereas
the fast one is enabled after a delay Tcomp which is adjusted by the feedback
loop in Figure 7 according to the mean value of the output stream, thus forcing
the slow oscillator to sample the fast one close to its edges (Figure 8).

As shown in Figure 7, the delay Tcomp is implemented with a two stages
adjustable delay line where the coarse grained line fixes the dynamic of the
time offset compensation whereas its precision is determined by the fine grained
line, thus obtaining a high dynamic and high precision without an excessive
area requirement. Each delay line consists of a string of identical delay elements
(Figure 9) and, thanks to the mod 2 quantization, only the differential delays are
relevant for the system operation. In particular, a maximum differential delay for
the coarse line greater than ±Tfast/2 is required and the maximum differential
delay of the fine line must be long enough to cover at least a single step of the
coarse line. These constraints assure the correct system operation.

According to a post-layout simulation, the fine grained delay line is expected
to have a precision of 10ps which results in a gain factor α > 25. Given that
there are no constraints on the absolute delays, differential delays can be fined
controlled by exploiting slight differences in signal propagation paths (Figure
9(b)), thus obtaining such a high precision. Moreover, since the delay cells are
identical, a full-custom layout can guarantee the same parasitics on each cell.
Notice that the connection between cells is not critical because it does not affect
the differential delay. Regarding the symmetry between the sigma-delta DAC
increasing and decreasing steps (Δ+, Δ− in (2)), it is guaranteed by construction
since each increasing/decreasing delay step is obtained by adding/removing the
same delay element.

control

0

1. . .

(a)

control

x1

x2

0

1

(b)

Fig. 9. Implementation of the coarse (a) and fine (b) differential delay elements. The
fine delay cell exploits the differential delay between two inverters having different
drive strength (x1 and x2). Since the inverters are driven in parallel, inputs signals are
aligned while, on the output, the stronger inverter (x2) switches faster.

On the falling edge of the start signal, both oscillators are stopped, the
sampling flip-flop is reset and the sampled bit is saved in the output flip-flop.
The sampling flip-flop reset is required to remove the dependency that, in a real
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flip-flop, exists between its input thresholds and timings, and its logic state. Such
dependency, and in general every state variables in the system, can generate
a pseudo-random evolution which prevents the detection of a lack of entropy
condition.

Disturbances coming from the system clock are typically very intense and
can heavily influence the oscillators. Therefore, a further implicit state variable
results from the phase shift between the start of a new bit generation and the
system clock. In order to clear this state dependence too, the start signal is
synchronized with the system clock (Figure 8) in such a way clock disturbances
are the same during each bit generation and their effects are compensated by
the feedback loop.

4 Fault Detection and Entropy Evaluation

An important feature of the presented source is the possibility to check its op-
eration in real time. This feature can be exploited to detect faults as well as to
adapt the post-processing compression ratio depending on the estimation of the
source entropy. Basically, a source is as easier to check as much as it cannot de-
ceive tests by means of pseudo-random behaviors. On the other hand, the ability
of a system to behave pseudo-randomly is limited by the state space in which
its free evolution can take place. As a consequence, a source having a very small
state space can be checked even by means of a very simple test.

In the presented scheme several measures are adopted to suppress explicit
or implicit state variables, hence, a lack of jitter condition can be immediately
recognized since, in absence of jitter, the device has a straightforward deter-
ministic model. Actually, if the jitter is not sufficient, the device produces the
periodic sequence “...010101...” that results from the delay feedback loop. The
other potential deterministic behaviors can arise because of a transient or a
fault status of the feedback. In this case, the constant sequences “...000000...” or
“...111111...” are expected. As a consequence, the following transition counting
has been adopted in the proposed source:

Ntrans =
∑

i

x[i]⊕ x[i− 2]. (4)

In fact, for a maximal entropy sequence, this counter is expected to return half
the number of the generated symbols, whereas, for the discussed deterministic
sequences, it does not increase at all. It is also noticeable that Ntrans is equally
sensitive to both symbol and transition biasing. Actually, Ntrans is an indicator
of how much the source differs from its deterministic model, i.e. an estimator of
its entropy. Therefore, it allows to choose a suitable pre-scaling factor as well as
to detect faults and to perform an adaptative post-processing depending on the
quality of the source [16]. As an example, in order to produce a 32 bit random
block, the post-processing compression can be carried on until Ntrans = 64. As
a result, the compressing ratio will be about 4 if the source features a large jitter
and will increase automatically in a low jitter condition.
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5 Conclusions

A new, patent pending, architecture for an integrated random bit source has
been presented which is low demanding in terms of area and power consumption
and suitable for security applications. The proposed generator is an enhance-
ment of the oscillator-based architecture but, at the same time, it presents the
advantages of a direct amplification-based RBG, thus resulting in a reliable and
robust solution for high quality random bit generation. The source also features a
tuning and a real-time test of its statistical quality. A standard-cell based imple-
mentation, without any amplified noise source, can be adopted for the proposed
generator and implementation details have been also discussed.

Future work will involve the experimental verification of the presented archi-
tecture and the obtained results will be reported in a following paper.
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Abstract. Dual-rail encoding, return-to-spacer protocol and hazard-free logic can
be used to resist differential power analysis attacks by making the power consump-
tion independent of processed data. Standard dual-rail logic uses a protocol with
a single spacer, e.g. all-zeroes, which gives rise to power balancing problems.
We address these problems by incorporating two spacers; the spacers alternate
between adjacent clock cycles. This guarantees that all gates switch in each clock
cycle regardless of the transmitted data values. To generate these dual-rail circuits
an automated tool has been developed. It is capable of converting synchronous
netlists into dual-rail circuits and it is interfaced to industry CAD tools. Dual-rail
and single-rail benchmarks based upon the Advanced Encryption Standard (AES)
have been simulated and compared in order to evaluate the method.

1 Introduction

Secure applications such as smart cards require measures to resist Differential Power
Analysis (DPA). Dual-rail encoding provides a method to enhance the security properties
of a system making DPA more difficult. As an example, in the design described in [1] the
processor can execute special secure instructions. These instructions are implemented
as dual-rail circuits, whose switching activity is meant to be independent from data.
Whilst alternatives exist at the software level to balance power, the need at the hardware
level is also mandatory. Special types of CMOS logic elements have been proposed
in [2], but this low-level approach requires changing gate libraries and hence is costly
for a standard cell or FPGA user. As a solution, using balanced data encoding such as
dual-rail or together with self-timed design techniques has been proposed in [3,4].

The clock signal is typically used as a reference in power analysis techniques. System
"desynchronisation" as in [3,5] can help hide the clock signal. To mask the operation of a
block of logic is a much more complex task which could demand very expensive changes
to the entire design flow. A cheaper desynchronisation method to rebuild individual
blocks within the same synchronous infrastructure so, that their power signatures become
independent from the mode of operation and from the data processed. This method is
used in [5], where synchronous pipelines are transformed into asynchronous circuits
using dual-rail coding.

These desynchronisation methods represent a combination of two aspects of security:
reference signal hiding and balancing of data encoding w.r.t. switching activity. In this
paper we separate these aspects, concentrating on data encoding only.

Our idea is to replace blocks in existing architectures dominated by synchronous
single-threaded CPU cores and their slow buses, having no pipelining or concurrency,

M. Joye and J.-J. Quisquater (Eds.): CHES 2004, LNCS 3156, pp. 282–297, 2004.
c© International Association for Cryptologic Research 2004
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with secure and hazard free dual-rail circuits. Using the standard dual-rail protocol with
a single spacer still has certain balancing problems due to the asymmetry between logic
gates within a dual-rail gate. In this paper we address and solve these problems by using
a new protocol with two spacers alternating in time; leading to all gates switching within
every clock cycle. This is the first contribution of the paper.

The other idea is to stay as close to the standard industry design flow as possible.
Our method is applied via an automated tool to a clocked single-rail netlist obtained
by standard RTL synthesis tools from a behavioural specification. Such circuits have an
architecture depicted in Figure 1(a). The result is also a netlist which can be simulated
and passed to the back-end design tools. Furthermore, all DFT (Design For Testability)
features incorporated at the logic synthesis stage are preserved in our approach.

The resultant dual-rail circuit can be built in either of two architectures: self-timed
dual-rail or clocked dual-rail, Figure 1(b, c) respectively.

data_in data_out
registers

clocked
single−railsingle−rail CL

clk

(a) Single-rail architecture (standard RTL design)

C

data_in data_outdual−rail CL

completion
logic

dual−rail
self−timed

registers

done_cldone

go
done_reg

(b) Self-timed dual-rail architecture

data_in data_out

completion
without

dual−rail CL
hazard−free

clk

registers
dual−rail
clocked

(c) Clocked dual-rail architecture

Fig. 1. Design architectures

Self-timed dual-rail circuits do not have a clock and their registers are controlled
by a completion signal formed in the completion detection logic. Being asynchronous,
these circuits should exhibit better throughput, but they suffer from a significant size
overhead due to additional logic from completion detection.

Clocked dual-rail circuits do not have completion detection logic and rely on the
assumption that the hazard-free dual-rail combinational logic switches by the end of
the clock period. In our method this assumption is easy to meet, because the delay
characteristics of the dual-rail circuit are inherited from single-rail prototype.
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While the method and the tool support both dual-rail architectures, in this paper we
concentrate on the latter one. The security aspects of system level, memory elements,
buses, etc. also do not belong to the focus of the paper. We are looking at security of
logic circuits only.

The rest of the paper is organised as follows. Firstly the theory of applying dual-
rail coding to synchronous circuits using a single spacer and two spacers is described,
then the operation of the tool is discussed. The AES benchmark results and potential
improvements follow and finally the conclusions are presented.

2 Method

2.1 Single Spacer Dual-Rail

Dual-rail code uses two rails with only two valid signal combinations {01, 10}, which
encode values 0 and 1 respectively. Dual-rail code is widely used to represent data in
self-timed circuits [6,7], where a specific protocol of switching helps to avoid hazards.
The protocol allows only transitions from all-zeroes {00}, which is a non-code word, to
a code word and back to all-zeroes as shown in Figure 2(a); this means the switching is
monotonic. The all-zeroes state is used to indicate the absence of data, which separates
one code word from another. Such a state is often called a spacer.

An approach for automatic converting single-rail circuits to dual-rail, using the above
signalling protocol, that is easy to incorporate in the standard RTL-based design flow has
been described in [5]. Within this approach, called Null-Convention Logic [8] one can
follow one of two major implementation strategies for logic: one is with full completion
detection through the dual-rail signals (NCL-D) and the other with separate completion
detection (NCL-X). The former one is more conservative with respect to delay depen-
dence while the latter one is less delay-insensitive but more area and speed efficient. For
example, an AND gate is implemented in NCL-D and NCL-X as shown in Figure 2(b,c)
respectively. NCL methods of circuit construction exploit the fact that the negation op-
eration in dual-rail corresponds to swapping the rails. Such dual-rail circuits do not have
negative gates (internal negative gates, for example in XOR elements, are also converted
into positive gates), hence they are race-free under any single transition.

If the design objective is only power balancing (as in our case), one can abandon
the completion detection channels, relying on timing assumptions as in standard syn-
chronous designs; thus saving a considerable amount of area and power. This approach
was followed in [9], considering the circuit in a clocked environment, where such timing
assumptions were deemed quite reasonable to avoid any hazards in the combinational
logic. Hence, in the clocked environment the dual-rail logic for an AND gate is simply
a pair of AND and OR gates as shown in Figure 2(d).

The above implementation techniques certainly help to balance switching activity at
the level of dual-rail nodes. Assuming that the power consumed by one rail in a pair is
the same as in the other rail, the overall power consumption is invariant to the data bits
propagating through the dual-rail circuit. However, the physical realisation of the rails
at the gate level is not symmetric, and experiments with these dual-rail implementations
show that power source current leaks the data values.
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Fig. 2. Single spacer dual-rail

For example, in the structure in Figure 2(d) we compare the gate switching profiles
when computing two different binary sequences of values c for corresponding input
sequences on a and b. The first sequence is a = 0000, b = 1111, c = 0000, and the
second sequence is a = 1111, b = 1111, c = 1111. The switching profile of these
sequences at the level of gates is different: in the first sequence there are eight firings
of OR gate and in the second there eight firings of AND (note that we counted both
spacer→code word and code word→spacer phases).

While there could be ways of balancing power consumption between individual gates
in dual-rail pairs by means of modifications at the transistor level, adjusting loads and
changing transistor sizes, etc., all such measures are costly. The standard logic library
requires finding a more economic solution. We do not consider randomisation techniques
in this paper as they can be applied independently, and possibly in conjunction with our
method.

Synchronous flip-flops are built to be power efficient, so if they switch to the same
value (data input remains the same within several clocks) then nothing changes at the
output. The absence of the output transition saves power, but in the same time it makes
the power consumption data dependent. In order to avoid this, we make flip-flops operate
in the return-to-spacer protocol as in Figure 2(a). The solution in Figure 3(a) uses the
master-slave scheme, writing to the master is controlled by the positive edge of the clock
and writing to the slave is controlled by the negative edge. At the same time the high
value of the clock enforces slave outputs into zero (output spacer as in Figure 2(a)) and
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the low clock value enforces master outputs into one (a similar spacer for the logic with
active zero).

This circuit operates as explained in Figure 3(b). Both master and slave latches have
their respective reset and enable inputs (active zero for the master). The delay between
removing the reset signal and disabling writing for each latch (hold time) is formed by
the couple of buffers in the clock circuit. Buffers between master and slave are needed
to delay m code-set value until s En-. The advantage of this implementation is the use
of a single cross-coupled latch in each stage for a couple of input data signals.
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Fig. 3. Single spacer dual-rail flip-flop

2.2 Dual Spacer Dual-Rail

In order to balance the power signature we propose to use two spacers (i.e. two
spacer states, {00} for all-zeroes spacer and {11} for all-ones spacer), resulting in
a dual spacer protocol as shown in Figure 4. It defines the switching as follows:
spacer→code word→spacer→code word. The polarity of the spacer can be arbitrary
and possibly random as in Figure 4(a). A possible refinement for this protocol is the
alternating spacer protocol shown in Figure 4(b). The advantage of the latter is that all
bits are switched in each cycle of operation, thus opening a possibility for perfect energy
balancing between cycles of operation.

As opposed to single spacer dual-rail, where in each cycle a particular rail is switched
up and down (i.e. the same gate always switches), in the alternating spacer protocol both
rails are switched from all-zeroes spacer to all-ones spacer and back. The intermediate
states in this switching are code words. In the scope of the entire logic circuit, this means
that for every computation cycle we always fire all gates forming the dual-rail pairs.
In [10] we introduce two security characteristics of a circuit w.r.t. DPA attacks: imbalance
and exposure time. By imbalance we mean the variation in power consumption when
processing different data values. Exposure time is the time during which the imbalance
is exhibited. Our experiments show that the worst case imbalance in a dual-rail circuits
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Fig. 4. Dual-spacer dual-rail protocol

under a realistic load is 2.1%. The worst case exposure time depends on the spacer
protocol. It is up to the whole time of circuit operation if the single spacer protocol is
used. By using of the alternating spacer protocol the exposure time is reduced to less
than one clock cycle, which makes the circuit more resistant to DPA.

The new alternating spacer discipline cannot be directly applied to the implemen-
tation techniques shown in Figure 2(b,c). Those, both in the logic rails as well as in
completion detection assume the fact that for each pair of rails, the {11} combination
never occurs. In fact the use of all-ones spacer would upset the speed-independent im-
plementation in Figure 2(b), because the outputs of the second layer elements would
not be acknowledged during code word→all-ones spacer transition. The completion
detection for those gates can of course be ensured by using an additional three-input C-
element, but this extra overhead would make this implementation technique much less
elegant because of the additional acknowledgement signal channel. In the single spacer
structure, due to the principle of orthogonality (one-hot) between min-terms a0 · b0,
a1 · b0 and a0 · b1, only one C-element in the rail c0 fires per cycle.

If some parts of a dual-rail circuit operate using the single spacer and the others the
alternating spacer protocol, then spacer converters should be used. The alternating-to-
single spacer converter shown in Figure 5(a) is transparent to code words and enforces
all-zeroes spacer on the output if the input is all-ones or all-zeroes.

The implementation of a single-to-alternating spacer converter, Figure 5(b), uses a
toggle to decide which spacer to inject all-ones or all-zeroes. The toggle can be con-
structed out of two latches as shown in Figure 5(c). It operates in the following way:
x+→ x1+→ x− → x2+→ x+→ x1− → x− → x2−, i.e. x1 changes on positive
edge of x, and x2 switches on its negative edge. The frequency of x1 and x2 is half the
frequency of x.

The alternation of spacers in time is enforced by flip-flops. The alternating spacer
flip-flop can be built combining a single spacer dual-rail flip-flop with a single spacer
to alternating spacer converter. The power consumption of the single spacer dual-rail
flip-flop is data independent due to the symmetry of its rails. The rails of the spacer
converter are also symmetric, which makes the power consumption of the resultant
alternating spacer flip-flop data independent. The optimised version of such a flip-flop
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Fig. 5. Alternating spacer converters

(toggle is moved outside) is depicted in Figure 5(d). This implementation uses clk2
signal to decide which spacer to inject on the positive phase of clk. The signal clk2
changes on the negative edge of the clock and is formed by a toggle (one for the whole
circuit) whose input is clk. The timing assumption for clk2 is that it changes after the
output of single spacer flip-flop. Both, the slave latch of the single spacer flip-flop and
the toggle which generates clk2 signal, are triggered by the negative edge of clk. The
depth of logic in the toggle is greater than in the slave latch of the flip-flop. At the same
time clk2 goes to all flip-flops of the circuit and requires buffering, which also delays it.
This justifies our timing assumption.

It should be mentioned that the inputs of the dual-rail circuit must also support the
alternating spacer protocol. Moreover, the same spacer should appear each cycle on
the inputs of a dual-rail gate. That means the spacer protocol on the circuit inputs and
flip-flop outputs must be synchronised in the reset phase.
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2.3 Negative Gate Optimisation

In CMOS a positive gate is usually constructed out of a negative gate and an inverter.
That is why the total area overhead in dual-rail logic is more than twofold comparing to
single-rail. Use of positive gates is not only a disadvantage for the size of dual-rail circuit,
but also for the length of the critical path. Our method for negative gate optimisation [9]
is described in this section.

If the all-zeroes spacer of the dual-rail code is applied to a layer of negative gates
(NAND, NOR, AND-NOR, OR-NAND), then the output will be all-ones spacer. The
opposite is also true: all-ones spacer is converted into all-zeroes spacer. The polarity of
signals within code words remains the same if the output rails are swapped.

The spacer alternation between odd and even layers of combinational logic can be
used for negative gate optimisation of dual-rail circuits. The optimised circuit uses either
all-ones spacer or all-zeroes spacer in different stages (the spacer changes between the
layers of logic) as captured in Figure 6.

"0" "1"

all−zeroes spacer

code words "0" "1"

all−ones spacer

odd layers of logic

even layers of logic

00

1001 1001

11

Fig. 6. Spacer polarity after logic optimisation

In order to optimise a dual-rail circuit for negative gates the following transformations
should be applied. First, all gates of positive dual-rail logic are replaced by negative gates.
Then, the output rails of those gates are swapped. Finally, spacer polarity converters
are placed at the wires that connect the layers of logic of the same parity (odd-to-odd or
even-to-even).

Consider negative gate optimisation using a simple example shown in Figure 7(a).
Dotted lines in the single-rail circuit indicate signals which will be mapped into the
dual-rail with the all-ones spacer. The bar on the wire is the location of a spacer polarity
converter. The circuit in Figure 7(b) is obtained by replacing gates by their dual-rail
versions. These gates are built from traditional positive dual-rail gates by adding signal
inversion to their outputs and swapping the output rails (the latter is needed to preserve the
polarity of signals in the output code words). The operation of negation is implemented
by a rail swapping and does not require any logic gates. The spacer polarity converter is
implemented as a pair of inverters having their outputs crossed in order to preserve the
polarity of signals in the output code words. It is possible to combine such an optimisation
with the alternation of spacers in time.
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Fig. 7. Constructing negative gate dual-rail circuit

This section presented the application of dual-rail coding to the building of secure
circuits, whose power consumption is independent of the data they process.An extension
of the dual-rail protocol was presented, namely dual spacer in time (alternating spacer
protocol). This aims at power balancing by switching all gates in each cycle of circuit
operation. The negative gate optimisation was applied to the circuits implementing such
a protocol.

3 Tool Description
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Fig. 8. Verimap design kit

The described conversion procedure of
single-rail into dual-rail circuit has been im-
plemented as a software tool named the “Ver-
imap design kit”. It successfully interfaces to
the Cadence CAD tools. It takes as input a
structural Verilog netlist file, created by Ca-
denceAmbit (or another logic synthesis tool),
and converts it into dual-rail netlist. The re-
sulting netlist can then be processed by Ca-
dence or other EDA tools.

The structure of our Verimap design kit
is displayed in Figure 8. The main parts are
the tool itself and two libraries. The library
of gate prototypes contains the description of
gates used in the input netlist. It facilitates the
structural analysis of the input netlist. The li-
brary of transformation rules defines: com-
plementary gates needed for construction of
the dual-rail logic, the polarity of gate inputs
and outputs and specifies if the correspond-
ing dual-rail gate requires completion signal
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(for asynchronous design only) and if it inverts the spacer. If a predefined dual-rail imple-
mentation of a gate is found in the library the tool uses it, otherwise an implementation
is built automatically using the rules.

The main function of the tool is conversion of single-rail RTL netlist into dual-rail
netlist of either of two architectures: self-timed and clocked, Figure 1(b, c) respectively. It
is done in four stages. First, a single-rail circuit is converted into positive logic dual-rail.
Second, the positive dual-rail gates are replaced by negative dual-rail gates and the spacer
polarity inverters are inserted. Then, the completion signal is generated (asynchronous
design only). Finally, a wrapper module connecting the dual-rail circuit to the single-rail
environment is added (optional).

Apart from generating netlists, Verimap tool reports statistics for the original and re-
sultant circuits: estimated area of combinational logic and flip-flops, number of negative
gates and transistors, number of wires.

The tool also generates a behavioural Verilog file assisting the power analysis of the
original and resultant circuits. Being included into simulation testbench these Verilog
counts the number of switching events in each wire of the circuits.

4 Benchmark Results and Future Improvements

This section summarises the experiments performed to characterise the proposed method
in terms of security, size and power consumption. Two AES designs were used:
Open core AES and AES with computable sbox (for details see Appendix A). For each
design a single-rail AES circuit was synthesised from RTL specification by using Ca-
dence Ambit v4.0 tool and AMS-0.35μ library. Our Verimap tool was applied to the
netlist generated by Ambit and the dual-rail netlist was produced. The dual-rail circuits
were optimised for negative gates and used alternating spacer dual-rail protocol. Both,
single-rail and dual-rail designs were analysed for static delays (SDF delay annotation)
and simulated in Verilog-XL v3.10. By keeping to the RTL design flow the netlists can
be directly used in the back-end design tools of Cadence.

The statistics for the parts of AES, namely ciphers and sboxes, are shown in Table 1,
Table 2 and Table 3.

The purpose of the first experiment was to evaluate the correlation between data and
switching activity of the circuits. Switching activity is the number of switching events in
the circuit within one clock cycle. Table 1 presents the minimum, average and maximum
switching activity for the sboxes and ciphers. These values were obtained by simulating
the circuits with a number of input vectors: 10,000 random input vectors for sboxes and
284 standard AES testbench vectors for ciphers.

The experiment shows a significant difference between the min/average/max switch-
ing activity values for the single-rail sbox benchmarks. The minimum value is zero, and
the maximum values are up to 48% higher than the average values. At the same time,
switching activity for the dual-rail circuits is constant. In the single-rail switching activity
varies significantly depending on data and clearly they exhibit zero switching activity if
the input data does not change. In addition many switching events in single-rail circuits
are caused by hazards and the single-rail sbox benchmarks are no exception. Here the
hazards caused up to 80% of data dependent switching events. The number of switching
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Table 1. Switching activity

benchmark switching activity (hazards)
name min avg max

sbox single-rail 0 (0) 162 (33) 277 (124)
(open dual-rail 1,180 1,180 1,180
core) overhead ∞ 628% 326%

sbox single-rail 0 (0) 525 (345) 936 (746)
(comp.) dual-rail 868 868 868

overhead ∞ 65% -17%

cipher single-rail 0 9,147 13,236
(open dual-rail 41,285 41,285 41,285
core) overhead ∞ 351% 211%

cipher single-rail 0 (0) 3,810 (2,013) 6,140 (3,682)
(comp.) dual-rail 13,055 13,055 13,055

overhead ∞ 242% 112%

events in dual-rail combinational logic is constant for any input data and is equal to the
number of wires. It shows that all gates are switching in each clock cycle, thus making
power consumption data independent (described in detail in Section 2.2).

The single and dual-rail implementations of the AES ciphers were simulated and
compared against combinational logic blocks (sboxes). Switching activity in the open
core dual-rail cipher is 351% higher than in the single-rail cipher and 255% higher for
the AES design with computed sboxes. These values are greater than the results for
the corresponding sboxes. The increased difference can be explained by the nature of
computations in complex circuits. They execute in bursts defined by their algorithms.
Under a burst the switching is similar to our experiments with combinational circuits.
However, between the bursts the situation is significantly different: a single-rail circuit
is inactive and a dual-rail circuit continues to ‘burn power’ by switching between code
words and spacers.

A possible way to address this issue is to implement clock gating. This, however,
should be different from the conventional clock gating technique. It is important to make
it data independent. At this stage we do not see a feasible way of implementing this at
the netlist level. Most likely it will require analysis of behavioural specifications. We
view this idea as a subject of future work.

In order to compare the security features of single spacer and alternating spacer
circuits, the AES design with computable sboxes was also converted into single spacer
dual-rail. Both, single spacer and alternating spacer dual-rail implementations were
simulated with 284 input vectors from the standard AES testbench in the encryption
and decryption modes. The switching activities of “1” and “0” rails were recorded
separately. Table 2 shows the worst case difference in switching activity between “1”
and “0” rails. The imbalance between the number of switching events in the rail 1 and
rail 0 is calculated as disbalance = |rail 1−rail 0|

rail 1+rail 0 · 100%. While the total switching
activity is the same in both implementations, the single spacer implementation exhibits
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Table 2. Switching activity in dual-rail rails

benchmark switching activity
name single spacer alternating spacer

cipher rail 1 8,388 6,505
(encryption) rail 0 4,622 6,505

disbalance 29% 0%

cipher rail 1 8,572 6,505
(decryption) rail 0 4,438 6,505

disbalance 32% 0%

significant differences in the number of switching events on the complementary rails. As
the complementary gates within a dual-rail gate have different power consumptions, the
power signature of the single spacer dual-rail circuit becomes dependent on the processed
data.Alternating spacer dual-rail circuits do not suffer from this leakage because all gates
are switching in every clock cycle.

Table 3. Circuit size

benchmark negative gate count transistor count wire estimated area
name (comb. logic) (comb. logic) count comb. logic flip-flops

sbox single-rail 655 3,180 482 44,593 0
(open dual-rail 1,523 6,672 1,180 101,364 0
core) overhead 133% 110% 145% 127% 0

sbox single-rail 634 2,362 400 32,975 0
(comp.) dual-rail 1,164 4,628 868 68,603 0

overhead 84% 96% 117% 108% 0

cipher single-rail 12,752 68,184 9,980 873,175 142,370
(open dual-rail 26,396 139,828 24,367 1,925,190 466,870
core) overhead 107% 105% 144% 120% 228%

cipher single-rail 10,372 50,344 5,936 580,046 118,678
(comp.) dual-rail 19,510 95,066 13,055 1,237,260 462,021

overhead 88% 89% 120% 113% 289%

The cost of improved security features is the increase in the number of gates, wires
and area, see Table 3.

The benchmarks indicate only 84-88% overhead in gate numbers (a positive gate is
counted as a pair of a negative gate and an inverter) for AES design with computable
sboxes. This is less than 100% due to the negative gate optimisation. For Open core
design the overhead is more than 100% due to the structure of its sbox module. During
the negative logic optimisation of Open core sbox more inverters were inserted into not-
critical path (as components of spacer inverters) than removed from the critical path.
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The number of wires is increased by 117-145%. Wires are duplicated in a dual-rail
circuit and then spacer converters are added, further increasing the number of wires.

The estimated area of the benchmarks combinational logic indicates a 102%-127%
overhead. A significant area increase for flip-flops (228%-289%) can be explained by
using dual-rail flip-flops constructed out of standard logic gates. This can be improved
by transistor level optimisation of the flip-flops.

It is clear that in the AES designs there are opportunities to minimise power con-
sumption as not all logic is necessarily being used all the time. Industry synthesis tools
can identify sleep mode logic and use this information to annotate places in the netlist
which could be committed to sleep mode logic later in the design flow. This low power
optimisation could be utilised in our dual-rail circuitry, one approach would be to put a
spacer on the input to the identified sleep mode logic and holding this there for the clock
cycles whilst it is not used. By doing so the switching is now zero, thus saving power.
This technique would not reveal data as the sleep mode logic is in a “meaningless” spacer
state. By using the synthesis tool to identify the sleep mode logic we are adhering to
the RTL design flow and our conversion tool could use the annotated netlist to apply
the optimisation to dual-rail circuits; note the committal stage of the sleep mode logic
would need to be different to what the synthesis tools would do (simple AND gates using
a control signal). Presently this has not been implemented in the tool but investigated
using schematic entry with simple examples which gave promising results. This needs
to be investigated further together with the clock gating idea.

5 Conclusions

We have presented a technique for improving resistance to DPA attacks at the hardware
level by power balancing in a deterministic way. The power consumption within each
cycle of operation is constant. Our technique uses two spacers alternating in time within
the dual-rail logic framework. It is very cheap yet effective and is supported by software
tools that interface to standard RTL design flow tools used by most ASIC designers. The
idea of using two spacers is deemed particularly efficient for dual-rail logic, where the
Hamming distance between each spacer and a valid combination is the same. While it
can still be used without too much overhead in optimally balanced k-of-n codes (e.g.
3-of-6) it would be much less efficient in other popular codes such as 1-of-4 [11].

The AES benchmarks indicate that we have fully eliminated the dependency which
existed between data and switching activity in the dual-rail circuits. The price to pay
for the improved security features is the increased average switching activity and area
overheads.
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A Advanced Encryption Standard

The symmetric block cipher Rijndael [13] was standardised by NIST as the Advanced
Encryption Standard (AES) [14] in November 2001 as the successor to DES. The algo-
rithm is a block cipher that encrypts/decrypts blocks of 128, 192, or 256 bits, and uses
symmetric keys of 128, 192 or 256 bits. It consists of a sequence of four primitive func-
tions, SubBytes, ShiftRows, MixColumns and AddRoundKey called a round. A round
is executed 10, 12 or 14 times depending on the key and plain text lengths. Before the
rounds are executed the AddRoundKey function is applied for initialisation plus the last
round omits the MixColumns operation. A new key is derived for each round from the
previous key.



296 D. Sokolov et al.

For decryption the procedure is reversed and inverse versions of the aforementioned
functions are applied, excluding AddRoundKey, this has no inverse.

A detailed explanation of each function can be found in [12,13]. For clarity the
SubBytes function performs a non linear transformation using byte substitution tables
(Sboxes), each Sbox is a multiplicative inversion in GF(256) followed by an affine
transformation.

Both designs were synthesised from a RTL Verilog specification using the Cadence
Ambit v4.0 tool and AMS-0.35μ library. A brief description of the two architectures
follows.

A.1 Open Core AES Architecture

This design operates on 128 bits and has two separate ’sub-cores’ one for encryption
and the other for decryption; they share the same type of key generation module [15]
and initial permutation module, however separate instances exist inside each sub-core.
The core is shown in Figure 9; each sub core has 16 inverse/S-boxes inside the round
permutation module. The initial permutation modules simply perform theAddRoundKey
function and the round permutation modules loops internally to perform the 10 rounds
and the final permutation module performs the last round. For this yields a complete
encryption in 12 clock cycles. The decryption core consists of 16 inverse S-boxes these
differ from the S-boxes used for encryption. The key reversal buffer stores keys for all the
rounds and these are presented to the round permutation module each round in reverse
order. Using this principle a complete decryption can be performed in 12 clock cycles. It
must be highlighted that since the keys are used in reverse order - the initial key must be
first expanded 10 times to get the last key, taking 10 extra clock cycles. In this design the
Inv/SubBytes transformations (sboxes) are hardwired instead of being computed on the
fly or stored in a ROM. This can be seen as simply a large decoder. The sub-cores both
have 128 pins for plain/cipher text and 128 pins for the key and miscellaneous control
pins and logic.

Key

Generation Unit

Control

Permutation

Initial

Permutation

Round Final

Permutation
Data_In Data_out

Key_In

ld

Fig. 9. Open core AES

A.2 AES with Computed Sboxes Architecture

This architecture combines encryption and decryption into one core working on 128
bits. The designs’ basis is taken from [12], it was chosen due to its structure namely: it is



Improving the Security of Dual-Rail Circuits 297

highly regular (this keeps the layout small), it has short balanced combinational paths,
hardware reuse for encryption and decryption which yields a small area and finally it
has a 32 pin interface for the data (128 pin for the key) and shared computed sboxes.

Cell Cell Cell Cell

Cell Cell Cell Cell

Cell Cell Cell Cell

Cell Cell Cell Cell
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Data Unit

Key

Generation
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Key_In

Key to each
Cell and Sbox

Logic

Control
Control_In

Control Logic
to each Cell
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Fig. 10. AES with computed sboxes

The design consists of a key generation unit, control logic and a data unit incorpo-
rating 16 data cells, 4 sboxes (these perform the sbox and inverse sbox unlike the open
core design) and a barrel shifter. The core is displayed in Figure 10, since the core does
both encryption and decryption the diagram summarises both.

The data unit can perform any of the AES round functions and uses the key provided
by the key unit for the AddRoundKey function. A single data cell comprises of a register,
a GF(256) multiplier [12], a bank of XOR gates, and an input selection multiplexer.
Additional multiplexers are included to enable the required function to be selected.

The Sboxes are able to perform either the Sbox transformation or the inverse Sbox
transformation taking two clock cycles to compute a result due to a two-stage pipeline.
Whilst the Sboxes are not used by the data unit (the MixColumns operation) the key
generation unit takes advantage of this to generate the next key. The Sbox is computed
by reducing the computation to GF(16) and GF(16) arithmetic and then applying the
affine transformation as illustrated in [16].

Since the design has a 32 pin interface for the data, four clock cycles are required to
clock the plain text, or cipher text into the data unit, and the same number to retrieve the
data.After loading, the round functions are selected by the control logic. In total 60 clock
cycles are needed for a complete encryption or decryption. As with the other design the
input key needs to be expanded to the last key value before any rounds can take place;
this takes an extra 20 clock cycles due to the pipelined Sbox. The total number of cycles
for encryption or decryption could be reduced to 30 by using 16 sboxes at the expense
of more area.



A New Attack with Side Channel Leakage
During Exponent Recoding Computations

Yasuyuki Sakai1 and Kouichi Sakurai2

1 Mitsubishi Electric Corporation,
5-1-1 Ofuna, Kamakura, Kanagawa 247-8501, Japan

ysakai@iss.isl.melco.co.jp
2 Kyushu University,

6-10-1 Hakozaki, Higashi-ku, Fukuoka 812-8581, Japan
sakurai@csce.kyushu-u.ac.jp

Abstract. In this paper we propose a new side channel attack, where
exponent recodings for public key cryptosystems such as RSA and
ECDSA are considered. The known side channel attacks and coun-
termeasures for public key cryptosystems were against the main stage
(square and multiply stage) of the modular exponentiation (or the point
multiplication on an elliptic curve). We have many algorithms which
achieve fast computation of exponentiations. When we compute an
exponentiation, the exponent recoding has to be carried out before the
main stage. There are some exponent recoding algorithms including con-
ditional branches, in which instructions depend on the given exponent
value. Consequently exponent recoding can constitute an information
channel, providing the attacker with valuable information on the secret
exponent. In this paper we show new algorithms of attack on exponent
recoding. The proposed algorithms can recover the secret exponent,
when the width-w NAF [9] and the unsigned/signed fractional window
representation [5] are used.

Keywords: Side channel attack, exponent recoding, RSA cryptosys-
tems, elliptic curve cryptosystems.

1 Introduction

Smart cards are one of the major application fields of cryptographic algorithms,
and may contain sensitive data, such as RSA private key. Some implementa-
tions of cryptographic algorithms often leak “side channel information.” Side
channel information includes power consumption, electromagnetic fields and tim-
ing to process. Side channel attacks, which use side channel information leaked
from real implementation of cryptographic algorithms, were first introduced by
Kocher, Jaffe and Jun [2,3]. Side channel attacks can be often much more power-
ful than mathematical cryptanalysis. Thus, many papers on side channel crypt-
analysis have been published.

RSA based cryptosystems and elliptic curve based cryptosystems require
computation of the modular exponentiation (or the point multiplication on an
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elliptic curve). The computational performance of cryptographic protocols with
public key cryptosystems strongly depends on the efficiency of the modular ex-
ponentiation procedure. Therefore, it is very attractive to provide algorithms
that allow efficient implementation. One approach to reducing the computa-
tional complexity of the modular exponentiation is to replace the binary repre-
sentation of the given exponent with a representation which has fewer non-zero
terms. Transforming an exponent from one representation to another is called
“exponent recoding .”

Since the concept of the side channel attacks was firstly proposed by Kocher,
Jaffe and Jun [2,3], various methods of attacks and countermeasures have been
proposed. For example related to public key cryptosystems, Coron proposed
three concepts of countermeasures for differential power analysis (DPA) on ellip-
tic curve cryptosystems [1]: 1) randomization of the secret exponent, 2) blinding
the point, 3) randomized projective coordinates. Side channel information leaked
from cryptographic devices may provide much information about the operations
that take place and involved parameters. Known power analysis in the literature
were related to modular exponentiation (or elliptic point multiplication).

If we carefully observe the exponentiation procedure, we can find one more
stage in which instructions depend on the secret exponent. Some efficient mod-
ular exponentiations have to perform the exponent recoding in advance, then
the main stage (square and multiply stage) of the modular exponentiation
is computed. Since the exponent recoding may be executed with conditional
branches depending on the secret exponent value, the computation of the ex-
ponent recoding can constitute an information channel which provides valuable
information for the attacker. In this paper, we discuss side channel information
leaked from cryptographic devices during exponent recoding computation. We
will show methods of attacks on the exponent recoding for width-w NAF [9] and
signed/unsigned fractional window representation [5].

The rest of this paper is organized as follows. Section 2 will give a brief
description of exponent recoding algorithms. In Section 3, information leakage
during exponent recoding will be discussed. Section 4 gives algorithms of attacks
on the exponent recodings. Finally, Section 5 gives our conclusion.

2 Exponent Recoding

In this section we will give a brief description of exponent recodings. In some
efficient modular exponentiations, an exponent recoding has to be performed
in advance, then the main stage (square and multiply stage) of the modular
exponentiation is computed. In the exponent recoding stage, the binary repre-
sentation of the given exponent is replaced by a representation which has fewer
non-zero terms. We will examine three methods of exponent recoding: width-w
NAF [9] and signed/unsigned fractional window representation [5].
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2.1 NAF

The signed binary representation, which is also referred to as non-adjacent form
(NAF), is a “sparse” signed binary representation of an integer. An algorithm
of recoding to NAF is given in Algorithm 1 [8]. Step 3 and 4 of Algorithm 1 can
be carried out with a table which contains all possible inputs to i-th iteration of
Step 3 and 4 and the corresponding outputs. Algorithm 2 also generates NAF,
and is equivalent to Algorithm 1.

The average density achieved by NAF is 1/3 for exponent d→∞.

Algorithm 1 Exponent recoding for NAF

Input a non-negative t-bit integer d = (dt−1 · · · d0)2
Output b = (bt · · · b0), where bi ∈ {−1, 0, 1} and bibi+1 = 0 for all i
1. c0 ← 0, dt+1 ← 0, dt ← 0
2. for i from 0 to t do
3. ci+1 ← �(ci + di + di+1)/2�
4. bi ← ci + di − 2ci+1

5. end for
6. Return b = (bt · · · b0)

Algorithm 2 Exponent recoding for NAF: a variant

Input a non-negative t-bit integer d = (dt−1 · · · d0)2
Output b = (bt · · · b0), where bi ∈ {−1, 0, 1} and bibi+1 = 0 for all i
1. b = (st · · · s0d0)2 ← 3d
2. b← b− 2d (bi = si − di+1 with 0− 1 = 1̃, where 1̃ denotes− 1)
3. Return b = (bt · · · b0)

2.2 Width-w NAF

Width-w NAF, proposed by independently Solinas [9] and Cohen, can be viewed
as a generalization of NAF. The case w = 2 is that of the ordinary NAF. Algo-
rithm 3 is a typical implementation of the exponent recoding for width-w NAF
representation.

The average density achieved by width-w NAF is 1/(w + 1) for exponent
d→∞.

Algorithm 3 Exponent recoding for the width-w NAF

Input a non-negative t-bit integer d, an integer w ≥ 2
Output b = (bt · · · b0), where bi ∈ {0,±1,±3, · · · ,±(2w−1−1)} and among any

w consecutive bis, at most one is nonzero.
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1. c← d, i← 0
2. while c > 0 do
3. if c odd then
4. bi ← c mod 2w

5. if bi ≥ 2w−1 then
6. bi ← bi − 2w

7. end if
8. c← c− bi

9. else
10. bi ← 0
11. end if
12. c← �c/2�, i← i + 1
13. end while
14. Return b = (bt · · · b0)

2.3 Fractional Window

In small devices, the choice of w for exponentiation using the width-w NAF
may be dictated by memory limitations. Möller proposed a fractional window
technique [5], which can be viewed as a generalization of the sliding window and
width-w approach. The fractional window exponentiation has better flexibility
of the table size. See [5] for details.

The fractional window method of exponentiation has two variants. One is the
signed version, where negative digits are allowed. The other is the unsigned vari-
ant of the fractional window method for the case that only non-negative digits
are permissible. The recoding methods for unsigned fractional window represen-
tation and signed fractional window representation are described in Algorithm
4 and 5, respectively.

Let w ≥ 2 be an integer and m an odd integer such that 1 ≤ m ≤ 2w−3. The
average density of signed fractional window representations with parameters w
and m is

1
w + m+1

2w + 2

for d→∞ [5]. The average density of unsigned fractional window representations
with parameters w and m is

1
w + m+1

2w + 1

for d→∞ [5].
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Algorithm 4 Exponent recoding for the unsigned fractional window represen-
tation

Input a non-negative integer d, an integer w ≥ 2, an odd integer m, 1 ≤ m ≤
2w − 3

Output b = (bi−1 · · · b0), bi ∈ {0, 1, 3, · · · , 2w + m}
1. c← d, i← 0
2. while c > 0 do
3. if c odd then
4. bi ← c mod 2w+1

5. if 2w + m < bi then
6. bi ← bi − 2w

7. end if
8. c← c− bi

9. else
10. bi ← 0
11. end if
12. c← �c/2�, i← i + 1
13. end while
14. Return b = (bi−1 · · · b0)

Algorithm 5 Exponent recoding for the signed fractional window representa-
tion

Input a non negative integer d, an integer w ≥ 2, an odd integer m, 1 ≤ m ≤
2w − 3

Output b = (bi−1 · · · b0), bi ∈ {0,±1,±3, · · · ,±(2w + m)}
1. c← d, i← 0
2. while c > 0 do
3. if c odd then
4. bi ← c mod 2w+2

5. if 2w + m < bi < 3 · 2w −m then
6. bi ← bi − 2w+1

7. else if 3 · 2w −m ≤ bi < 2w+2 then
8. bi ← bi − 2w+2

9. end if
10. c← c− bi

11. else
12. bi ← 0
13. end if
14. c← �c/2�, i← i + 1
15. end while
16. Return b = (bi−1 · · · b0)
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3 Information Leakage During Exponent Recoding

As we have seen in Section 2, exponent recodings of Algorithms 3, 4 and 5 have
conditional branches during the computation.

While the effects of the conditional branch might be difficult to identify from
direct observations of a device’s power consumption, the statistical operations
used in DPA are able to reliably identify extraordinarily small differences in
power consumption [4]. In this section we will discuss the information leaked
from cryptographic devices during the exponent recodings.

3.1 The Model of the Attacker

We assume the model of the attacker as follows.

– The attacker has access to a device which calculates exponent recoding.
– The attacker has knowledge about the implementation, i.e., he knows the

algorithm, including the parameter w and m, of the exponent recoding im-
plemented on the device.

– The attacker can distinguish the conditional branch in Algorithm 3, 4 and 5
by monitoring power consumption during the computation of the exponent
recoding.

The goal of the attacker is:

– Recovering the secret exponent.

3.2 Leakage During Exponent Recoding

Width-w NAF recoding (Algorithm 3) has two conditional branches, Step 3 and
5, in the main loop. If the symbol in the window of width-w is odd, Step 4
through 8 should be performed. Else if the symbol is even, Step 10 should be
performed. When the symbol is odd, inner conditional branch will be evaluated,
then if the symbol bi ≥ 2w−1, bi has to be subtracted by 2w. Consequently the
execution path of width-w recoding branches into three cases. In the execution
path, subtraction instruction have to be performed depending on the exponent
value.

We define a “SN -sequence” as follows.

– At the i-th loop of the main loop, if the subtraction instruction is performed
two times, we call the observed power consumption SSN .

– If the subtraction instruction is performed one time, we call the observed
power consumption SN .

– If no subtraction instruction is performed, we call the observed power con-
sumption N .
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SN -sequence is a series of SSN , SN and N observed during the computation
of the exponent recoding:

SN -sequence := {SSN ,SN ,N}∗

The attacker can obtain SN -sequences by monitoring power consumption. A
SN -sequence is the side channel information leaked from cryptographic devices.

As in the case of width-w NAF recoding, both the unsigned/signed fractional
recoding (Algorithm 4, 5) have conditional branches depending on the exponent
value. Hence the attacker can observe SN -sequences during the computation of
the recoding.

It is straight forward to implement the basic NAF recoding without condi-
tional branches as described in Algorithm 1 with a look-up table. Algorithm 2
is also a secure implementation of NAF recoding.

4 The Attacks

In this section we describe new attacks on exponent recodings for width-w NAF
and signed/unsigned fractional window representation given in Section 2. The
attacker tries to recover the secret exponent from observed SN -sequences. We
assume that exponent recodings are implemented by Algorithm 3, 4 and 5.

4.1 Basic Strategy

As we have already mentioned, execution of width-w recoding has three branches.
For a given exponent, the SN -sequence is uniquely determined. For exam-
ple, when width-3 NAF recoding is implemented by Algorithm 3, SN -value
(∈ {SSN ,SN ,N}) in each i-th loop will be as the following Table 1.

Table 1. Relation between data in the window and resulting SN -value: width-3 NAF

data in the window mapped digit bi SN -value
0 = (000)2 0 N
1 = (001)2 1 SN
2 = (010)2 0 N
3 = (011)2 3 SN
4 = (100)2 0 N
5 = (101)2 −3 SSN
6 = (110)2 0 N
7 = (111)2 −1 SSN

Basically an attack can be constructed based on Table 1. However, there exist
a difficulty in guessing the secret exponent value from given SN -sequence. While
the SN -sequence is uniquely determined from the given exponent, the converse
is not true. When SN is observed, the data in the window should be (001)2 or
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(011)2. Therefore the attacker can decide the LSB and MSB in the window, but
the middle bit can not be guessed uniquely. The same situation happens when
SSN is observed.

The second difficulty is the “carry .” When the data in the window is odd and
greater than 2w−1, mapped digit bi has to be subtracted by 2w, then the resulting
bi (Step 6) will have negative value. The following subtraction instruction (Step
8) should be addition and a carry will always occur. Consequently, at the next
(i + 1)-th loop, the temporary exponent c will has a different bit-pattern from
the originally given exponent d. For example, assume 45 = (101101)2 is the given
exponent d and width-3 NAF recoding is performed. At the first loop, mapped
digit bi should be −3 (Step 6). Then at Step 8, the temporary exponent c should
be 48 = (110000)2. Since the carry occurs, at the later loop, observed SN -value
can not be a direct information of the exponent value.

We have to construct attacks in consideration of above two observations.

4.2 An Attack on Width-w NAF Recoding

We show an attack on width-w NAF recoding. The algorithm of the attack is
based on the following observations.

– In the case of SSN , a carry occurs at Step 8.
– In the case of SSN and all the passed values after previously observed
SSN were N s, i.e., sub-sequence is (SSN ,N ,N , · · · ,N ,SSN ), the carry
was transmitted to the current SSN .

– In the case of SSN and if a carry is transmitted, the attacker should guess
di = 0. Otherwise if a carry is not transmitted, the attacker should guess
di = 1.

– In the case of SSN , the attacker should guess di+w−1 = 1.
– In the case of N and a carry is transmitted, the attacker should guess di = 1.

Otherwise if a carry is not transmitted, the attacker should guess di = 0.
– In the case of SN , the attacker should guess di as the same strategies as in

the case of SSN .
– In the case of SN and the length of the rest bits to be guessed is smaller

than the window width w, the attacker should guess dt−1 = 1 by definition
such that MSB of d is always “1”.

– In the case of SN , the transmission of a carry stops at this place.

The attack is described in Algorithm 6. The symbol “state” is used for the
consideration of a carry. If the data of the middle in the window can not be
guessed uniquely, the symbol “unknown” is used.

Algorithm 6 An attack on width-w NAF recoding

Input SN -sequence (v0, v1, · · ·), where vi ∈ {SSN ,SN ,N}, an integer w ≥ 2,
t =bitlength of d

Output an exponent d = (dt−1 · · · d0)2
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1. i← 0
2. state← 0
3. while i < t do
4. if vi = SSN then
5. if state = 1 then di ← 0
6. else if state = 0 then di ← 1
7. for j from i + 1 to i + w − 2 do di ← “unknown”
8. di+w−1 ← 1
9. i← i + w

10. state← 1
11. else if vi = SN then
12. if i + w − 1 > t
13. if state = 1 then di ← 0
14. else if state = 0 then di ← 1
15. for j from i + 1 to t− 2 do di ← “unknown”
16. dt−1 ← 1
17. i← t
18. else
19. if state = 1 then di ← 0
20. else if state = 0 then di ← 1
21. for j from i + 1 to i + w − 2 do di ← “unknown”
22. di+w−1 ← 0
23. i← i + w
24. end if
25. state← 0
26. else if vi = N then
27. if state = 1 then di ← 1
28. else if state = 0 then di ← 0
29. i← i + 1
30. end if
31. end while
32. Return d = (dt−1 · · · d0)2

We can evaluate that how many bits can be recovered from observed SN -
sequences in the case of the width-w NAF recoding.

Theorem 1. Assume that width-w NAF recoding is implemented by Algorithm
3 and that SN -sequence can be observed during the recoding. The ratio of suc-
cessfully recovered bits can be evaluated by 3/(w + 1) for t→∞.

Proof. It is easy to prove from the fact that the density of width-w NAF
recoding is 1/(w + 1) for t→∞. ��

4.3 An Attack on Unsigned Fractional Window Recoding

We show an attack on the unsigned fractional window recoding. Similar strategies
as in the width-w recoding case can be applied. Data dependent subtraction
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instructions have to be carried out at Step 6 and 8 of Algorithm 4. Therefore,
the attacker can observe SN -sequence during the recoding. The difference on
the strategies from the case of width-w NAF is that even when the subtraction
instruction at Step 8 is carried out, no carry occur.

The attack is shown in Algorithm 7.

Remark 1. Even if the case of “unknown”, the probability of “0” or “1” may
not be equal in some cases depending on the parameter m. In such a case we
can modify the attack with weighted probability of guessed value. In appendix
A relations between successive unknown bits are described.

Algorithm 7 An attack on unsigned fractional window recoding

Input SN -sequence (v0, v1, · · ·), vi ∈ {SSN ,SN ,N}, an integer w ≥ 2, an
odd integer m, 1 ≤ m ≤ 2w − 3, t =bitlength of d

Output an exponent d = (dt−1 · · · d0)2
1. i← 0
2. while i < t do
3. if vi = SSN then
4. di ← 1
5. for j from i + 1 to i + w − 1 do di ← “unknown”
6. i← i + w
7. else if vi = SN then
8. di ← 1
9. if i + w + 1 > t

10. for j from i + 1 to t− 2 do di ← “unknown”
11. dt−1 ← 1
12. i← t
13. else
14. for j from i + 1 to i + w do di ← “unknown”
15. i← i + w + 1
16. end if
17. else if vi = N then
18. di ← 0
19. i← i + 1
20. end if
21. end while
22. Return d = (dt−1 · · · d0)2

4.4 An Attack on Signed Fractional Window Recoding

An attack on the signed fractional window recoding is shown in Algorithm 8.
The similar strategies as width-w recoding can be applied, but handling of the
transmission of a carry should be more complicated. Only when w+1 continuous
N s are observed after SSN , a carry may be transmitted to SN or SSN . The
variable c in Algorithm 8 is used to store the number of continuous N .
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Algorithm 8 An attack on signed fractional window recoding

Input SN -sequence (v0, v1, · · ·), vi ∈ {SSN ,SN ,N}, an integer w ≥ 2 an
odd integer m, 1 ≤ m ≤ 2w − 3, t =bitlength of d

Output an exponent d = (dt−1 · · · d0)2
1. i← 0
2. state← 0
3. c← 0
4. while i < t do
5. if vi = SSN then
6. if c ≥ w + 1 and state = 1 then di ← 0
7. else if c = w and state = 1 then di ← “unknown”
8. else di ← 1
9. for j from i + 1 to i + w do di ← “unknown”

10. i← i + w + 1
11. c← w
12. state← 1
13. else if vi = SN then
14. if c ≥ w + 1 and state = 1 then di ← 0
15. else if c = w and state = 1 then di ← “unknown”
16. else di ← 1
17. if i + w + 1 > t
18. for j from i + 1 to t− 2 do di ← “unknown”
19. dt−1 ← 1
20. i← t
21. else
22. for j from i + 1 to i + w do di ← “unknown”
23. di+w+1 ← 0
24. i← i + w + 2
25. end if
26. c← w
27. state← 0
28. else if vi = N then
29. if state = 1 then di ← 1
30. else if state = 0 then di ← 0
31. c← c + 1
32. i← i + 1
33. end if
34. end while
35. Return d = (dt−1 · · · d0)2

4.5 Experimental Results

We carried out experiments by a simulation on the attacks described in the
previous sections as follows.
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1. randomly generate 10,000 exponents d, which have 160-bit, 512-bit or 1024-
bit.

2. implement algorithms for exponent recodings described in Algorithms 3, 4
and 5 in S/W written in C-language.

3. generate SN -sequences using this S/W.
4. using the SN -sequences, we guess the secret exponent d by Algorithm 6, 7

and 8.
5. count the successfully recovered bits (= number of recovered bits / bitlength

of exponent d)

The results are given in Table 2. The experiments were carried out with 160-
bit, 512-bit and 1024-bit exponents. Almost the same percentages were obtained
in each case.

The window width w were examined from 2 through 5. In the fractional
window expansion the parameter m were examined from 1 through the upper
bound, i.e. 2w−3. The intermediate (2 ≤ m ≤ 2w−4) are omitted because of the
space limitation. The successfully recovered bits decrease in larger w, because
as we have already mentioned, the bits of the middle in the window can not be
guessed uniquely. In the fractional window expansion the successfully recovered
bits increase in larger m. Examples of the three proposed attacks with small
exponents are illustrated in Appendix B.

Remark 2. No guessing errors occur in the attacks. Only “unknown” bits can be
un-recovered bits.

Table 2. Successfully recovered bits (%) (= number of recovered bits / bitlength of
exponent d): Experimental results

w m width-w NAF unsigned fract. signed fract.
2 — 100 — —

1 — 50.5 50.3
3 — 75.1 — —

1 — 38.9 36.3
5 — 40.0 46.0

4 — 60.2 — —
1 — 31.3 28.3
13 — 33.7 41.4

5 — 50.3 — —
1 — 26.2 23.5
29 — 29.1 37.1



310 Y. Sakai and K. Sakurai

5 Concluding Remarks

We have shown that unless the exponent recoding is carefully implemented, RSA
and elliptic curve based cryptosystems are vulnerable to power analysis. We have
introduced new side channel attacks on exponent recoding.

While the effects of a single transistor switching would be normally be im-
possible to identify from direct observations of a device’s power consumption
[4], the statistical operations are able to reliably identify extraordinarily small
differences in power consumption.

Okeya and Takagi proposed efficient counter measures for side channel at-
tacks [6,7]. The exponent recodings given in [6,7] are based on width-w NAF
or fractional window. Therefore, it may be possible to construct attacks on the
recodings.
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A Relation Between Unknown Bits

In this appendix we show relations between unknown bits. If several unknown
bits occur in succession, some unknown bits can be “0” or “1” with high proba-
bility. Table 3 shows the probability that unknown bits can be “0” or “1” in the
case of the unsigned fractional window recoding with the parameter w = 3 and
m = 1.
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Table 3. Observed SN -values and unknown bits: unsigned fractional window recoding
with w = 3, m = 1

observed SN -value SN SSN
candidates of the 0 0 0 1 1 0 1 1
secret exponent 0 0 1 1 1 1 0 1
in the window 0 1 0 1 1 1 1 1

0 1 1 1
1 0 0 1

recovered bits x x x 1 1 x x 1
(“x” denotes the unknown)

probability that x=0 4
5

3
5

3
5

1
3

1
3

B Examples of the Attacks

In this appendix we illustrate small examples of the three attacks. In examples
below, given randomly generated 32-bit exponents, recoded representations and
expected SN -sequences are described. The attacker can recover the exponents
from the observed SN -sequences as shown below. The symbol “x” in the recov-
ered bits denotes the “unknown” bit.

width-3 NAF

exponent: 1 1 1 0 0 0 0 1 1 1 1 0 1 0 1 0 1 1 1 1 0 1 1 0 1 0 1 1 0 0 1 1
recoded: 1 0 0 -1 0 0 0 1 0 0 0 0 0 -3 0 0 3 0 0 0 0 -1 0 0 0 -3 0 0 3 0 0 0 3

SN -sequence: 1 0 0 0 1 0 0 2 0 0 0 2 0 0 0 0 1 0 0 2 0 0 0 0 0 1 0 0 0 2 0 0 1
recovered: 1 x 1 0 0 x 0 1 x 1 1 0 x 0 1 0 1 x 1 1 x 1 1 0 1 0 x 1 0 0 x 1

unsigned fractional window with w = 3, m = 1

exponent: 1 0 1 1 1 0 0 0 1 1 1 1 0 0 0 0 1 0 1 1 1 0 1 0 1 0 0 0 0 1 1 1
recoded: 1 0 0 0 7 0 0 0 1 0 0 7 0 0 0 0 1 0 0 0 7 0 0 0 5 0 0 0 0 0 0 7

SN -sequence: 1 0 0 0 1 0 0 0 1 0 0 2 0 0 0 0 1 0 0 0 1 0 0 0 1 0 0 0 0 0 0 1
recovered: 1 x x x 1 x x x 1 x x 1 0 x x x 1 x x x 1 x x x 1 0 0 0 x x x 1

signed fractional window with w = 3, m = 1

exponent: 1 0 0 1 1 0 1 1 0 0 1 1 1 1 1 0 1 0 0 1 1 0 1 0 0 0 1 0 0 1 0 0
recoded: 1 0 0 0 0 7 0 0 0 -3 0 0 0 0 -1 0 0 0 5 0 0 0 -3 0 0 0 0 0 0 9 0 0

SN -sequence: 1 0 0 0 0 1 0 0 0 2 0 0 0 0 2 0 0 0 2 0 0 0 2 0 0 0 0 0 0 1 0 0
recovered: 1 0 x x x x x x x 0 1 x x x x x x x x x x x 1 0 0 0 x x x 1 0 0
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Abstract. The recent development of side channel attacks has lead im-
plementers to use increasingly sophisticated countermeasures in critical
operations such as modular exponentiation, or scalar multiplication on
elliptic curves. A new class of countermeasures is based on inserting ran-
dom decisions when choosing one representation of the secret scalar out
of a large set of representations of the same value. For instance, this is
the case of countermeasures proposed by Oswald and Aigner, or Ha and
Moon, both based on randomized Binary Signed Digit (BSD) representa-
tions. Their advantage is to offer excellent speed performances. However,
the first countermeasure and a simplified version of the second one were
already broken using Markov chain analysis.
In this paper, we take a different approach to break the full version of Ha-
Moon’s countermeasure using a novel technique based on detecting local
collisions in the intermediate states of computation. We also show that
randomized BSD representations present some fundamental problems
and thus recommend not to use them as a protection against side-channel
attacks.

1 Introduction

Modular exponentiation or scalar multiplication are used by most popular public
key cryptosystems like RSA [22] or DSA [4]. However, data manipulated during
these computations should generally be kept secret, since any leakage of informa-
tion (even only a few bits of secret information) might be useful to an attacker.
For example, during the generation of an RSA signature by a cryptographic de-
vice, the secret exponent is used to transform an input related to the message
into a digital signature via modular exponentiation.

Timings and power attacks, first introduced by Kocher [11,12] are now well
studied and various countermeasures have been proposed. These attacks rep-
resent a real threat when considering operations that involve secret data and
require a long computation time. In general, naive implementations leak infor-
mation about the secret key.

M. Joye and J.-J. Quisquater (Eds.): CHES 2004, LNCS 3156, pp. 312–327, 2004.
c© International Association for Cryptologic Research 2004
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In [2], Coron has shown that several countermeasures are possible to prevent
this type of leakage. In the context of Elliptic Curve Cryptosystems (ECC),
he proposed different techniques based on blinding the critical data manipu-
lated. An alternative approach is to randomize the number and the sequence
of steps in the multiplication algorithm itself. In this type of countermeasure
the usual scalar multiplication algorithm on ECC is replaced by a randomized
addition-subtraction chain. From a general perspective, the idea is to allow ad-
ditional symbols in the secret scalar representation. When using the set of digits
{0, 1,−1}, we generally speak of Binary Signed Digit (BSD) representation. Then
the multiplication algorithm picks at random a valid representation of the secret
scalar. Actually several algorithms of this class have been proposed in the re-
cent years [7,13,20], many of which have been broken quickly [16,26,27]. In this
paper, we present a new side channel attack against randomized exponentiation
countermeasures. We believe this result enlightens fundamental defects in these
constructions.

Basically our attack scenario is that an attacker has physical access to a
cryptographic device and tries to find the private key used by the device. He first
obtains different encryptions of a fixed message. Since the scalar representation
is randomized, the cryptographic device performs a different computation each
time. However, we will show that collisions occur frequently at each step of
computation. They can be detected using power consumption curves and reveal
critical information concerning the private key. Our attack does not depend
much on which public key encryption scheme is actually used, so we focus on
the case of ECCs. Furthermore, the Ha-Moon’s countermeasure [7], proposed at
CHES’02, was designed originally for ECCs. It is straightforward to apply our
ideas to RSA-based encryption schemes and even to signature schemes based on
RSA with a deterministic padding (i.e. without randomization) such as PKCS#1
v1.5 [23]. Indeed all we need is the ability to send the same input several times
to the cryptographic device.

In this paper, we first recall the classical binary scalar multiplication on
elliptic curves. Then, we briefly describe different types of side channel attacks
such as Simple Power Analysis (SPA) and Differential Power Analysis (DPA)
but also the attack of Messerges, Dabbish and Sloan [14] in order to motivate
common countermeasures. Next, we describe the principles of countermeasures
using a randomized BSD representation through the example of [7]. In the last
two sections, we expose some major weaknesses in this family of algorithms and
describe a new collision-based attack against the full Ha-Moon’s countermeasure.

2 Binary Scalar Multiplication Algorithms

In classical cryptosystems based on the RSA or on the discrete logarithm prob-
lem, the main operation is modular exponentiation. In the elliptic curve setting,
the corresponding operation is the scalar multiplication. From an algorithmic
point of view, those two operations are very similar; the only difference is the
underlying group structure. In this paper, we consider operations over a generic
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group with additive notations. We do not use additional properties of this group.
The consequence is an immediate application to the elliptic curve setting but
it should be clear that all what we state can be easily transposed to modular
exponentiation.

Scalar multiplication is usually performed using the “double-and-add”
method that computes k×P from a point P , using the binary representation of
the scalar k =

∑n−1
i=0 ki2i :

k × P =
n−1∑
i=0

ki ×
(
2i × P

)
This method is obviously analog to the “square-and-multiply” method for

modular exponentiation. The resulting algorithm is described in Figure 1, where
O is the point at infinity.

Input: a point P , an n-bit integer k =
∑n−1

i=0 ki2i

Output: k × P
Q = O
for i from n − 1 down to 0

Q = 2Q
if (ki == 1) then Q = Q + P

return Q

Fig. 1. Naive “double-and-add” scalar multiplication algorithm

3 Power Analysis Attacks

It is well known that the naive double-and-add algorithm is subject to the power
attacks introduced by Kocher et al [12]. More precisely, they introduced two
types of power attacks : Simple Power Analysis (SPA) and Differential Power
Analysis (DPA).

3.1 Simple Power Analysis

The first type of attack consists in observing the power consumption in order to
guess which instruction is executed. For example, in the previous algorithm, one
can easily recover the exponent k =

∑n−1
i=0 ki2i, provided the doubling instruction

can be distinguished from the point addition. To avoid this attack, the basic
“double-and-add always” algorithm is usually modified using so-called “dummy”
instructions (see Figure 2).

Although this new algorithm is immune to SPA, a more sophisticated treat-
ment of power consumption measures still enables the recovery of the secret
scalar k.
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Input: a point P , an n-bit integer k =
∑n−1

i=0 ki2i

Output: k × P
Q[0] = O
for i from n − 1 down to 0

Q[0] = 2Q[0]
Q[1] = Q[0] + P
Q[0] = Q[ki]

return Q[0]

Fig. 2. Double-and-add always algorithm resistant against SPA

3.2 Differential Power Analysis

DPA uses power consumption to retrieve information on the operand of the
instruction. More precisely, it no longer focuses on which instruction is executed
but on the Hamming weight of the operands used by the instruction. Such attacks
have been described, in the elliptic curve setting, in [2,17].

This technique can also be used in a different way. Messerges, Dabbish and
Sloan introduced “Multiple Exponent Single Data” attack [14]. Note that, for our
purpose, a better name would be “Multiple Scalar Single Data”. We first assume
that we have two identical devices available with the same implementation of the
algorithm of Figure 2, one with an unknown scalar k and another one for which
the scalar e can be chosen and modified. In order to discover the value of k, using
correlation between power consumption and operand value, we can apply the
following algorithm. We guess the bit kn−1 of k which is first used in the double-
and-add algorithm and we set en−1 to this guessed value. Then, we compare
the power consumption of the two devices doing the scalar multiplication of the
same message. If the consumption is similar during the first two steps of the
inner loop, it means that we have guessed the correct bit kn−1. Otherwise, if the
consumption differs in the second step, it means that the values are different and
that we have guessed the wrong bit. So, after this measure, we know the most
significant bit of k. Then, we can improve our knowledge on k by iterating this
attack to find all bits as it is illustrated in the algorithm of Figure 3.

This kind of attack is well known and some classical countermeasures are
often implemented (see [2,9]).

4 Countermeasures Using a Randomized Scalar
Representation

In the case of scalar multiplication on ECC, the most popular countermeasures
against DPA are those proposed by Coron [2]. They include randomizing the se-
cret scalar, blinding the point and using randomized projective coordinates. New
directions for attacking these countermeasures have recently been proposed [5,
6] but none of them works when all protections proposed by Coron are applied
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for i from 0 to n − 1
ei = 0

for i from 0 to n − 1
en−1−i = 1
choose P randomly
double-and-add(P ,k) on device 1
double-and-add(P ,e) on device 2
if no correlation at step (i + 1) en−1−i = 0

return e

Fig. 3. MESD attack to find secret scalar k

simultaneously. It remains to be investigated if Coron’s countermeasures can be
defeated in the general case.

An alternative to Coron’s countermeasures is to randomize the multiplica-
tion algorithm itself by introducing some random decisions. Two recent propo-
sitions [7,20] use a randomized addition-subtraction chain, which is equivalent
to represent the scalar with the alternative set of digits {0, 1,−1}. Both of them
claim excellent performances in terms of speed, so they appear to be very at-
tractive.

However, these countermeasures alone do not protect against SPA. This was
illustrated recently by several new attacks [16,18,19]. They result from the as-
sumption that distinguishing between the point addition (or subtraction) and
the doubling instruction is possible. At CHES’03, a unified framework for such
attacks, called the Hidden Markov Model attacks was proposed by Karlof and
Wagner [10]. Hence randomized representation techniques are useful to counter-
act DPA attack but need to be strengthened in order to resist SPA.

A possible enhancement is to use special elliptic curves where the point ad-
dition (or subtraction) and the doubling instruction require exactly the same
field operations [1,8,13]. Another approach is to transform these algorithms
into “double-and-add-always” algorithms. Basically, this corresponds to the SPA
countermeasure proposed by Coron [2]. The Ha and Moon’s paper [7] actually
proposes a SPA-immune algorithm using this technique. This strengthened ver-
sion still remains to be broken. In the next sections, we focus on this algorithm
and show how to break it using a completely different approach to the Markov
model. More generally we expose some important defects in this class of coun-
termeasures.

4.1 The Ha-Moon Countermeasure

It is well known that any positive integer k can be represented as a finite sum
of the form k =

∑
di × 2i where di is in a suitable fixed set of digits. When

di ∈ {0, 1}, we obtain the usual binary representation of k. Another possible
choice is to use the set of digits {0, 1,−1} then we speak of Binary Signed Digit
(BSD) representation. Such a representation of k is clearly no longer unique.
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However, there exists a unique representation where no two consecutive di’s are
non-zero, i.e. didi+1 = 0 for all i ≥ 0. This representation is called the “Non
Adjacent Form” (NAF).

The Ha-Moon countermeasure [7] uses concepts from the NAF recoding al-
gorithm to pick at random a representation from a scalar of initial length n bits.
Actually there exist many ways to build a representation of the form

k =
n−1∑
i=0

di × 2i

where di ∈ {0, 1,−1}. Indeed this system includes the binary representation,
thus all positive integers k ≤ 2n−1 are included along with their opposites. But
there are 3n possible combinations, so the representation is clearly redundant.
The proposed countermeasure picks one of these representations using an auxil-
iary random source. This randomization is described in Section 4.2. During the
process, it may increase the number of digits of k from n to n + 1.

Once a new representation of k has been chosen, the new digits are used in the
multiplication algorithm. With the usual methods, only doubling and addition
are mixed. Now, subtractions are also mixed into the algorithm. This idea of
mixing addition and subtraction in elliptic curve computations has been known
since a long time [15]. The full SPA-immune countermeasure with “double-and-
add always” algorithm becomes :

Input: a point P , an integer k =
∑n

i=0 di2i

Output: k × P
Q[0] = O
P [1] = P , P [−1] = −P and P [0] = P
for i from n down to 0

Q[0] = 2Q[0]
Q[1] = Q[0] + P [di]
Q[−1] = Q[1]
Q[0] = Q[di]

return Q[0]

Fig. 4. NAF based Multiplication Algorithm

4.2 The Randomization Algorithm

The technique used to generate digits di ∈ {0, 1,−1} is very efficient since it
uses a simple table and increases the length of the scalar by at most one digit. It
is very similar to the technique used to transform a binary representation into a
NAF representation, referred to as NAF recoding algorithm. An analysis of this
algorithm is given in [3]. For the purpose of our attack, we will describe it using
the following notations :
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A random value called R =
∑i=n−1

i=0 ri × 2i is generated and auxiliary carry
bits, called ci, are used (c0 is set to 0). The digits di are then computed using
the following table (taken from [7]).

Input Output
ki+1 ki ci ri ci+1 di

0 0 0 0 0 0
0 0 0 1 0 0
0 0 1 0 0 1
0 0 1 1 1 -1
0 1 0 0 0 1
0 1 0 1 1 -1
0 1 1 0 1 0
0 1 1 1 1 0
1 0 0 0 0 0
1 0 0 1 0 0
1 0 1 0 1 -1
1 0 1 1 0 1
1 1 0 0 1 -1
1 1 0 1 0 1
1 1 1 0 1 0
1 1 1 1 1 0

For instance, for a scalar of length n = 9 bits, k = 1110111102 = 478 and
with r = 1101010012 we obtain, c = 11101111002 and d = 1001̄10001̄02 where
1̄ = −1 by definition. We call a the sum of k and k

2 ⊕ r, and
∑i=n

i=0 ai × 2i its
binary representation. Consequently,

k + (
k

2
⊕ r) = a =

n∑
i=0

ai × 2i

The ci’s can be seen as the carry bits in this addition. Then, by definition of the
bits di’s in the previous table,

di = ai − (ki+1 ⊕ ri)

for 0 ≤ i ≤ n. Therefore, the following relation holds
n∑

i=0

di × 2i = a− (k/2⊕ r) = k

which shows that we actually compute an alternative representation of k.

5 Weaknesses in Randomized Representations

In this section, we describe how to attack the Ha-Moon full countermeasure.
Our attack takes advantage of inherent weaknesses in the randomized BSD rep-
resentation. Moreover, it might also be applied to any countermeasure based on
a similar principle.
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5.1 Collision Attacks

Side channel attacks based on collision detection have been recently applied
with success to block ciphers [24] and to public key cryptosystems [5]. Although
it might be difficult in practice to detect which computation is done by the
cryptographic device, it is usually much easier to detect internal data collisions.
For instance, by analyzing the power consumption of a smart card, an adversary
may be able to tell when the same sequence of instructions is executed by the
card. More precisely, if the card computes 2× A and 2×B, the attacker is not
able to tell the value of A nor B, but he is able to check if A = B. Such an
assumption is reasonable as long as the computation takes many clock cycles
and depends greatly on the value of the operand. A stronger variant of this
assumption has been validated by Schramm et al. in [24]. Indeed, they are able
to detect collisions during one DES round computation which is arguably more
difficult than detecting collisions during a doubling operation. If the noise is
negligible, a simple comparison of the power consumption curves is sufficient to
detect a collision.

We now focus on the randomized BSD representation and show how to obtain
internal data collisions using the randomization algorithm described previously.

5.2 Intermediate States in the Multiplication Algorithm

The randomization algorithm proposed in [7] apparently generates a large num-
ber of alternative representations of the number k. Since n bits of randomness
are used, we may indeed expect to obtain up to 2n different sequences of digits
di for each k. However, as we have seen before, there are only 3n+1 representa-
tions with (n + 1) digits di which must correspond to 2n possible values of k.
Consequently, there are on average ( ( 3

2

)n representations per value of k, and
not 2n randomized representations. Moreover, at each step of the multiplication
algorithm, the internal state may only take a reduced number of values. For sake
of simplicity, we suppose in the following that computations are made upwards,
while the algorithm initially proposed is downwards (see Figure 4). It should be
clear that both directions yield similar properties. In the upward direction, after
t steps, the value of Q[0] corresponds to

Q[0] =

(
t−1∑
i=0

di × 2i

)
× P = Dt × P

where Dt =
∑i=t−1

i=0 di×2i denotes the partial sum of the digits di and it is clear
that Dn+1 = k. At each step, the internal value Dt must also be compatible with
(k mod 2t). Indeed, when we reach the most significant bit, we obtain the right
value of k, except for a term of correction of the form dn × 2n. More generally,
it is easy to verify that

Dt = k mod 2t − εt × 2t
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where εt = 0 or 1. This can be directly seen from the relations of Section 4.2.
Indeed, at step number t,

Dt = ((k + (k/2⊕ r)) mod 2t)− ((k/2⊕ r) mod 2t)

Therefore, after t steps of computation, although there are 2t possible sequences
of random bits, only 2 intermediate values - say Vt and V ′

t - are possible, depend-
ing on εt. This is true independently of the direction of the computation . If we do
it upwards, these values are Vt = (k mod 2t)×P and V ′

t = ((k mod 2t)−2t)×P
respectively. Furthermore, in Figure 5, we have represented the full computa-
tion of a NAF representation on a small integer using a customized scale. The
two curves correspond to the two sequences of possible states Vt and V ′

t for
0 ≤ t ≤ n. At each step, the arrows represent the possible transitions. Horizon-
tal segments represent the case di = 0, while upwards and downwards segments
respectively represent the cases di = 1 and di = −1. Here, we use the value
k =100111101012. The upper and lower curve respectively correspond to the
representations 0100111101012 and 101̄1̄00001̄01̄1̄2.

0

kP

possible
transition

sequence of V’t

sequence of Vt

Fig. 5. A full NAF computation

However only a few state transitions are possible at each step. Indeed,

dt × 2t = Dt+1 −Dt

= kt × 2t + εt × 2t − εt+1 × 2t+1

Hence, dt = kt + εt − 2× εt+1. It is easy to see that when kt is fixed, there is a
unique solution for each value of dt
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kt dt εt εt+1

0 0 0 0
0 1 1 0
0 −1 1 1
1 0 1 0
1 1 0 0
1 −1 0 1

Thus, to each value of dt corresponds a unique transition from one internal
state to another at the corresponding step of computation. For instance, in the
case of the upwards algorithm, this table of transitions is given in figure 6. A
similar property holds in the downwards direction.
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dt = 1

dt = 0

dt = −1

Vt Vt+1

V ′
t V ′

t+1

kt = 1

Vt Vt+1

V ′
t V ′

t+1

dt = 0

dt = 1

dt = −1

kt = 0

Fig. 6. State transitions

5.3 Fundamental Weaknesses in the BSD Representation

Generally, although the number of valid randomized BSD representation for
any given scalar is huge, only 3 situations are possible locally, at each step of
the multiplication. If we analyze things more carefully, we notice that the ar-
guments given previously hold independently of the randomization algorithm
used to build an alternative representation of k. Indeed, after step t, the differ-
ence from the current intermediate value to the “real” intermediate value (the
one that should be obtained with the usual multiplication algorithm) has to be
±2t, otherwise it is impossible to correct this error at the following stages of
computation (indeed they correspond to powers of 2 greater than 2t). Thus, in-
dependently of the randomization algorithm, any given input scalar k yields a
small limited number of local behaviors of the multiplication algorithm.

As we argued previously, it is possible to detect when collisions occur in
the intermediate steps of computations by looking at the power consumption
curves. Over a set of measurements, 3 groups (dt = 0, dt = 1, dt = −1) will be
distinguished at each step t according to collisions on these power consumption
curves. Each group corresponds to a value of dt, but an attacker cannot tell
which group corresponds to which value.
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6 The Attack

In the last section, weaknesses of the BSD representation have been investigated.
We suppose that no additional countermeasure is added, thus an attacker can
repeat the same computation with a different randomization each time. This
provides him with a set of measurements. Depending on local behaviors, groups
can be built at each step of computation. In fact, when considering only one
step, the transitions do not provide any useful information on the secret scalar.
However, when considering two consecutive state transitions, we show that the
case kt = kt+1 and the case kt �= kt+1 can be distinguished.

6.1 Two Cases: Consecutive Key Bits That Are Equal and Different

First, let us consider the case where kt = kt+1 = 0 (similar observations hold
when kt = kt+1 = 1). Let pt(x) denote the probability that dt = x for x = 0, 1,−1

pt(x) = Prob [dt = x]

The transition function is represented in Figure 6. In addition, it is easy to see
from the randomization table of Section 4.2 that when two state transitions are
possible (corresponding to dt = ±1), both occur with probability 1

2 . For example,
in the case kt = kt+1 = 0, when considering two consecutive state transitions, it
is possible to derive the following relations :

pt+1(0) = pt(0) + pt(1) , pt+1(1) =
1
2
× pt(−1) , pt+1(−1) =

1
2
× pt(−1)

Therefore, the cardinality of the group of collisions corresponding to dt = 0
will grow very quickly when consecutive key bits are equal to 0. Actually, exactly
the same property holds when they are equal to 1. More precisely, when we start
from any probabilities at step t and two consecutive bits of the secret key are
the same, we can even guarantee that

pt+1(0) ≥ 1
2

Indeed, we have seen that pt(1) = pt(−1). Besides, pt(1) + pt(−1) + pt(0) = 1,
thus

pt(−1) ≤ 1
2

and
pt+1(0) = 1− pt+1(1)− pt+1(−1) = 1− pt(−1) ≥ 1

2
On the other hand, when two consecutive bits of secret key are different, the
probabilities tend to average. If we suppose kt = 0 and kt+1 = 1, then

pt+1(0) = pt(−1)

pt+1(1) =
1
2
× (pt(0) + pt(1))

pt+1(−1) =
1
2
× (pt(0) + pt(1))
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Using similar arguments as in the previous case, it is straightforward to verify
that all 3 probabilities fulfill

pt+1(x) ≤ 1
2

for x = 0, 1,−1. To summarize, we have two very distinct situations. When
two consecutive key bits are equal, one of the transitions will be by far over-
represented inside our group of measurements. It is guaranteed that this will
happen with probability ≥ 50%. In contrary, when two consecutive bits differ,
the probability of the 3 transitions tend to average and none can be > 50%.
Thus, we have two cases which are very easy to distinguish : kt = kt+1 and
kt �= kt+1.

The limit case is when the distribution of dt is of the form (1
2 , 1

2 , 0). In this
particular situation, it is difficult to distinguish kt = kt+1 from kt �= kt+1 since
both will yield distributions of the form (1

2 , 1
4 , 1

4 ) at the next step.

6.2 An Efficient Key Recovery Technique

As we have seen, it is easy in the general case to determine whether kt = kt+1
or kt �= kt+1 by observing the distributions of dt and dt+1. Roughly, using
100 measurement curves appears to be sufficient to recover this information.
However, we have a problem when the distribution at step i is close to ( 1

2 , 1
2 , 0).

Typically, this happens just after a long run of 0’s or 1’s. Then, the distribution
at the previous step was of the form (1, 0, 0). When the long run ends, we can
detect it easily because the distribution changes to (1

2 , 1
2 , 0). But the next step

is very tricky, since distributions will be the same whatever the next secret key
bit may be.

If the run is not too long - say t consecutive bits - there is a small bias
at the tricky step, say ε ( 2−t between both distributions. Thus they can be
distinguished if the number of available curves is about M ( 22t. In practice,
if n = 160 bits, there will be few runs of more than t = 5 consecutive equal
bits. We picked randomly 106 values of k and we obtained an average of 4.91
such long runs. Therefore, it is not a problem to guess the “tricky” bits in these
cases. For shorter runs (of length ≤ t), we can recover secret key bits after about
22t ( 1000 requests to the cryptographic device.

Moreover, our algorithm is quite resistant to errors of measurement. Indeed,
if this probability of error is not too high, we can basically apply the same sta-
tistical arguments, using an increased number of message. In situations were the
bias ε is smaller than the probability of error in the measurements, it may be-
come impossible to distinguish the two cases kt = kt+1 and kt �= kt+1. However,
as we argued previously, this happens quite rarely and it is not a problem to
guess a few additional bits of secret key.

6.3 Practical Simulation

We have implemented a simulation of our attack. Using numbers of length n =
160 bits, we have fixed threshold values corresponding to the previous analysis.
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For different values of the number of messages M , we have applied our technique.
Results are summarized in the following table (sequences have been truncated
to 40 bits in order to fit). The terminology of symbols is the following

– = represents the case kt = kt+1

– # represents the case kt �= kt+1

– ! represents the case when our algorithm has made an error
– ? represents the case when our algorithm has been unable to make a decision

M n Secret key Errors Unknowns
0010100100011101011111101111010011001011 . . .

10 160
=#!#?=#?==#????##=====#!===#?#=#??=###? . . .

Average over 1000 keys
8

10.7
46

43.6

100 160
=#?#?=##==#?=#?#?=====#?===#?#=#?#=##?? . . .

Average over 1000 keys
0

1.5
33

32.4

1000 160
=#?##=##==#==####=====#?===###=#=#=###= . . .

Average over 1000 keys
0

0.5
7

8.8

Then we repeated the same experience, but we introduced errors of measure-
ment. Supposing a 10% rate of errors, we obtain the following table

M n Secret key Errors Unknowns
0110010011001110101001100111010001000001 . . .

10 160
#=#=#??#??=#==##????#??=#=!#?#?=##====# . . .

Average over 1000 keys
14

20.9
47

48.0

100 160
#?#?##=#?#?#?=###?#=#?#=#?=###?=#?====# . . .

Average over 1000 keys
5

5.6
38

35.7

1000 160
#!#=##=#?#=#==#####=#=#=#==###==##====# . . .

Average over 1000 keys
1

2.6
10

10.9

One sees that our algorithm is quite efficient. In practice, 100 queries are
sufficient to reduce the entropy of the secret key to about 40 bits. Using 1000
messages, only 10 bits remain unknown. Errors of decision are not problematic,
since we can usually detect which positions are likely to cause such errors. Re-
covering the secret bits that remain unknown can be done in different ways. The
simpler technique is an exhaustive search, which is not a problem if the entropy is
of 40 bits. An improved strategy would be the “baby step-giant step” technique,
which would lower the complexity to 220, but would also require a memory of
size 220. It is still an open problem to avoid this memory complexity, for instance
using a lambda-method [21,25] when the missing bits are disseminated.

6.4 Link with Markov Model Cryptanalysis

Recently, a new framework for attacking randomized multiplication algorithm
has been proposed [10]. This technique is called Hidden Markov Model Crypt-
analysis (HMMC). The idea is that randomized computations realized by a cryp-
tographic device can be represented by a probabilistic finite state machine (which
might also support inputs), with known probabilities of transition. The attacker
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has no direct access to the state of the machine, however each state corresponds
to an output to which the attacker has access. This output can be seen as the
side channel information. The cryptanalysis problem is to infer the most likely
secret key from this partial information about the sequence of state. Applica-
tions have been proposed to variants of the “double-and-add” algorithm using
randomization, like [20]. In this case, the partial information is the sequence of
doubling instructions and additions performed during the computation.

However, this technique does not work on the full randomized BSD coun-
termeasure proposed in [7], since it uses a “double-and-add-always” algorithm.
Therefore, the usual attack based on distinguishing additions from doubling in-
structions does not work here. Although there exists a clear state transition
function, no obvious state-related output can be observed through side channel.

Our contribution here is a new attack that can still be viewed in the frame-
work of HMMC. Indeed, in our case, the probabilistic finite state machine con-
tains the 3 probabilities corresponding to di = 0, 1, and −1 in an unknown
order. What we observe corresponds to an experimental distribution resulting
from multiple measurements. We have shown that it was possible to infer the
sequence of states and the bits of secret key from this observation.

7 Conclusion

A new powerful attack against algorithms using a randomized BSD representa-
tion has been presented. It is based on detecting and exploiting internal collisions.
We have taken the example of Ha-Moon countermeasure and demonstrated how
to break their full SPA-immune algorithm, by comparing power consumption
curves for the same message and different randomizations. This is the first at-
tack against the full Ha-Moon countermeasure proposed at CHES’02. However
it works only in situations where the messages are not randomized.

More generally we have pointed out the lack of entropy in these BSD repre-
sentations. Indeed, at each step of computation, only a small number of states
are possible which results in collisions on intermediate values. Any reasonable
countermeasure based on randomizing the multiplication algorithm should guar-
antee locally a large number of possible internal states and a large number of
possible transitions from each state. Randomized BSD representations do not
satisfy this constraint, which is a fundamental weakness.
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Abstract. In the current work we propose a pipelining scheme for
implementing Elliptic Curve Cryptosystems (ECC). The scalar multi-
plication is the dominant operation in ECC. It is computed by a series
of point additions and doublings. The pipelining scheme is based on a
key observation: to start the subsequent operation one need not wait
until the current one exits. The next operation can begin while a part
of the current operation is still being processed. To our knowledge,
this is the first attempt to compute the scalar multiplication in such
a pipelined method. Also, the proposed scheme can be made resistant
to side-channel attacks (SCA). Our scheme compares favourably to all
SCA resistant sequential and parallel methods.

Keywords: Elliptic curve cryptosystems, pipelining, scalar multiplica-
tion, Jacobian coordinates.

1 Introduction

Elliptic Curve Cryptosystems (ECC) were first proposed independently by
Koblitz [16] and Miller [21] in 1985. The cryptosystem is based on the addi-
tive group of points on an elliptic curve over a finite field. It derives its security
from the hardness of the elliptic curve discrete logarithm problem (ECDLP).
For a carefully chosen curve over a suitable underlying field there is no subex-
ponential time algorithm to solve ECDLP. This fact enables ECC to provide a
high level of security with much smaller keys than RSA and primitives based on
discrete logarithm problems on finite fields. However, this security does not come
for free. The group operation in ECC is more complex than that of finite field
based cryptosystems. This provides a strong motivation for the cryptographic
community to work on ECC to make them more efficient.

The fundamental operation in ECC is scalar multiplication, namely, given an
integer m and an elliptic curve point P , the computation of mP . It is computed
by a series of doubling (DBL) and addition (ADD) operation of the point P , de-
pending upon the bit sequence representing d. A plethora of methods have been
proposed to perform the scalar multiplication in a secure and efficient way. For
an excellent review see [10]. The performance of all these methods is dependent
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on the efficiency of the elliptic curve group operations: DBL and ADD. In the
current work we will refer to them as EC-operations. EC-operations in affine
coordinates involve inversion, which is a very costly operation particularly over
prime fields. To avoid inversion various co-ordinate systems have been proposed
in literature. In this work we will use Jacobian coordinates.

In the current work we describe a very general technique to compute the
scalar multiplication. It can be applied to any scalar multiplication method that
only uses doubling and addition (or subtraction), with or without precomputa-
tions.

The computation of scalar multiplication proceeds in a series of EC-
operations. A key observation is that these operations can be computed in a
pipeline, so that the subsequent operation need not wait till the current one
exits. The ADD and DBL algorithms have their own set of inputs. These algo-
rithms can be divided into parts some of which can be executed with only a part
of the input. So one part of the algorithm can begin execution as soon as the cor-
responding part of the inputs is available to it. Thus two or more EC-operations
can be executed in a pipeline.

In the current work we propose a two stage pipeline. At any point of time
there will be at most two operations in the pipeline in a “Producer-Consumer Re-
lation”. The one which enters the pipeline earlier will be producing outputs which
will be consumed by the second operation as inputs. As soon as the producer
process exits the pipeline the subsequent EC-operation will enter the pipeline
as the consumer process. The earlier consumer would be producing outputs now
which will be consumed by the newer process.

Any processor capable of handling ECC must have capabilities (in hardware
or software) for executing field arithmetic. It must have modules for field ele-
ment addition, subtraction, multiplication and inversion. In computing the scalar
multiplication using a co-ordinate system other than affine coordinates, only one
field inversion is necessary. So the most important operations are addition and
multiplication. In the pipelined architecture we need a multiplier and an adder
for each of the pipe stages. The adder can be shared by the pipe stages as the
addition operation is much cheaper in comparison to multiplication. Note that
in this work, we will consider a squaring as a multiplication. However, this is
not true in general.

Our method will also require slightly more memory. As two EC-operations
will be computed simultaneously in two pipe stages more memory will be re-
quired for processing. This extra memory requirement is discussed in details in
Section 5.

In [17], [18], Paul Kocher et al. proposed Side-channel attacks (SCA), which
are considered to be the most potential threat against mobile devices and ECC.
Many countermeasures against SCA have been proposed in literature. Almost
all of them involve some computational overhead to resist SCA. One of the latest
methods proposed in [3] involves the least amount of computational overhead
to get rid of simple power analysis attacks (SPA). The authors divide each EC-
operation into atomic blocks which are indistinguishable from the side-channel.
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So, in this model the computation of scalar multiplication is a sequence of indis-
tinguishable atomic blocks. We use a variant of this method to resist SPA. To
resist DPA many standard methods can be incorporated to it.

In this work we have used the computation time of an atomic block as a
unit of time. One atomic block has one multiplication, two additions and one
negation. As computation time of an addition is quite small in comparison to
that of a multiplication, computation time of an atomic block is approximately
that of a finite field multiplication. A point addition (mixed coordinates) takes 11
atomic blocks and a doubling takes 10 atomic blocks. So they can be computed
in 10 and 11 units of time respectively. In our pipelining scheme an EC-operation
can be computed in 6 units of time. This leads to a significant improvement in
performance (see Section 5). Furthermore, our scheme can be combined with
windowing methods to obtain even faster scalar multiplication.

2 Background

In this section we briefly discuss the current state of affairs in ECC and side-
channel attacks.

2.1 Elliptic Curve Preliminaries

There exists an extensive literature on elliptic curve cryptography. Here we only
mention the results that we need, without proof. We refer the reader to [10] for
details. In the current work we will concentrate on curves over large prime fields
only. Over a finite field Fq, q = pr of odd characteristic p > 3, an elliptic curve
has an equation of the form y2 = x3 +ax+ b where a, b ∈ Fq and 4a3 +27b2 �= 0.
An elliptic curve point is represented using a pair of finite field elements. The
group operations in affine coordinates involve finite field inversion, which is a
very costly operations, particularly over prime fields [9]. To avoid these inver-
sions, various co-ordinate systems like, projective, Jacobian, modified Jacobian,
Chudnovsky-Jacobian have been proposed in literature [6]. We present our work
in Jacobian coordinates, which are extensively used in implementations. In Ja-
cobian coordinates, (X : Y : Z) represents the point (X/Z2, Y/Z3) on the curve.

The scalar multiplication is generally computed using a left-to-right binary
algorithm.
Binary Algorithm (left-to-right) for scalar multiplication
Input: An integer m = mn−12n−1 + · · ·+ m0, mn−1 �= 0 and a point P
Output: mP .
1. P0 = P
2. for i = 0 to n− 2;
3. Pi+1 = DBL(Pi);
4. if mn−2−i = 1
5. Pi+1 = ADD(Pi+1, P );
6. Return (Pn−1)
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The ADD operation in Jacobian coordinates is much cheaper if the Z-co-
ordinate of one point is 1. This operation is called mixed addition [6]. In imple-
mentations of scalar multiplication, the addition operation in Step 5 is generally
a mixed addition.

The algorithm needs n − 1 point doublings and on the average n/2 addi-
tions to compute the scalar multiplication. As computing the additive inverse
of a given point is almost for free, addition and subtraction in the elliptic curve
group have almost the same complexity. To reduce the complexity the Non-
adjacent form (NAF) representation of the scalar multiplier has been proposed.
In NAF, the coefficients of the representation belong to the set {0, 1, -1} and no
two consecutive coefficients are non-zero. The number of non-zero terms in NAF
representation is on the average n/3. Thus if the scalar multiplier is represented
in NAF, the average number of point additions in the scalar multiplication al-
gorithm reduces to n/3. To further reduce the number of additions the w-NAF
representations have been proposed (see [22] [5]). With a precomputed table
of size 2w−1 points, the number of additions comes down to n/(w + 1). The
complexity of scalar multiplication is thus dependent on the efficiency of point
addition and doubling. We discuss the ADD and DBL algorithm in Jacobian
coordinates below.

If two points P (X, Y, Z) and Pi(Xi, Yi, Zi) are in Jacobian coordinates, then
the double of Pi i.e. 2Pi = Pi+1(Xi+1, Yi+1, Zi+1) is computed as:

Xi+1 = M2 − 2S, Yi+1 = M(S −Xi+1)− 8Y 4
i and Zi+1 = 2YiZi,

where M = 3X2
i + aZ4

i and S = 4XiY
2
i .

The sum P + Pi = Pi+1(Xi+1, Yi+1, Zi+1) is computed as:
Xi+1 = W 3−2U1W

2+R2, Yi+1 = −S1W
2+R(U1W

2−Xi+1), Zi+1 = ZZiW ,
where U1 = XZ2

i , U2 = XiZ
2, S1 = Y Z3

i , S2 = YiZ
3, W = U1−U2, R = S1−S2.

Let [a], [m] and [s] denote the time required for one addition, multiplication
and squaring in the underlying field respectively. Then, ADD has complexity
7[a] + 12[m] + 4[s] and DBL has complexity 11[a] + 4[m] + 6[s]. In the current
work, we do not distinguish between a multiplication and a squaring and neglect
additions. So, roughly, we can say ADD involves 16 multiplications and DBL
involves 10 multiplications. Mixed addition is quite cheaper, requiring only 11
multiplications.

2.2 Side-Channel Attacks and Side-Channel Atomicity

Side-channel attacks (SCA) are one of the most dangerous threat to ECC-
implementations. Discovered by Paul Kocher et al. [17], [18] SCA reveals the
secret information by sampling and analyzing the side-channel information like
timing, power consumption and EM radiation traces. ECC is very suitable for
mobile and hand held devices, which are used in hostile outdoor environments.
Hence an implementation must be side-channel resistant. SCA’s which use power
consumption traces of the computation are called power attacks. Power attacks
subsumes timing attacks [11]. They can be divided into simple power attacks
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(SPA) and differential power attacks (DPA). Simple power attacks use infor-
mation from one observation to break the secret. Differential power attacks use
data from several observations and reveal the secret information by statistically
analyzing them. Power analysis can be performed with very inexpensive equip-
ments, hence the threat is real. Several countermeasures have been proposed in

Table 1. DBL Algorithm in Atomic Blocks

DBL Algorithm
Input: Pi(Xi, Yi, Zi)
Input: Pi = (Xi, Yi, Zi)
Output: 2Pi = (Xi+1, Yi+1, Zi+1)
Δ1 R1 = T8 × T8 (Z2

i
) Δ6 R4 = T7 × T7 (Y 2

i
)

* R2 = R4 + R4 (2Y 2
i )

* R2 = R4 + R4 (2Y 2
i

)

* *
* *

Δ2 R1 = R1 × R1 (Z4
i
) Δ7 R4 = T6 × R2 (2XiY 2

i
)

* R4 = R4 + R4 (S)

* R4 = −R4 (−S)

* R5 = R4 + R4 (−2S)

Δ3 R1 = a × R1 (aZ4
i
) Δ8 R3 = R1 × R1 (M2)

* T6 = R3 + R5 (Xi+1)

* *
* R4 = T6 + R4 (Xi+1 − S)

Δ4 R2 = T6 × T6 (X2
i
) Δ9 R2 = R2 × R2 (4Y 4

i
)

R3 = R2 + R2(2X2
i
) R2 = R2 + R2(8Y 4

i
)

* *
R2 = R3 + R2 (3X2

i
) *

Δ5 T8 = T7 × T8 (YiZi) Δ10 T7 = R1 × R4 (M(Xi+1 − S))

T8 = T8 + T8 (Zi+1) T7 = T7 + R2 (−Yi+1)

* T7 = −T7 (Yi+1)

R1 = R1 + R2 (M) *

literature to guard ECC against SPA and DPA (see [2], [7], [11], [15], [4] for
example). Almost all of them need some computational overhead for the im-
munization. Side-Channel Atomicity recently proposed in [3] involves nearly no
overhead. There, the authors split the EC-operations into atomic blocks, which
are indistinguishable from each other by means of side-channel analysis. Hence,
if an implementation does not leak out any data regarding which operation being
performed, the side-channel information becomes uniform. In order to immunize
our computations against SPA, we choose this countermeasure with some mod-
ifications. Our division of the EC-operations into atomic blocks will be different
than the one given in [3]. This is to facilitate our pipelining scheme.
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To immunize ECC from DPA, many countermeasures have been proposed.
Most of them involve randomization of the processed data, such as the repre-
sentation of the point or of the curve or of the scalar. We do not discuss the
these issues at length here. The interested reader can refer to Ciet’s Thesis [4]
for a comprehensive treatment. We just observe that almost all schemes can be
adapted to our method to make it DPA resistant.

3 Dividing EC-Operations into Atomic Blocks

We divide each EC-operation into atomic blocks. Following [3], each block con-
tains one multiplication and two additions. Subtraction is treated as a negation
followed by an addition. To accommodate subtractions we include one negation
in each atomic block. The atomic blocks are presented in Table 1 and Table 2.
Our ADD and DBL algorithms are designed, keeping in mind scalar multiplica-
tion algorithm. In the binary algorithm, described in Section 2.1 whenever an
addition is carried out, one input is fixed i.e. P . So we may assume that like
DBL, algorithm ADD has also one input Pi. Also, we can keep the point P in
affine coordinates and gain efficiency by using mixed addition algorithm. Note
that in Table 1 and Table 2, we have assumed that the EC-operations always get
their inputs (Xi, Yi, Zi) at three specific locations T6, T7, T8 respectively. Also,
the EC-operation write back their outputs as these are computed to these loca-
tions only. The coordinates of the point P = (X, Y, 1), which is an argument to
all addition operations are also stored in two specific locations Tx = X, Ty = Y .
Also, the curve parameter a needs to be stored. These six locations are pub-
lic in the sense that any EC-operations in any of the two pipe stages can use
them. One more location is required for the dummy operations. Both operations
in the pipeline will share this location. Besides while two EC-operations being
computed in the pipeline, each of them will have some locations (five each) pri-
vate to them to store their intermediate variables. Thus the method requires 17
locations for the computation.

In Table 2 we provide the mixed addition algorithm in atomic blocks.
Mixed addition requires 11 multiplications and doublings involves 10. So, adding
one dummy multiplication to the DBL and some additions and negations to
ADD/DBL, we can use whole of them as atomic blocks. However in that case we
have to use these EC-operations as atomic units of computation. So, one opera-
tion has to be completed before the other begins. We do not adopt this approach
as our aim in this work is to break the EC-operations into parts such that a part
of one can start execution while a part of another is still in the pipeline.

3.1 An Analysis of ADD and DBL

Let us analyze the ADD and DBL algorithms presented in the Table 1 and
Table 2. To DBL, there are three inputs, namely, Xi, Yi, Zi. It computes the
double of the input point. Let us look at the various atomic blocks more closely.
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We make the following observations on DBL:

– The atomic blocks Δ1, Δ2, Δ3 can be computed with the input Zi only.
– Input Xi is needed by DBL at block Δ4 and thereafter.
– The block Δ5 needs the input Yi as well. But Δ5 produces the output Zi+1.

So, the next EC-operation can begin after DBL completes Δ5.
– The atomic block Δ8 produces the output Xi+1.
– Δ10 produces the output Yi+1 and the process terminates.

Table 2. ADD Algorithm in Atomic Blocks

ADD Algorithm
Input: P = (Tx, Ty), Pi = (Xi, Yi, Zi)
Output: P + Pi = (Xi+1, Yi+1, Zi+1).
Γ1 R1 = T8 × T8 (Z2

i
) Γ7 R2 = R2 × R4 (−U1W2)

* R5 = R2 + R2 (−2U1W2)

* *
* *

Γ2 R2 = Tx × R1 (U1) Γ8 R1 = R4 × R1 (W3)

* R1 = R1 + R5 (W3 − 2U1W2)

R2 = −R2 (−U1) R3 = −R3 (−S1)

* R5 = R3 + T7 (S2 − S1 = −R)

Γ3 R3 = Ty × T8 (Y Zi) Γ9 T6 = R5 × R5 (R2)

* T6 = T6 + R1 (Xi+1)

*
* R2 = T6 + R2 (Xi+1 − U1W2)

Γ4 R3 = R3 × R1 (S1) Γ10 R2 = R5 × R2 (−R(Xi+1 − U1W2))

R1 = R2 + T6 (−W ) *
R1 = −R1 (W )

* *
Γ5 T8 = R1 × T8 (Zi+1) Γ11 T7 = R3 × R4 (−S1W2)

* T7 = T7 + R2 (Yi+1)

* *
* *

Γ6 R4 = R1 × R1 (W2)

*
*
*

If instead a subtraction should be performed (add the negative (−Tx, Ty)), incorporate
R2 = −Tx in Γ1 and replace the first step of Γ2 by R2 = R2 × R1.

We have similar observations on ADD:

– The atomic blocks Γ1, Γ2, Γ3 can be computed with the input Zi only.
– Input Xi is needed by ADD at block Γ4 and thereafter.
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– Γ5 produces the output Zi+1. So, the next EC-operation can begin after
ADD completes Γ5.

– The input Yi is not required till the atomic block Γ8.
– Γ9 produces the output Xi+1 and Γ11 produces Yi+1 and the process termi-

nates.

The most interesting part of this division into atomic blocks is that both EC-
operations perfectly match in a producer-consumer relation. In most situations
as we will see in the next section, as soon as an output is produced by the
producer process the consumer process consumes it. In some situations when
the consumer process requires the input before it is produced by the producer,
the consumer process has to wait an atomic block. However, such situations will
not arise much frequently, hence it does not affect the efficiency much.

4 Pipelining the Scalar Multiplication Algorithm in ECC

In this section we describe our pipelining scheme – a two stage one, each stage
executing an EC-operation in parallel. In the following discussion we assume
that the EC-operation executing in pipe stage 1 gets its inputs when it needs.
Later we will see, it is not always true. However such cases will not occur very
frequently.

In the computation of the scalar multiplication, an DBL is always followed
by an ADD or DBL, but an ADD is always followed by an DBL. So in the
proposed pipeline we always see a pattern like DBL(producer)-DBL(consumer)
or DBL(producer)-ADD(consumer) or ADD(producer)-DBL(consumer). This is
true even if the scalar is represented in NAF or w-NAF and makes the sequence
DBL-DBL more frequent.

Let us see how these EC-operations play their parts in this producer-
consumer relation. We show this in the Table 3. The atomic blocks Γi’s belong
to an ADD and Δj ’s belong to DBL. Besides we have given a superscript to
each of them to denote which EC-operation has entered the pipeline earlier. In
the following description we will refer to pipe stage 1 and pipe stage 2 as PS1
and PS2 respectively. Also, in this discussion our unit of time is time taken
to execute one atomic block. In the next three subsections we will discuss how
EC-operations coupled with each other behave in the pipeline.

4.1 DBL-DBL Scenario

Let us first consider the DBL-DBL scenario. It is presented in Columns 2 and 3
of Table 3.

– Let us assume that the first DBL (say, DBL(i)) and enters PS1 at time k+1.
– At time k + 5, DBL(i) produces its first output (Zi+1) and enters PS2. The

second doubling DBL(i+1) enters the stage PS1.
– At time k + 8, DBL(i) produces its second output. DBL(i+1) completes its

3rd atomic block Δ
(i+1)
3 at the same time.
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Table 3. EC-operations in the pipeline

DBL-DBL DBL-ADD ADD-DBL
Time PS1 PS2 PS1 PS2 PS1 PS2

k
...

...
...

...
...

...
k + 1 Δ

(i)
1 - Δ

(i)
1 - Γ

(i)
1 -

k + 2 Δ
(i)
2 - Δ

(i)
2 - Γ

(i)
2 -

k + 3 Δ
(i)
3 - Δ

(i)
3 - Γ

(i)
3 -

k + 4 Δ
(i)
4 - Δ

(i)
4 - Γ

(i)
4 -

k + 5 Δ
(i)
5 - Δ

(i)
5 - Γ

(i)
5 -

k + 6 Δ
(i+1)
1 Δ

(i)
6 Γ

(i+1)
1 Δ

(i)
6 Δ

(i+1)
1 Γ

(i)
6

k + 7 Δ
(i+1)
2 Δ

(i)
7 Γ

(i+1)
2 Δ

(i)
7 Δ

(i+1)
2 Γ

(i)
7

k + 8 Δ
(i+1)
3 Δ

(i)
8 Γ

(i+1)
3 Δ

(i)
8 Δ

(i+1)
3 Γ

(i)
8

k + 9 Δ
(i+1)
4 Δ

(i)
9 Γ

(i+1)
4 Δ

(i)
9 * Γ

(i)
9

k + 10 * Δ
(i)
10 Γ

(i+1)
5 Δ

(i)
10 Δ

(i+1)
4 Γ

(i)
10

k + 11 Δ
(i+1)
5 *

... Γ
(i+1)
6 * Γ

(i)
11

k + 12
... Δ

(i+1)
6

... Γ
(i+1)
7 Δ

(i+1)
5 *

– At time k + 9 DBL(i) computes Δ
(i)
9 and DBL(i+1) computes Δ

(i+1)
4 . Note

that DBL(i+1) requires its second input i.e. Xi in this block, which is available
to it. It was computed by DBL(i) in the previous atomic block.

– During time k + 10, DBL(i) computes Δ
(i+1)
10 and computes its third output

(Yi+1). DBL(i+1) should compute Δ
(i)
5 . But it needs its third input which is

being computed at this time only. Hence it waits. DBL(i) terminates at the
end of time k + 10.

– DBL(i+1) computes Δ
(i)
5 , produces its first output and moves to PS2 in the

next time unit. Although the other pipe stage is vacant now it can not be
utilized as DBL(i+1) has not yet produced its first output.

Note that in this scenario, when two DBL’s enter the pipeline one by one,
two pipeline stages remain idle (one at time k + 10 and another at time k + 11)
during the computations. We have marked them by ’*’ in the table. If the attacker
using the side-channel information can detect this he may be able to conclude
that two doubling were being computed now. To keep the adversary at bay we
can compute two dummy blocks at these times. That will also implement the
wait for the other process.

One can easily convince oneself that these choices are optimal. The computa-
tion of Zi+1 requires Yi which is only provided in the final stage of the previous
doubling. Hence, a wait stage cannot be avoided.
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4.2 DBL-ADD Scenario

Let us consider the situation when an DBL is followed by an ADD. This scenario
is described in Columns 4 and 5 of Table 3. Unlike the previous discussion we
will refer to the operations as ADD and DBL only, without any superscript.
Note that the DBL has entered the pipeline first and ADD later. Suppose the
DBL starts at time k + 1. We can see that:

– At time k + 5, DBL computes block Δ
(i)
5 , its first output Zi+1 and then it

enters PS2 at the next time unit.
– At time k + 6, the ADD enters at PS1, uses the output Zi+1 of DBL.
– At time k + 8, the DBL completes its block Δ

(i)
8 and produces the output

Xi+1.
– At time k+9, ADD computes Γ

(i+1)
4 . It needs its second input (Xi+1), which

is produced by the DBL in the previous time interval.
– At time k + 10, the DBL computes its last atomic block and provides its

third output. The ADD computes Γ
(i+1)
5 . The last output computed by the

DBL is required by the ADD two time units later.

In this scenario the coupling of operations is perfect. No pipeline stages are
wasted. Note however, that this sequence is always followed by a doubling. That
sequence is discussed in the next paragraph.

4.3 ADD-DBL Scenario

The scenario, when an ADD is followed by an DBL has been presented in
Columns 6 and 7 of Table 3. For sake of brevity we are not going for an anal-
ysis of it. One can see that here the combination of the EC-operations involves
three wait stages at times k + 9, k + 11 and k + 12. Still this is the optimal way
of performing this sequence and it fits perfectly after the DBL-ADD sequence
discussed above. In DBL-ADD-DBL the addition finishes 12 steps after entering
PS1 and at the same time the following doubling can enter PS2. These obser-
vations also guarantee that 6 atomic blocks are necessary for computation of
each EC-operation (see Section 5), except for the first and the last ones. This
requirement of 6 atomic blocks is exact and not just asymptotic.

5 Implementation and Results

In this section we will discuss the issues related to the implementation of the
scheme. Also, we will demonstrate the speed-up that can be achieved in an
implementation.
Hardware Requirement: As the proposed scheme processes two EC-operation
simultaneously, we will require more hardware support than is generally required
for ECC. To implement the pipe stages we will require a multiplier and an
adder for each of the pipe stages. As addition is a much cheaper operation
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than multiplication one adder can be shared between the pipe stages. We do
not need separate (multiplicative) inverter for each pipe stage. In fact, we need
only an inversion after completing all the EC-operations. So one inverter would
suffice. Thus, in comparison to a sequential computation we need only one more
multiplier to implement the proposed scheme.
Memory Requirement: In general ADD requires 7 locations and DBL re-
quires 6 locations in memory in sequential execution, where one EC-operation is
executed at a time. So in a sequential implementation the whole scalar multipli-
cation can be computed using 7 locations for the EC-operations. The proposed
scheme requires 17 memory locations i.e. 10 extra memory locations. From the
space this corresponds to 5 precomputed points, however our scheme needs ac-
tive registers and not only storage. For a fair comparison we will later compare
our algorithm to a sequential one with 8 precomputed points.
Synchronization: As we have said there are seven locations where some values
will be stored during whole process of computation. So, if two processes working
at two stages of the pipeline wish to access these values simultaneously, conflict
may arise. Particularly, if one process is trying to read and the other is trying
to write the same location at the same time, then it will lead to a very serious
problem. The input values X, Y and a are static and no attempt is made to write
on these locations. Checking the above tables one can observe that the atomic
blocks are arranged in a manner that no conflicts occur.
Resistance Against SCA: As the technique uses side-channel atomicity, it
is secure against simple power analysis under the assumption (cf. [3,4]) that
dummy operations cannot be detected and that squarings and multiplications
are indistinguishable from the side channel. Note that the Hamming weight of
the scalar is leaked; we come back on this later. To resist DPA Joye-Tymen’s
curve randomization [15] can be easily adopted into the scheme. It will require
two more storage locations. As the scheme uses affine representation of the point,
it is does not adapt directly to Coron’s point randomization [7]. However, note
that after the first doubling, the output point is no more affine. Hence it can
be randomized. Also this later randomization does not compromise the security
because, the first EC-operation is always a doubling.

A second option is to do the preprocessing step T6 = Tx × Z2, T7 = Ty ×
Z3, T8 = Z, for some randomly chosen Z. This requires 4 multiplications and the
input to the first doubling is no longer affine; hence, the costs are higher than
in the first proposal. Both ways there is absolutely no problem in the scheme to
adapt to scalar randomizations.
Performance: We discuss the performance of the scheme in depth. There are
two multipliers, one for each of the pipe stages. The multiplications in the atomic
blocks being executed in the pipe stages are computed in parallel. As said ear-
lier, the scheme can be made resistant against DPA, using various randomization
techniques. That will require some routine computations. In the discussion below
we neglect these routine computations. Also, we will neglect the routine com-
putation required at the end to convert the result from the Jacobian to affine
coordinates.
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To compute mP , if m has hamming weight h and length n one has to compute
n − 1 DBL and h ADD. An DBL operation requires 10 atomic blocks and an
ADD requires 11 atomic blocks to complete. In a sequential execution that will
consume 10(n− 1) + 11h units of time.

In the binary algorithm with the scalar multiplier m expressed in binary,
h = n/2 on average. So, the computation of the scalar multiplication requires
10(n − 1) + 11(n/2) = 15.5n − 10 atomic blocks. That is, one has to compute
about 15.5 atomic blocks per bit on the average. If m is represented in 160 bits,
i.e. n = 160, the scalar multiplication can be carried out by executing 2470
atomic blocks or in 2470 units of time.

In NAF representation of the multiplier, h = n/3 on average. So the com-
putation time is 10(n − 1) + 11 × n/3 time units. That is one has to compute
about 13.6n atomic blocks or 13.6 atomic blocks per bit of the multiplier. If m
is expressed in NAF and n = 160, the computation requires to execute 2177
atomic blocks. That is the computation takes 2177 units of time.

The binary methods with or without NAF representation use less memory
than our methods. For sake of fairness let us compare the performance of our
method with with the method using w-NAF (see [22]). The method requires
storing of 2w−1 points and n−1 doublings and 1/(w+1) additions on the average.
For a scalar of 160 bits with w = 5, the method in a sequential execution requires
to store 16 points and computes the scalar multiplication in 1893 units of time.
Example:
In Table 4, we have exhibited the computation process for a small scalar multi-
plier 38 = 100110. To compute 38P , one has to carry out EC-operations as DBL,
DBL, DBL, ADD, DBL, ADD, DBL. Note that this multiplier encompasses all
possibilities, i.e. DBL-DBL, DBL-ADD and ADD-DBL. The computation takes
46 units of time. In the table we have shown how the computation progresses.
Each atomic block has been assigned a superscript to denote the serial number
of the EC-operation to which it belongs. Also some atomic blocks are prefixed
or suffixed by (X) or (Y ) or (Z). A suffix indicates that at that atomic block
the EC-operation outputs the corresponding value. A prefix indicates that at the
specified atomic block the EC-operation consumes that input. Also, a ’#’ sign in
the time column indicates that an EC-operation exits the pipeline at that time.
A ’*’ in a pipe stage indicates a dummy atomic block has to be computed there.
A ’-’ indicates no computation.

As we can check from the table, in the pipelining scheme, the first EC-
operation which is usually an DBL, completes in 10 time units. In fact, as we
take the base point in affine coordinates, first three blocks are not necesssary
and it needs only 7 blocks. If we use Coron’s randomization here 5 more blocks
are required for that. After that an EC-operation (be it an DBL or an ADD)
completes in every 6 units of time. Let m be represented by n bits with hamming
weight h. Then the scalar multiplication will involve h + n − 1 EC-operations
(n − 1 doublings and h additions). The first doubling will take 7 units of time
and the other n + h − 2 will be computed in 6 units of time in the pipelining
scheme. So it will take 7+6(n+h− 2)+5 = 6(n+h) units of time. For a scalar
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Table 4. An Example of the Pipelining

Time PS1 PS2 Time PS1 PS2

1 (Z)Δ(1)
1 - 24 Δ

(5)
2 Γ

(4)
7

2 Δ
(1)
2 - 25 Δ

(5)
3 (Y )Γ (4)

8

3 Δ
(1)
3 - 26 * Γ

(4)
9 (X)

4 (X)Δ(1)
4 - 27 (X)Δ(5)

4 Γ
(4)
10

5 (Y )Δ(1)
5 (Z) - 28# * Γ

(4)
11 (Y )

6 (Z)Δ(2)
1 Δ

(1)
6 29 (Y )Δ(5)

5 (Z) *
7 Δ

(2)
2 Δ

(1)
7 30 (Z)Γ (6)

1 Δ
(5)
6

8 Δ
(2)
3 Δ

(1)
8 (X) 31 Γ

(6)
2 Δ

(5)
7

9 (X)Δ(2)
4 Δ

(1)
9 32 Γ

(6)
3 Δ

(5)
8 (X)

10# * Δ
(1)
10 (Y ) 33 (X)Γ (6)

4 Δ
(5)
9

11 (Y )Δ(2)
5 (Z) * 34# Γ

(6)
5 (Z) Δ

(5)
10 (Y )

12 (Z)Δ(3)
1 Δ

(2)
6 35 (Z)Δ(7)

1 Γ
(6)
6

13 Δ
(3)
2 Δ

(2)
7 36 Δ

(7)
2 Γ

(6)
7

14 Δ
(3)
3 Δ

(2)
8 (X) 37 Δ

(7)
3 (Y )Γ (6)

8

15 (X)Δ(3)
4 Δ

(2)
9 38 * Γ

(6)
9 (X)

16# * Δ
(2)
10 (Y ) 39 (X)Δ(7)

4 Γ
(6)
10

17 (Y )Δ(3)
5 (Z) * 40# * Γ

(6)
11 (Y )

18 (Z)Γ (4)
1 Δ

(3)
6 41 (Y )Δ(7)

5 (Z) *
19 Γ

(4)
2 Δ

(3)
7 42 - Δ

(7)
6

20 Γ
(4)
3 Δ

(3)
8 (X) 43 - Δ

(7)
7

21 (X)Γ (4)
4 Δ

(3)
9 44 - Δ

(7)
8 (X)

22# Γ
(4)
5 (Z) Δ

(3)
10 (Y ) 45 - Δ

(7)
9

23 (Z)Δ(5)
1 Γ

(4)
6 46# - Δ

(7)
10 (Y )

Table 5. Comparison of Performance for n = 160

Algorithm Binary NAF w-NAF (w = 4)
Sequential 2477 2177 1893
Pipelined 1438 1278 1152

multiplier of length n bits represented in binary form, h = n/2 on average. Thus
the pipelining scheme will require 6(n + n/2) = 9n units of time on the average.
For n = 160 the proposed scheme will take 1440 units of time to compute the
scalar multiplication.

If the scalar multiplier is expressed in NAF, then h = n/3 on the average.
Hence time requirement will be 8n time-units. This implies, for n = 160 the time
required is 1280. In either case it is a speed-up of around 41 percent.

Note that in both cases described above our method is better than even
sequential w-NAF method. If w-NAF is used in pipelining scheme with those
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extra storage, then for w = 4, the scalar multiplication can be computed in 1152
units of time. We have summarized this discussion in the Table 5.
Comparison with Parallel Implementations

Parallelised computation of scalar multiplication on ECC was described for
the first time by Koyama and Tsuruoka in [19]. A special hardware was used
to carry out the computation in their proposal. We compare our scheme with
some of the recent proposals which are claimed to be SCA resistant. The scheme
proposed in [8], uses a parallelized encapsulated-add-and-double algorithm us-
ing Montgomery arithmetic. This algorithm uses two multipliers and takes 10[m]
computations per bit of the scalar. Our algorithm as shown previously with NAF
representation of the scalar takes only 8[m] computation per bit. The storage
requirements are similar. Furthermore, we can obtain additional speed-up by
allowing precomputations. In [1], the authors have proposed efficient algorithms
for computing the scalar multiplication with SIMD (Single Instruction Multiple
data). Similar and more efficient algorithms are also proposed in [12]. In [12]
the authors have given two proposals. The first proposal, like our scheme, does
not use precomputations and takes 1629[m] to compute the scalar multiplication.
They have taken [s] = 0.8[m] and the cost includes all routine calculation includ-
ing the cost of Joye-Tymen’s countermeasure for DPA. In contrast, pipelining
requires only 1319[m] (all inclusive). Their second proposal uses precomputed
points, applies signed window expansions of the scalar and is quite efficient.
However, in a later work with Möller, the same authors (see [11]) remark that
using a precomputed table in affine coordinates is not secure against fixed table
attacks, a differential power attack. Even in Jacobian coordinates while using a
fixed precomputed table, the values in the table should always be randomized
before use.
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and Dr. P. Sarkar for reading the manuscript of the paper and giving some
constructive comments. Particularly, he is greatly indebted to Dr. Lange, who
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Abstract. In the execution on a smart card, side channel attacks such as
simple power analysis (SPA) and the differential power analysis (DPA)
have become serious threat [15]. Side channel attacks monitor power
consumption and even exploit the leakage information related to power
consumption to reveal bits of a secret key d although d is hidden inside a
smart card. Almost public key cryptosystems including RSA, DLP-based
cryptosystems, and elliptic curve cryptosystems execute an exponentia-
tion algorithm with a secret-key exponent, and they thus suffer from both
SPA and DPA. Recently, in the case of elliptic curve cryptosystems, DPA
is improved to the Refined Power Analysis (RPA), which exploits a spe-
cial point with a zero value and reveals a secret key [10]. RPA is further
generalized to Zero-value Point Attack (ZPA) [2]. Both RPA and ZPA
utilizes a special feature of elliptic curves that happens to have a special
point or a register used in addition and doubling formulae with a zero
value and that the power consumption of 0 is distinguishable from that of
an non-zero element. To make the matters worse, some previous efficient
countermeasures are neither resistant against RPA nor ZPA. Although
a countermeasure to RPA is proposed, this is not universal countermea-
sure, gives each different method to each type of elliptic curves, and is
still vulnerable against ZPA [30]. The possible countermeasures are ES
[3] and the improved version [4]. This paper focuses on countermeasures
against RPA, ZPA, DPA and SPA. We show a novel countermeasure
resistant against RPA, ZPA, SPA and DPA without any pre-computed
table. We also generalize the countermeasure to present more efficient
algorithm with a pre-computed table.

Keywords: Elliptic curve exponentiation, ZPA, RPA, DPA, SPA.

1 Introduction

Koblitz [14] and Miller [20] proposed a method by which public key cryptosys-
tems can be constructed on the group of points of an elliptic curve over a fi-
nite field. If elliptic curve cryptosystems satisfy both MOV-conditions [19] and
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FR-conditions [7], and avoid p-divisible elliptic curves over Fpr [31,1,29], then
the only known attacks are the Pollard ρ−method [26] and the Pohlig-Hellman
method [25]. Hence with current knowledge, we can construct elliptic curve cryp-
tosystems over a smaller definition field than the discrete-logarithm-problem
(DLP)-based cryptosystems like the ElGamal cryptosystems [9] or the DSA [8]
and RSA cryptosystems [27]. Elliptic curve cryptosystems with a 160-bit key are
thus believed to have the same security as both the ElGamal cryptosystems and
RSA with a 1,024-bit key. This is why elliptic curve cryptosystems have been
attractive in smart card applications, whose memory storage and CPU power is
very limited. Elliptic curve cryptosystems execute an exponentiation algorithm
of dP for a secret key d and a publicly known P as a cryptographic primitive.
Thus, the efficiency of elliptic curve cryptosystems on a smart card depends on
the implementation of exponentiation.

In the execution on a smart card, side channel attacks such as the simple
power analysis (SPA) and the differential power analysis (DPA) have become
serious threat. Side channel attacks, first introduced in [15,16], monitor power
consumption and even exploit the leakage information related to power consump-
tion to reveal bits of a secret key d although d is hidden inside a smart card.
Thus, it is a serious issue that the implementation should be resistant against
SPA and DPA, and many countermeasures have been proposed in [3,4,13,16,
21,22,24]. We may note here that almost public key cryptosystems including
RSA and DLP-based cryptosystems also execute an exponentiation algorithm
with a secret-key exponent, and, thus, they also suffer from both SPA and DPA
in the same way as elliptic curve cryptosystems. However, recently, in the case
of elliptic curve cryptosystems, DPA is further improved to the Refined Power
Analysis (RPA) by [10], which exploits a special point with a zero value and
reveals a secret key. An elliptic curve happens to have a special point (0, y) or
(x, 0), which can be controlled by an adversary because the order of basepoint is
usually known. RPA utilizes such a feature that the power consumption of 0 is
distinguishable from that of an non-zero element. Although elliptic curve cryp-
tosystems are vulnerable to RPA, RPA are not applied to RSA or DLP-based
cryptosystems because they don’t have such a special zero element. Further-
more, RPA is generalized to Zero-value Point Attack (ZPA) by [2]. ZPA makes
use of any zero-value register used in addition formulae. ZPA utilizes a special
feature of elliptic curves that addition and doubling formulae need a lot of each
different operations stored in auxiliary registers, one of which happens to be-
come 0. To make the matters worse, some previous efficient countermeasures of
the randomized-projective-coordinate method (RPC)[6] or the randomized-curve
method (RC)[13] are neither resistant against RPA nor ZPA. Because, a special
point (0, y) or (x, 0) has still a zero value even if it is converted into (0, ry, r) or
(rx, 0, r) by using RPC or RC. A countermeasure to RPA is proposed in [30], but
this is not a universal countermeasure, gives each different method to each type
of elliptic curves, and is still vulnerable against ZPA. The only possible counter-
measure is the exponent-splitting method (ES) in [3,4], which splits an exponent
and computes dP = rP + (d − r)P = �d/r�rP + (d mod r)P by using a ran-
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dom number r. ES computes dP by the same cost as the add-and-double-always
algorithm with an extra point for computation.

This paper focuses on countermeasures against both RPA and ZPA, which
are also resistant against both SPA and DPA. Our countermeasure makes use
of a random initial point R, computes dP + R, subtracts R, and gets dP . By
using a random initial point at each execution of exponentiation, any point
or any register used in addition formulae changes at each execution. Thus, it
is resistant against DPA, RPA, and ZPA. In order to be secure against SPA,
we have to compute dP + R in such a way that it does not have any branch
instruction dependent on the data being processed. The easiest way would be to
compute dP + R in the add-and-double-always method[6]. However, it does not
work so straightforwardly if we execute it from MSB as we will see below. Our
remarkable idea lies in the computation method of dP + R that uses the binary
expansion from MSB and not LSB and is resistant against SPA. The binary
expansion from MSB has an advantage over that from LSB in that it is more
easily generalized to a sophisticated method with a pre-computed table like the
window method[18] or the extended binary method [32]. Let us remark that the
computation of dP + R based on the binary expansion from LSB is realized in
the straightforward way: change an initial value O to R in the binary expansion
from LSB as follows [12]:

dP + R = R + d0P + d12P + d22(2P ) + · · ·+ dn−12(2n−2)P

with the binary expansion of d = (dn−1, · · · , d0)2. We can easily change the
algorithm to the add-and-double-always method. However, the computation of
dP + R based on the binary expansion from MSB (see Algorithm 1) is not
straightforward: if we change an initial value O to R in the binary expansion
from MSB, then it computes 2n−1R+dP , and we thus have to subtract 2n−1R to
get dP . Apparently, it needs more work than the straightforward way of binary
expansion from LSB.

In this paper, we first show the basic computation method of dP + R that
uses the binary expansion from MSB and is resistant against SPA. This is called
BRIP in this paper. Next we apply the extended binary method[32] and present
more efficient computation method of dP +R with a pre-computed table, which
is still resistant against SPA. This is called EBRIP in this paper. EBRIP is
a rather flexible algorithm that can reduce the total computation amount by
increasing the size of a pre-computed table. BRIP can get dP in the computation
of approximately 24.0 M in each bit without using a pre-computed table, where
M shows the computation amount of 1 modular multiplication on the definition
field. EBRIP can get dP in the computation of approximately 12.9 M in each bit
with using a pre-computed table of 16 points. Compared with the previous RPA-,
ZPA-, and SPA-resistant method ES, the computation amount of BRIP is the
same as that of ES without an extra point for computation and the computation
amount of EBRIP can be reduced to only 54 % of that of ES.

This paper is organized as follows. Section 2 summarizes some facts of el-
liptic curves like coordinate systems and reviews power analysis of SPA, DPA,
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RPA, and ZPA together with some known countermeasures. Section 3 presents
our new countermeasures, the basic countermeasure (BRIP) and the general-
ized countermeasure with a pre-computed table (EBRIP). Section 4 presents
the performance of our strategy compared with the previous RPA-, ZPA-, and
SPA-resistant countermeasure.

2 Preliminary

This section summarizes some facts of elliptic curves like coordinate systems and
reviews power analysis of SPA, DPA, RPA, and ZPA together with some known
countermeasures.

2.1 Elliptic Curve

Let Fp be a finite field, where p > 3 is a prime. The Weierstrass form of an
elliptic curve over Fp is described as

E/Fp : y2 = x3 + ax + b (a, b ∈ Fp, 4a3 + 27b2 �= 0).

The set of all points P = (x, y) satisfying E, together with the point of infinity
O, is denoted by E(Fp), which forms an abelian group. Let P1 = (x1, y1) and
P2 = (x2, y2) be two points on E(Fp) and P3 = P1 + P2 = (x3, y3) be the sum.
Then the addition formulae in affine coordinate are given as follows [5].
•Addition formulae in affine coordinate(P �= ±Q)

x3 = λ2 − x1 − x2, y3 = λ(x1 − x3)− y1,

where λ = (y2 − y1)/(x2 − x1).
•Doubling formulae in affine coordinate(P = ±Q)

x3 = λ2 − 2x1, y3 = λ(x1 − x3)− y1,

where λ = (3x2
1 + a)/(2y1).

Let us denote the computation time of an addition (resp. a doubling) in the affine
coordinate by t(A+A) (resp. t(2A)) and represent multiplication (resp. inverse,
resp. squaring) in Fp by M (resp. I, resp. S). Then we see that t(A + A) =
I + 2M + S and t(2A) = I + 2M + 2S. Both addition and doubling formulae
need one inversion over Fp, which is much more expensive than multiplication
over Fp. Therefore, we transform affine coordinate(x, y) into other coordinates,
where the inversion is free. We give the addition and doubling formulae with
Jacobian coordinate, which are widely used.

In the Jacobian coordinates [5], we set x = X/Z2 and y = Y/Z3, giving the
equation

EJ : Y 2 = X3 + aXZ4 + bZ6.
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Then, two points (X, Y, Z) and (r2X, r3Y, rZ) for some r ∈ F
∗
p are recognized

as the same point. The point at infinity is represented with (1, 1, 0). Let P1 =
(X1, Y1, Z1), P2 = (X2, Y2, Z2), and P3 = P1 + P2 = (X3, Y3, Z3). The doubling
and addition formulae can be represented as follows.
•Addition formulae in Jacobian coordinate(P �= ±Q)

X3 = −H3 − 2U1H
2 + R2,

Y3 = −S1H
3 + R(U1H

2 −X3),
Z3 = Z1Z2H,
where U1 = X1Z

2
2 , U2 = X2Z

2
1 , S1 = Y1Z

3
2 , S2 = Y2Z

3
1 , H = U2 − U1, and

R = S2 − S1.
•Doubling formulae in Jacobian coordinate(P = ±Q)

X3 = T, Y3 = −8Y 4
1 + M(S − T ), Z3 = 2Y1Z1,

where S = 4X1Y
2
1 , M = 3X2

1 + aZ4
1 , and T = −2S + M2.

The computation times in the Jacobian coordinate are t(J + J ) = 12M + 4S
and t(2J ) = 4M + 6S, where J means Jacobian coordinates.

Elliptic curve cryptosystems often execute the elliptic curve exponentiation
of dP = P +P + · · ·+P , where P ∈ E(Fp) and d is an n-bit integer. The simple
method to compute dP is a so-called binary algorithm. Algorithm 1 shows the
binary algorithm to compute dP from MSB, where the binary expansion of d is
d = (dn−1, · · · , d0). Average computing complexity of Algorithm 1 is nD+n/2A,
where A and D denotes the computation amount of addition and doubling,
respectively. When we compute dP from LSB, we have to keep another point
2iP instead of T1 = P but can apply the iterated doubling formulae in Jacobian
coorinate [11], which computes 2kP for k ≥ 1 by 4kM +(4k +2)S. However, the
binary algorithm from LSB is not easily generalized to a sophiticated method
with a pre-computed table.

Algorithm 1 (Binary algorithm (MSB))
Input: d, P
Output: dP
1. T0 = ′, T1 = P.
2. for i = n− 2 to 0

T0 = 2T0
if di = 1 then T0 = T0 + T1

3. output T0.

2.2 Power Analysis

There are two types of power analysis, the simple power analysis (SPA) and the
differential power analysis (DPA), which are described in [15,16]. In the case
of elliptic curve and also hyper elliptic curve, DPA is further improved to use
a special point with a zero value, which is called the Refined Power Analysis
(RPA) [10]. RPA is generalized to the Zero-value Point Analysis (ZPA) [2]. In
this paper, DPA, RPA, and ZPA are called DPA variants generically.
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Simple Power Analysis. SPA makes use of such an instruction performed
during an exponentiation algorithm that depends on the data being processed.
Apparently, Algorithm 1 has a branch instruction conditioned by a secret expo-
nent d, and thus it reveals the secret d. In order to be resistant against SPA, any
branch instruction of exponentiation algorithm should be eliminated. There are
mainly two types of countermeasures: the fixed procedure method [6] and the
indistinguishable method [3]. The fixed procedure method deletes any branch in-
struction conditioned by a secret exponent d like add-and-double-always method
[6], Montgomery-ladder method [23], and window-based method [18]. Add-and-
double-always method is described in Algorithm 2. The indistinguishable method
conceals all branch instructions of exponentiation algorithm by using indistin-
guishable addition and doubling operations, in which dummy operations are
inserted.

Algorithm 2 (Add-and-double-always algorithm)
Input: d, P
Output: dP
1. T0 = P and T2 = P.
2. for i = n− 2 to 0

T0 = 2T0. T1 = T0 + T2.
if di = 0 then T0 = T0.
else T0 = T1.

3. output T0.

Differential Power Analysis. DPA uses correlation between power consump-
tion and specific key-dependent bits. Algorithm 2 reveals dn−2 by computing
the correlation between power consumption and any specific bit of the binary
representation of 4P. In order to be resistant against DPA, power consump-
tion should be changed at each new execution of the exponentiation. There
are mainly 3 types of countermeasures, the randomized-projective-coordinate
method (RPC) [6], the randomized curve method (RC)[13], and the exponent
splitting (ES) [3,4]. RPC uses the Jacobian or Projective coordinate to random-
ize a point P = (x, y) into (r2x, r3y, r) or (rx, ry, r) for a random number r ∈ F

∗
p,

respectively. RC maps an elliptic curve into an isomorphic elliptic curve by us-
ing an isomorphism map of (x, y) to (c2x, c3y) for c ∈ F

∗
p. However, all these

two methods are vulnerable against RPA and ZPA, which will be described in
Section 2.2. The only method secure against RPA and ZPA is ES, which splits
an exponent and computes dP = rP + (d− r)P for a randomly integer r.

Refined Power Analysis and Zero-value Point Attack. DPA is special-
ized to reveal a secret key d by using a special elliptic-curve point with a zero
value, which is defined as (x, 0) or (0, y). These special points of (x, 0) and (0, y)
still have a zero value like (rx, 0, r) and (0, ry, r) even if it is converted into the
projective coordinate, respectively. This is why special points can not be ran-
domized by RPC or RC, and an adversary can thus make use of a zero value in
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the execution of exponentiation. A countermeasure to RPA are proposed in [30],
but this is not a universal countermeasure, gives each different method to each
type of elliptic curves, and is still vulnerable against ZPA, described below.

RPA is generalized to ZPA by [2], which makes use of any zero-value register
in addition formulae, which is not randomized by RPC or RC. The addition
and doubling formulae have a lot of each different operations stored in auxiliary
registers, one of which may become zero. ZPA uses the difference in any zero
value register between addition and doubling.

We may note that ES can resist both RPA and ZPA because an attacker
cannot handle an elliptic curve point in such a way that any special point with
zero-value value can appear during an execution of exponentiation algorithm.

3 Efficient Countermeasures Against SPA and DPA
Variants

In this section, we propose a new countermeasure against all DPA variants.

3.1 Our Basic Countermeasure

Here we show our basic countermeasure, called BRIP. Our method uses a ran-
dom initial point (RIP) R, computes dP + R, and subtracts R to get dP . By
using a random initial point at each execution of exponentiation, any point or
any register used in addition formulae changes at each execution. Thus, it is re-
sistant against DPA, RPA, and ZPA. In order to be secure against SPA, we have
to compute dP + R in such a way that it does not have any branch instruction
dependent on the data being processed. Our remarkable idea lies in a sophisti-
cated combination to compute dP + R from MSB by the same complexity as
Algorithm 2: first let 1 express 1 = (111 · · · 11)2 and apply the extended binary
method [17] to compute

(1 11 · · · 11︸ ︷︷ ︸
n

)2R + (dn−1dn−1 · · · d1d0︸ ︷︷ ︸
n

)2P.

Algorithm 3 shows our idea in detail. We get dP by computing dP + R and
subtracting R. BRIP makes all variables T0, T1, and T2 dependent on a random
point R, and thus let all variables of each addition and doubling differ at each
execution.

Algorithm 3 (Binary Expansion with RIP (BRIP))
Input: d, P
Output: dP
1. R =randompoint()
2. T0 = R, T1 = −R, T2 = P −R
3. for i = n− 1 to 0

T0 = 2T0
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if di = 0 then T0 = T0 + T1
else T0 = T0 + T2

4. output T0 + T1

We discuss the security, the computation amount, and the memory amount.
BRIP lets the power-consumption pattern be fixed regardless of the bit pattern of
a secret key d, and thus it is resistant against SPA. The resistance against DPA
depends on the method of generating a random initial point R. The simplest
way to generate R is to generate the x-coordinate randomly and compute the
corresponding y-coordinate if exists. It should require much work. The cheaper
way is to keep one point R0 and convert R0 into a randomized point R by
RPC [12]. If R is chosen randomly by some ways mentioned above, BRIP can
be resistant against DPA, RPA, and ZPA, since any special point or zero-value
register can not appear during each execution. The computation amount required
for Algorithm 3 is nD + nA, which is the same as Algorithm 2. The number of
variables necessary for computation is only 3.

3.2 Our Generalized Countermeasure

Our basic countermeasure BRIP can be generalized to a faster method with a
pre-computed table since BRIP makes use of the binary expansion from MSB.
We may note that the binary expansion from LSB can not be easily generalized
to a faster method with a pre-computed table.

As for methods of using a pre-computed table, there are mainly two methods:
the window method [18] and the extended binary method [17,32]. The extended
binary method is originally used to compute two exponentiations aP +bQ, which
is applied to compute one exponentiation as follows [32]. Let d =

∑n−1
i=0 di2i and

n be even.

1. Divide d into two components of d = b ‖ a, where b = (dn−1 · · · dn
2
)2 and

a = (dn
2 −1 · · · d0)2.

2. Compute Q = 2
n
2 P .

3. Set a pre-computed table {P, Q, P + Q}.
4. Compute aP +bQ in the extended binary method by using the pre-computed

table.

The detailed algorithm is shown in Algorithm 4.

Algorithm 4 (Extended-binary algorithm with 2 divisions)
Input: d, P
Output: dP
1. Set d = b ‖ a, b = (bn

2 −1 · · · b0)2 = (dn−1 · · · dn
2
)2, and a =

(an
2 −1 · · · a0)2 = (dn

2 −1 · · · d0)2.
2. T1 = P, T2 = 2

n
2 P, T3 = T1 + T2, and T0 = O.

3. for i = n
2 − 1 to 0

T0 = 2T0.
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if (ai, bi) = (1, 0) then T0 = T0 + T1.
elseif (ai, bi) = (0, 1) then T0 = T0 + T2.
elseif (ai, bi) = (1, 1) then T0 = T0 + T3.

4. output T0.

Going back to the countermeasure using a pre-computed table, it is necessary
for both the extended binary and window methods to make power-consumption
pattern same in order to be resistant against SPA. In the case of the window
method, some SPA-resistant methods are proposed in [21,22,24]. However, all of
these are not resistant against RPA or ZPA even if they are combined with the
methods of RC and RPC. In the case of the extended binary method, up to the
present, any SPA-resistant method has not been proposed.

Our generalized method is both SPA and DPA-variant resistant, which is able
to reduce the computation amount with a pre-computed table. Our sophisticated
idea lies in the length of representation of 1 = (111 · · · 11)2, which is adjusted to
be applied on any bit length of d and output the same executed pattern, while
holding down the additional compuation and memory amount. As a result, our
method is SPA-resistant naturally. In the following, two algorithms based on the
extended-binary and the window methods are described. The extended-binary-
based method is more efficient than window-based method although extended-
binary method usually does not work on a single exponentiation as efficient as
the window method.

Our extended-binary-based method with RIP. Let us show our extended-
binary-based method with RIP, which is called EBRIP for short.

1. Choose a random point R.
2. Let the number of divisions be t.
3. Adjust n to be the least common multiple n′ of t and n by setting 0 to MSB

of d (n′ < n + t), where

d′ = 0 · · · 0 dn−1 · · · d0.

4. Divide d′ into t components (n′
t = k) of d′ = αt−1 ‖ · · · ‖ α1 ‖ α0, that is,

αt−1 = 0 · · · d(t−1)k
...

α1 = d2k−1 · · · dk

α0 = dk−1 · · · d0
1 = 1 1 · · · 1

5. Compute Pi = 2kiP for i = 1 to t− 1. (Set P0 = P ).
6. Compute a pre-computed table Tt = {Σt−1

i=0aiPi − R (ai ∈ {0, 1})}, which
consists of 2t points.

7. Compute α0P0 + · · · + αt−1Pt−1 + 1R in the way of the extended binary
method.
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Algorithm 5 shows the case of t = 2 and an even n for simplicity. Let us dis-
cuss the resistance, computation amount, and memory amount. As for SPA, the
power-consumption pattern is not changed for any initial point R and any secret
key d thanks to the expansion of 1, and EBRIP is thus secure against SPA. We
may note one remarkable point that the length of expansion of 1 is not fixed to n
but adjusted to �n

t �+ 1(< n). As a result, it realizes more efficient computation
than the window-based method. Moreover, under the assumption that an initial
point R is completely random, EBRIP is secure against DPA, RPA, and ZPA, as
we mentioned in Section 3.1. As for the computation amount, EBRIP consists of
these parts: compute base points P1, · · · , Pt−1, a pre-computed table Tt, and the
main routine. The computation amount for base points, Tt, or main routine is
(t−1)n′

t D, 2tA, or n′
t D + n′

t A, respectively. Thus, the total computation amount
is n′D + n′

t A + 2tA. On the other hand, the number of points in Tt is 2t, which
includes a random point R. EBRIP needs one more point of variable to execute.
Thus, the necessary memory is 2t + 1 in total.

Algorithm 5 (EBRIP (2 divisions))
Input: d, P
Output: dP
1. R =randompoint().
1. Set d = b ‖ a, b = (bn

2 −1 · · · b0)2 = (dn−1 · · · dn
2
)2, and

a = (an
2 −1 · · · a0)2 = (dn

2 −1 · · · d0)2.
2. T4 = P, T3 = 2

n
2 P, T0 = R, T1 = −R, T2 = T1 + T4, T3 = T1 + T3 and

T4 = T3 + T4.
3. for i = n

2 − 1 to 0
T0 = 2T0.
if (ai, bi) = (0, 0) then T0 = T0 + T1.
elseif (ai, bi) = (1, 0) then T0 = T0 + T2.
elseif (ai, bi) = (0, 1) then T0 = T0 + T3.
else then T0 = T0 + T4.

4. output T0 + T1.

Our window-based method with RIP. Our window-based method with RIP
is summarized as follow, which is is called WBRIP for short.

1. Choose a random point R.
2. Set the width of window to be w.
3. Adjust n to be the least common multiple n′ of w and n by setting 0 to MSB

(n′ < n + w) of d, where

d′ = 0 · · · 0 dn−1 · · · d0.

4. Compute R′ = −(2w − 1)R.
5. Set a pre-computed table Tw = {R′, P + R′, 2P + R′, 3P + R′, · · · , (2w −

2)P + R′, (2w − 1)P + R′}, where the number of points in Tw is 2w.
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6. Compute (0 · · · 0 dn−1 · · · d0︸ ︷︷ ︸
n′

)2P + (1 11 · · · 11︸ ︷︷ ︸
n′

)2R in the way of window

method by using Tw.

Let us discuss the security, the computation amount, and the memory
amount. Power-consumption pattern is not changed for any random R and any
secret key d thanks to the expansion of 1. This is why WBRIP is resistant against
SPA. This means that WBRIP is secure against SPA without any additional
modification on the window method seen in [21,22,24]. Furthermore, under the
assumption that an initial point R is completely random, our method is resistant
against DPA, RPA, and ZPA. Next we investigate the computation amount of
WBRIP. WBRIP consists of three parts: compute an intermediate point R′, a
pre-computed table Tw, and main routine. The computation amount of R′, a
pre-computed table Tw, or main routine is wD + A, (2w − 1)A, or n′

w A + n′D,
respectively. Therefore, the total computation amount is n′D+ n′

w A+2wA+wD,
where n′ < n + w. It is not as efficient as the extended-binary-based method
since the length of expansion of 1 is fixed to n′ to reduce the number of points
in Tw, which is the same as that in Tt for t = w. If we change the length of
expansion of 1 to a shorter length like n, then Tw must include other points
and thus the size of Tw becomes larger. Finally we discuss the memory amount
necessary to execute WBRIP. The number of points in Tw is 2w, which includes
a random point R. Additional one variable is necessary for computation. Thus,
the necessary memory is 2w + 1 points in total.

As a result, compared with EBRIP, WBRIP needs more computation amount
with the same memory amount.

4 Performance

From the point of view of computation and memory amount, we compare our
countermeasures BRIP and EBRIP with the previous method ES [4], which
are resistant against SPA and DPA variants. The previous SPA-resistant win-
dow methods[21,22,24] are not resistant against RPA or ZPA even if they are
combined combined with RC or RPC as we mentioned before. Thus, these SPA-
resistant window methods have to be combined with ES to be resistant both
RPA and ZPA. As a result, the computation and memory amount would be
less efficient than WBRIP, which is not so efficient as EBRIP. Table 1 shows
the comparison, where M or S shows the computation amount of modular mul-
tiplication or modular square on the definition field, respectively. We assume
that S = 0.8M as usual. In all cases of BRIP, EBRIP, and ES, the Jacobian
coordinate is the most efficient, and thus we use the Jacobian coordinate to
compute the total number of modular multiplications. Table 1 shows two types
of computation amount. One gives the computation amount in the case of 160-
bit definition field. The other gives the average computation amount in each
bit, which does not depend on the size of definition field. In order to discuss
the efficiency generally, the average computation amount in each bit is useful.
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We note that EBRIP can fully make use of the technique of m-repeated elliptic
curve doublings [11] although it computes from MSB. Because pre-computation
of base points requires m-repeated elliptic curve doublings.

BRIP can compute dP in the computation amount of 160D + 160A with
3 points. The computation amount in each bit is 24.0M , which is the same as
that of ES. EBRIP with t = 2 can compute dP in the computation amount
of 160D + 84A with 5 points. The computation amount in each bit is 16.0M ,
which is reduced to only 66% of ES. EBRIP with t = 4 can execute dP in the
computation amount of 160D+56A with 17 points. In this case, the computation
amount in each bit is 12.9M , which is reduced to only 54% of ES. Note that
t = 4 is the fastest when the size of definition filed Fp is 160.

Table 1. Comparison of countermeasures

memory amount computation amount† computation amount
(#points, #scalar) #D + #A #M + #S in each bit

ES [4] (4, 2) 160D+160A 2856M + 1600S(3840M) 16M + 10S(24.0M)
BRIP (3, 0) 160D+160A 2856M + 1600S(3840M) 16M + 10S(24.0M)
EBRIP(t = 2) (5, 0) 160D+84A 1648M + 1140S(2560M) 10.3M + 7.1S(16.0M)
EBRIP(t = 3) (9, 0) 162D+62A 1392M + 1008S(2198M) 8.7M + 6.3S(13.7M)
EBRIP(t = 4) (17, 0) 160D+56A 1312M + 948S(2069M) 8.2M + 5.9S(12.9M)

† This shows the computation amount in the case of 160-bit definition field.

5 Concluding Remarks

In this paper, we have presented countermeasures of BRIP and EBRIP that are
resistant against RPA, ZPA, DPA, and SPA. Our countermeasure BRIP does not
require any pre-computed table and can get dP in the computation of approx-
imately 24.0 M in each bit. EBRIP with t = 4 can get dP in the computation
of approximately 12.9 M in each bit with using a pre-computed table and one
more point of 17 points in total. Both RPA and ZPA are easily applied to the
hyper elliptic curve cryptosystems because a divisor in a hyper elliptic curve
consists of more than two parts, some of which would happen to become 0. Our
countermeasure improves the addition-chain itself and not use a specific feature
of an elliptic curve such as a coordinate system. Therefore, BRIP and EBRIP
can also be generalized to deal with hyper elliptic curve cryptosystem. We will
describe BRIP and EBRIP on a hyper elliptic curves and discuss the efficiency
in our final paper.

References

1. K. Araki and T. Satoh “Fermat quotients and the polynomial time discrete log
algorithm for anomalous elliptic curves”, Commentarii Math. Univ. St. Pauli., vol.
47 (1998), 81–92.



Efficient Countermeasures Against RPA, DPA, and SPA 355

2. T. Akishita and T. Takagi, ”Zero-value Point Attacks on Elliptic Curve Cryptosys-
tem”, ISC2003, Lecture Notes in Computer Science, 2851(2003), Springer-Verlag,
218–233.

3. C. Clavier and M. Joye, ”Universal exponentiation algorithm - A first step to-
wards provable SPA-resistance –”, CHES2001, Lecture Notes in Computer Science,
2162(2001), Springer-Verlag, 300–308.

4. M. Ciet and M. Joye, ”(Virtually) Free randomization technique for elliptic
curve cryptography”, ICICS2003, Lecture Notes in Computer Science, 2836(2003),
Springer-Verlag, 348–359.

5. H. Cohen, A. Miyaji and T. Ono, “Efficient elliptic curve exponentiation using
mixed coordinates”, Advances in Cryptology-Proceedings of ASIACRYPT’98, Lec-
ture Notes in Computer Science, 1514(1998), Springer-Verlag, 51-65.

6. J. Coron, ”Resistance against differential power analysis for elliptic curve cryp-
tosystem”, CHES’99, Lecture Notes in Computer Science, 1717(1999), Springer-
Verlag, 292–302.

7. G. Frey and H. G. Rück, “A remark concerning m-divisibility and the discrete loga-
rithm in the divisor class group of curves”, Mathematics of computation, 62(1994),
865-874.

8. “Proposed federal information processing standard for digital signature standard
(DSS)”, Federal Register, 56 No. 169, 30 Aug 1991, 42980–42982.

9. T. ElGamal, “A public key cryptosystem and a signature scheme based on discrete
logarithms”, IEEE Trans. Inform. Theory, IT-31 (1985), 469–472.

10. L. Goubin, ”A Refined Power-Analysis Attack on Elliptic Curve Cryptosystems”,
PKC2003, Lecture Notes in Computer Science, 2567(2003), Springer-Verlag, 199–
210.

11. K. Itoh, M. Takenaka, N. Torii, S. Temma, and Y. Kurihara, ”Fast implementation
of public-key cryptography on DSP TMS320C6201”, CHES’99, Lecture Notes in
Computer Science, 1717(1999), Springer-Verlag, 61–72.

12. K. Itoh, T. Izu, and M. Takenaka, ”Efficient countermeasures against power anal-
ysis for elliptic curve cryptosystems”, SCIS2004, 2004 (previous version). The final
version will be appeared in the proceedings of CARDIS 2004.

13. M. Joye and C. Tymen, ”Protections against Differential Analysis for Elliptic Curve
Cryptosystem”, CHES2001, Lecture Notes in Computer Science, 2162(2001),
Springer-Verlag, 377–390.

14. N. Koblitz, “Elliptic curve cryptosystems”, Mathematics of Computation, 48
(1987), 203–209.

15. C. Kocher, ”Timing attacks on Implementations of Diffie-Hellman, RSA, DSS,
and other system”, CRYPTO’96, Lecture Notes in Computer Science, 1109(1996),
Springer-Verlag, 104–113.

16. C. Kocher, J. Jaffe, and B. Jun, ”Differential power analysis”, Crypto’99, Lecture
Notes in Computer Science, 1666(1999), Springer-Verlag, 388-397.

17. D. E. Knuth, The Art of Computer Programming, Vol. 2: Seminumerical Algo-
rithms, 2nd ed., Addison-Wesley, 1981.

18. K. Koyama and Y. Tsuruoka, “Speeding up elliptic cryptosystems by using a signed
binary window method”, Advances in Cryptology-Proceedings of Crypto’92, Lecture
Notes in Computer Science, 740 (1993), Springer-Verlag, 345–357.

19. A. Menezes, T. Okamoto and S. Vanstone, “Reducing elliptic curve logarithms to
logarithms in a finite field”, Proceedings of the 22nd Annual ACM Symposium on
the Theory of Computing (1991), 80–89.



356 H. Mamiya, A. Miyaji, and H. Morimoto

20. V. S. Miller, “Use of elliptic curves in cryptography”, Advances in Cryptology-
Proceedings of Crypto’85, Lecture Notes in Computer Science, 218 (1986),
Springer-Verlag, 417–426.
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Abstract. Radio frequency identification (RFID) is an emerging
technology which brings enormous productivity benefits in applications
where objects have to be identified automatically. This paper presents
issues concerning security and privacy of RFID systems which are
heavily discussed in public. In contrast to the RFID community, which
claims that cryptographic components are too costly for RFID tags,
we describe a solution using strong symmetric authentication which is
suitable for today’s requirements regarding low power consumption and
low die-size. We introduce an authentication protocol which serves as a
proof of concept for authenticating an RFID tag to a reader device using
the Advanced Encryption Standard (AES) as cryptographic primitive.
The main part of this work is a novel approach of an AES hardware
implementation which encrypts a 128-bit block of data within 1000
clock cycles and has a power consumption below 9 μA on a 0.35 μm
CMOS process.

Keywords: Radio frequency identification (RFID), symmetric chall-
enge-response, Advanced Encryption Standard (AES), low-power design.

1 Introduction

Radio frequency identification (RFID) systems are used for the automatic re-
trieval of data about goods, persons, or animals, more generally speaking: an
object. The object is equipped with a small circuit, called RFID tag, and the
information stored on the medium can be automatically retrieved by a reader
device. This property can be used in industrial applications for tracking of goods
or in access systems. RFID systems do not require line-of-sight and work con-
tactless. Data and energy are transmitted via radio frequency.

Each RFID system consists of a tag, which is attached to the object to
identify, and a reader which is able to retrieve data from the tag. The reader may
as well be able to write data to the tag’s memory. Additionally, to implement
an application on data received from the tags, a host is used (see figure 1).
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Fig. 1. Structure of an RFID system

Host commands are converted into reader requests and broadcasted via radio
frequency. If a tag is inside the reader’s field, it sends a response. Tag responses
can be processed by the host corresponding to the current application.

In this paper we concentrate on passive tags. This means that they receive
their energy from the reader field. The field’s intensity is limited by national
and international regulations, so the power consumption of the tag as well un-
derlies limitations. For this reason power-aware designing of the tag circuitry is
necessary. Less power consumption also leads to longer reader ranges where tags
can work with the available energy. More technical details about RFID systems
(coupling mechanisms, data rates, data coding, modulation, frequency...) can be
found in [4] and in RFID standards [7,3].

RFID technology offers convincing benefits in many sectors. Industry and
retailers save money by enhanced automation of fabrication and warehousing.
Consumers can also take advantage from goods being able to communicate with
their environment (e.g. washing machine communicates with clothes, milk packs
communicate with refrigerator). Other applications for RFID systems are access
control, animal tracking, proof of origin of goods, toll systems, car immobiliza-
tion, and so on. There are even approaches to secure money with RFID tags [8].
So it looks like RFID will be a very popular technology in the near future.

Because of this popularity, people began to think about security and privacy
issues concerning this technology. The public opinion was awakened by the “dis-
covery” of consumer tracking: the ability of RFID readers to identify RFID tags
in their environment could be used to track the movements of a consumer, who
just bought an article equipped with an RFID tag. Another security concern is
the forgery of tags, when RFID tags are used for access control, theft or loss
control, or for proof of origin. The third security issue to be mentioned is the
unauthorized access to tag’s memory contents. If sensible data are stored in the
memory, this is a serious security problem.

Enhanced security always comes along with extra costs. Although the indus-
try claims low-cost tags, sooner or later the security issue has to be faced in order
to make RFID an everyday technology. In this paper we propose the implemen-
tation of an authentication method for RFID systems using strong cryptography.
The Advanced Encryption Standard (AES) is used as cryptographic primitive,
because it is standardized and considered to be secure. We propose an authentica-
tion protocol and how it can be integrated into existing standards. Furthermore,
we present a low-power implementation of the AES which is suitable for RFID
tags in terms of power consumption and die size.
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2 Security Considerations for RFID Systems

RFID systems are susceptible to security attacks: as they work non-line-of-sight
and contactless, an attacker can work remote and passive attacks will not be no-
ticed. Some of the main concerns are (unwanted) consumer tracking, tag forgery
and the unauthorized access to the tag’s memory content. These security risks
have to be dealt with in order to gain a broad user acceptance.

2.1 Related Work

Some publications already deal with security aspects for RFID systems. Juels,
Rivest, and Szydlo [9] propose so called “blocker tags” to protect consumers from
tracking. One tag simulates a broad range of ID numbers, so a reader cannot
identify it uniquely and tracking is circumvented. This was an approach to secure
low-price tags which cost less than US$ 0.05.

Weis addresses the security and privacy issue of RFID systems in his master
thesis [17] and in another publication together with Sarma, Rivest, and Engels
[18]. He also deals with low-cost tags for industrial applications. He suggests a
hash-lock mechanism as access control and a randomized version of it to deal
with consumer tracking. He also presents some other concepts to enhance secu-
rity in RFID tags. The assumptions made about the environment, for example
that eavesdroppers cannot monitor signals from the tag, make the proposals
sometimes not generally applicable.

Sarma, Weis, and Engels [15] also mention the problem of consumer tracking
and recommend erasing the ID number of a tag at the point of sale as counter-
measure. They also address the protection of tag contents and introduce the
concept of access control through mutual authentication of tag and reader.

Juels and Pappu make a proposal how to secure banknotes with RFID tags
[8]. They want to reach various security goals, some of them are consumer pri-
vacy, forgery resistance, and fraud detection. They propose a system which sat-
isfies the requirements for all of the four main actors: the central bank, the
merchants, the executive, and the consumer. The proposal in this publication is
an RFID system using asymmetric cryptography combined with some methods
which require physical access to the tag.

Finally, the “RFID Handbook” [4] deals with data security of RFID systems
by using authentication mechanisms. This is also the topic of our paper. We
propose using strong cryptographic algorithms to perform authentication.

2.2 Authentication

Authentication means that an object proves its claimed identity to its commu-
nication partner. This technique can solve all of the former mentioned security
problems. Consumer tracking can be avoided, if tags only communicate their
identity to authenticated readers. An unauthorized reader cannot get any in-
formation about tags which are currently in its field. The authentication of the
reader to the tags also solves the unauthorized-access problem. Only authorized
readers can read from or write to the tag’s memory. Authentication of a tag
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means that the tag proves its identity to the reader. A forged tag cannot con-
vince the reader of its authenticity, so forgery of tags can be circumvented.

Menezes, Oorschot, and Vanstone [12] differentiate between three authen-
tication methods: password systems (weak authentication), challenge-response
authentication (strong authentication), and customized and zero-knowledge au-
thentication. Password systems offer a weak level of security and zero-knowledge
techniques are often related to “strong” mathematical problems which are very
costly in calculation and implementation. So we aim for the second type, the
challenge-response techniques, which are broadly used.

There are asymmetric and symmetric challenge-response techniques. The dis-
advantage of asymmetric authentication methods is that they are very time con-
suming and costly to implement in hardware. So, they are not the first choice
for RFID systems. There were attempts to design resource-saving asymmetric
authentication algorithms. NTRU [5] has been proposed for RFID system im-
plementations, but it was shown to have some security weaknesses [2,11].

Symmetric methods work with one shared secret key. Authentication is done
by proofing the possession of this secret key. The problem when using symmetric
authentication methods is the key distribution and key management. Every up-
date of the key has to be communicated to all participants. The compromising
of only one device holding the key affects the whole system. This problems and
some solutions were addressed in [12].

Symmetric authentication can be performed with encryption algorithms or
can be based on keyed hash functions. Various reasons made the AES algorithm
our favorite to use for the proposed authentication protocol. This encryption
algorithm was chosen 2001 as encryption standard [13] and is considered to be
highly secure. Furthermore, it is well suited for hardware implementations.

Protocols for symmetric challenge-response techniques based on encryption
are defined in the ISO/IEC 9798-2 standard [6]. Unilateral authentication work
as follows: there are two partners A and B. Both possess the same private key
K. B sends a random number rB to A. A encrypts the random number with
the shared key K and sends it back to B. B proofs the result and can verify the
identity (in other words the possession of K) of A.

A← B : rB (1)
A→ B : EK(rB) (2)

The mutual authentication protocol works similarly. B sends a random num-
ber to A. A encrypts rB and a self-generated random number rA with the shared
key K and sends it to B. B decrypts the message and can proof if rB is correct
and gets rA. B changes the sequence of the random numbers encrypts it with K
and sends it to A. A proofs the result and verifies the identity of B.

A← B : rB (3)
A→ B : EK(rA, rB) (4)
A← B : EK(rB , rA) (5)

In order to minimize the power consumption and die size of the circuit, we
decided to design our circuit for AES encryption only. By using modified proto-
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cols one-way authentication as well as mutual authentication can be performed,
even if no AES decryption is available. Mutual authentication protocols require
an additional random number generator, so they are more costly to implement.

2.3 Application Examples

Due to the key management problem, symmetric authentication methods are
more suitable for closed systems. In closed systems each component can be con-
trolled by one central instance. All devices can get their keys and key updates
easily from the central control instance. In open systems, where the components
can join the system unsolicited and no central control instance is available, key
distribution and management is more difficult.

In airport luggage tracking systems each controlled bag can be equipped with
an RFID tag and can be tracked throughout the whole airport. All assigned tag
numbers are stored in a central server. In that way automated cargo and baggage
transportation systems as well as security applications are possible (access con-
trol, checking if the holder of the bag is in the same plane as the luggage, etc.).
Tag forgery and unauthorized access to the tag’s memory should be avoided.
Luggage tracking should also only be possible for authorized readers.

During transportation, RFID systems can be used to track and route goods
on their way from the factory to the retailer. Here, theft and loss of goods can be
rapidly detected, but the substitution with forged goods can only be avoided by
using tag authentication mechanisms. Authentication of the reader could be used
to prohibit unauthorized persons from spying the content of cargo. Tag memory
can be used to record environmental incidents (for example, the disruption of the
cold chain when transporting food). In this case, memory access must be secured
by using reader authentication to prevent unauthorized memory manipulation.

Another application are car immobilizers, where symmetric authentication
is already in use. In general, these implementations use proprietary encryption
algorithms, which are optimized for the specific application. The security of these
algorithms cannot be evaluated. Using AES would add some extra security. As a
final example, for proof of origin of goods authentication is essential. In the next
section we propose a method to integrate an one-way authentication protocol
into existing RFID standards.

3 Security Protocol Design

In a security-enhanced RFID system, the level of security does not only rely upon
the strength of the used cryptographic algorithms. The used protocols play a de-
cisive role whether an attacker can successfully break into a system or not. Even
if we use strong cryptographic algorithms, we need to ensure that the protocol
is also secure. The protocol presented in this section allows the authentication
of an RFID tag to a reader using the Advanced Encryption Standard (AES) [13]
as the cryptographic primitive. In RFID systems, the limited computing power
and low-power constraints of the tags require special considerations concerning
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Fig. 2. Interleaved challenge-response protocol in RFID systems.

the used protocols. In addition to the available bandwidth for data transmis-
sion, attention should be paid to the compatibility to existing standards like the
ISO/IEC 18000 [7] or the Electronic Product Code (EPC) [3].

The protocol is based on the unilateral authentication mechanism using
random numbers presented in section 2. Integrating the presented challenge-
response authentication protocol into the ISO/IEC 18000 [7] standard requires
some additional considerations. In addition to the mandatory commands, which
all tags must implement, custom commands can be specified. The two commands,
integrated for authentication, are sending a challenge to the tag and requesting
the encrypted value. These commands extend the existing standard although
the basic functionality remains unchanged. Due to the low-power restrictions,
the internal clock frequency of the RFID tag must be divided from 13.56 MHz
to 100 kHz. The applied standard demands that a response must follow 320 μs
after a request. Otherwise, the tag has to stay quiet. This available time of 32
clock cycles at a frequency of 100 kHz is not enough for encrypting a challenge
using the AES algorithm.

The solution to this problem is to modify the protocol as shown in figure
2. The challenges and the responses to the tags are interleaved to each other.
Normally, there are a lot of RFID tags to be authenticated in the environment of
a reader. After retrieving all unique IDs of the tags using the inventory request
and the anti-collision sequence, the reader sends a challenge C1 to Tag1. This tag
immediately starts the encryption of the challenge without sending any response.
In the meanwhile, the reader sends further challenges to the tags Tag2 and
Tag3. They also start encrypting their challenges after reception. After finishing
the encryption of EK(C1), Tag1 waits for the request to send the encrypted
value R1 back to the reader. When the reader has sent the three challenges,
it sends a request for receiving the response from Tag1. The received value
R1 is verified by encrypting the challenge C1 and comparing the result with the
received value. The two other unanswered challenges are received using the same
method. Then the reader starts from the beginning authenticating all other tags
in the environment. This protocol was evaluated using high level models of the
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RFID communication channel and is a proof of concept for future research on
authentication protocols in RFID systems.

This interleaving challenge-response protocol has the advantage that each
tag has at least 18 ms (1800 clock cycles at a clock frequency of 100 kHz) time
for encryption. A maximum of 50 tags can be authenticated per second. If there
are only few tags in the range of a reader, the reader can decide to make breaks
of at least 18 ms instead of sending interleaved requests.

4 RFID Tag Architecture

The architecture of a security-enhanced RFID tag is sketched in figure 3. It
consists of four parts: analog frontend, digital controller, EEPROM, and AES
module. The analog frontend is responsible for the power supply of the tag which
is transmitted from the reader to the tag. Other tasks of the analog frontend
are the modulation and demodulation of data and the clock recovery from the
carrier frequency. The digital control unit is a finite state machine that handles
communication with the reader, implements the anti-collision mechanism, and
executes the commands in the protocol. Furthermore, it allows read and write
access to the EEPROM and the AES module. The EEPROM stores tag-specific
data like the unique ID and the cryptographic key. These data must be retained
when the power supply is lost. The security-enhanced RFID tag calculates strong
cryptographic authentication with an AES module which is designed for low-
power requirements and low die-size restrictions. The requirements concerning
power consumption and chip area and a description of the AES module are
presented in the following sections.

4.1 Requirements for RFID Tag Design

In order to achieve a significant economic benefit from using RFID systems,
tags will need to be priced under US$ 0.10 [15] for simple identification tags
and a little bit higher for security-enhanced tags. Additionally to the aspect of
low cost, the environmental conditions play a decisive role because contactless
identification must work within a distance of a few meters. The limiting factors
thereby are the available power supply for the tag and the signal strength for
modulation and demodulation. The available power consumption for the digital
part of the RFID tag (digital controller and AES module) is amounting to 20 μA.
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Estimating the current consumption of the digital controller to 5 μA, 15 μA
remain for the AES module which should not exceed a chip area of 5,000 gates.
Additionally, the number of authenticated tags per second is about 50. As pre-
sented in chapter 3, this leads to an available time slot of 18 ms for encrypting
a 128-bit block of data. Our proposed AES architecture, which is presented in
section 4.2, encrypts in about 1000 clock cycles. As a consequence, the clock
frequency of the AES module can be reduced under 100 kHz. This allows to
reach the ambitious power consumption goal.

4.2 AES Architecture

The Advanced Encryption Standard (AES) is a symmetric encryption algorithm
which was selected in 2001 by the National Institute of Standards and Technol-
ogy (NIST) as the Federal Information Processing Standard FIPS-197 [13]. It
operates on blocks of data, the so called State, that have a fixed size of 128 bits.
The State is organized as a matrix of four rows and four columns of bytes. The
defined key lengths are 128 bits, 192 bits, or 256 bits. Our implementation uses
a fixed key size of 128 bits. As most symmetric ciphers, AES encrypts an input
block by applying the same round function. The ten round function iterations
alter the State by applying non-linear, linear, and key-dependent transforma-
tions. Each transforms the 128-bit State into a modified 128-bit State. Every
byte of the State matrix is affected by these transformations:

1. SubBytes substitutes each byte of the State. This operation is non-linear.
It is often implemented as a table look-up. Sometimes the SubBytes trans-
formation is called S-Box operation.

2. ShiftRows rotates each row of the State by an offset. The actual value of
the offset equals the row index, e.g. the first row is not rotated at all; the
last row is rotated three bytes to the left.

3. MixColumns transforms columns of the State. It is a multiplication by a
constant polynomial in an extension field of GF(28).

4. AddRoundKey combines the 128-bit State with a 128-bit round key by
adding corresponding bits mod 2. This transformation corresponds to a
XOR-operation of the State and the round key.

The calculation of the 128-bit round keys works by applying the KeySchedule
function. The first round key is equal to the cipher key. The computation of all
other round keys is based on the S-Box functionality and the Rcon operation.

AES is a flexible algorithm for hardware implementations. A large number of
architectures are possible to cover the full range of applications. AES hardware
implementations can be tailored for low die-size demands in embedded systems
or can be optimized for high throughput in server applications. This flexibility
of the AES algorithm was intended by its creators. They paid attention that
the algorithm can be implemented on systems with different bus sizes. Efficient
implementations are possible on 8-bit, 32-bit, 64-bit, and 128-bit platforms.

Although many AES hardware architectures have been proposed, none of
the reported architectures meets the requirements of an AES module for RFID
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tags regarding low die-size and low power-consumption requirements. Nearly all
of these architectures have GBit throughput rates as optimization goal. This
is contrarious to our needs where throughput is not of concern. Only a few
published AES architectures do not optimize throughput at any cost. To name
some: [14,1] are FPGA implementations and [10,16] are ASIC implementations
of AES which care about hardware efficiency. All these implementations do not
unroll the AES rounds for sake of silicon size. The more S-Boxes are used, the less
clock cycles are needed for encryption. The encryption-only AES processor of I.
Verbauwhede et al. [16] is a 128-bit architecture that utilizes 32 S-Boxes. It is
able to calculate one AES round in a single clock cycle. The compact 32-bit AES
architecture of S. Mangard et al. in [10] is confident with four S-Boxes and takes
eight cycles for one round. The FGPA implementations of N. Pramstaller et al.
[14] and P. Chodowiec et al. [1] are 32-bit architectures too. They also use four
S-Boxes. Four S-Boxes suit a 32-bit architecture as each S-Box substitutes 8 bits.
The MixColumns operation and the ShiftRows operation are 32-bit operations
too because they transform either four columns bytes or four row bytes of the
AES State. The AddRoundKey operation (128-bit XOR) can also be split-up
into 32-bit operations.

Implementing the AES algorithm as a 32-bit architecture allows to quarter
the hardware resources compared to an 128-bit architecture [10,1]. This comes at
the expense of quadrupling the time for an AES encryption. The lower amount of
hardware resources has a positive side effect on the power consumption: a quarter
of hardware resources consumes only a quarter of power. This is an important
feature for wireless devices where the average power consumption is an even
more important quality aspect than the overall energy needed to encrypt one
block. The overall energy consumption of a 32-bit architecture might be worse
than for 128-bit architectures. But RFID tags offer neither the silicon space nor
is the electromagnetic field strong enough to power an 128-bit datapath.

The power requirements for RFID tags are even too restrictive to allow the
operation of a 32-bit AES implementation. Therefore, we decided to implement
the AES algorithm as an 8-bit architecture instead of a 32-bit architecture.
This novel approach for a hardware implementation of the AES algorithm is
motivated by two reasons. First, an 8-bit architecture allows to decrease the
number of S-Boxes from four to one to save silicon resources. Second, 8-bit
operations consume significantly less power than 32-bit operations do. A penalty
of an 8-bit architecture is the increased number of clock cycles for encryption. In
RFID authentication applications an encryption lasting for 1000 cycles does not
deteriorate the authentication throughput when several tags are authenticated
concurrently (see section 3).

The architecture of the proposed 8-bit AES module is depicted in figure 4.
It is presumably the smallest hardware implementation of the AES algorithm.
The module consists basically of three parts: a controller, RAM, and a datapath.
The controller communicates with other modules on the tag to exchange data
and it sequences the ten rounds of an AES encryption. Therefore, it addresses
the RAM accordingly and generates control signals for the datapath. The RAM
stores the 128-bit State and an 128-bit round key. These 256 bits are organized
as 32 bytes to suit the intended 8-bit architecture. 32 bytes are the smallest pos-
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Fig. 4. Architecture of the AES module.

sible memory configuration for AES. The memory is single ported to ease silicon
implementation. Modified States and calculated round keys overwrite previous
values. As no spare memory is present for storing intermediate values, the con-
troller has to assure that no State byte nor a key byte is overwritten if it is
needed again during encryption. The RAM implementation is register based. It
makes use of clock gating to minimize power consumption. The datapath of the
AES module contains combinational logic to calculate the AES transformations
SubBytes, MixColumns, and AddRoundKey (see figure 4). The ShiftRows trans-
formation is implemented by the controller. During the execution of SubBytes
the controller addresses the RAM such that the ShiftRows operation is executed.

The biggest part of the AES datapath is the S-Box which is used for the
SubBytes operation. There are several options for implementing an AES S-Box.
The most obvious option is a 256 × 8-bit ROM to implement the 8-bit table
lookup. Unfortunately, ROMs do not have good properties regarding low-power
design. A more appropriate option is to calculate the substitution values using
combinational logic as presented in [19]. We adapted the proposed combinational
S-Box by omitting the decryption circuitry to suit our encryption-only AES. One
feature of this S-Box is that it can be pipelined by inserting register stages. The
S-Box makes use of one pipeline stage. This shortens the critical path of the S-
Box to seven XOR gates and lowers glitching probability. Moreover, the pipeline
register is used as intermediate storage for a pipelined SubBytes operation: dur-
ing the substitution of one byte, the next byte is read from the memory. The
substituted byte is written to the current read address. By choosing the read
addresses properly this procedure combines efficiently the SubBytes and the
ShiftRows operation. ShiftRows degrades to mere addressing.

Another innovative solution is the calculation of the MixColumns opera-
tion. We achieved to build a submodule which calculates only one fourth of the
MixColumns operation. By accessing the submodule four times a complete Mix-
Columns operation for one column of the State is executed. The MixColumns
operation for one column is shown in equation 6. The equation reveals that all



Strong Authentication for RFID Systems 367

output bytes qi of MixColumns are calculated by the same function—just the
order of the input column bytes ai differs.

q(x) = a(x) · c(x) = mod n(x) (6)
q0 = (a0 ⊗ {02})⊕ (a3 ⊗ {01})⊕ (a2 ⊗ {01})⊕ (a1 ⊗ {03})
q1 = (a1 ⊗ {02})⊕ (a0 ⊗ {01})⊕ (a3 ⊗ {01})⊕ (a2 ⊗ {03})
q2 = (a2 ⊗ {02})⊕ (a1 ⊗ {01})⊕ (a0 ⊗ {01})⊕ (a3 ⊗ {03})
q3 = (a3 ⊗ {02})⊕ (a2 ⊗ {01})⊕ (a1 ⊗ {01})⊕ (a0 ⊗ {03}).

We used this property to reduce the MixColumns circuitry to one fourth of
its original size. The resulting circuit can calculate one output byte in one clock
cycle. The 1

4 -MixColumns circuit contains, besides the combinational circuit to
calculate qi, three 8-bit registers to store three input column bytes ai. These
registers have to be filled before the first output qi can be calculated. The fourth
input ai is taken directly from the RAM. Consequent output values are calculated
by shifting the RAM output value to the registers and selecting the next value
from RAM. The processing of one column takes seven clock cycles. A complete
MixColumns operation to transform the entire State takes 28 clock cycles. The
critical path of the MixColumns circuit is even shorter than the S-Box.

Remaining components of the datapath are the submodule Rcon, some XOR
gates and an 8-bit register. Rcon is a simple circuit needed for key schedule. The
XOR gates are needed for round key generation and are used to combine the
State with the round key during the AddRoundKey transformation. The 8-bit
register is needed during key schedule for storing intermediate results.

An encryption of a plaintext block works as follows. Before encryption is
started the plaintext block has to be loaded into the RAM of the AES module.
In the RFID tag application, the plaintext block is the 128-bit challenge which
was received from the reader. The communication between the reader and tag
is byte-oriented which fits nicely into the 8-bit architecture of the AES module:
every received byte can be stored in the AES module. No intermediate memory
is necessary. The cryptographic key is obtained in a similar way from the tag’s
EEPROM. Now the AES algorithm can be executed. It starts with a modification
of the State by an AddRoundKey operation using the unaltered cipher key.
Ten AES rounds follow by applying the transformations SubBytes, ShiftRows,
MixColumns, and AddRoundKey. Only the last round lacks the MixColumns
operation. Roundkeys are calculated just in time. This is usually called on-the-
fly key schedule. The round key is derived from its predecessor by using the
S-Box, the Rcon, and the XOR functionality of the datapath.

5 Results

The implementation of the datapath of our AES-128 encryption design has a
current consumption of 8.15 μA on a 0.35 μm CMOS process. It operates at
a frequency of 100 kHz and needs 1,016 clock cycles for encryption of an 128-
bit data block. The required hardware complexity is estimated to be 3,595 gate
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equivalents (GEs). All presented results come from simulations on transistor
level. The complexity of each component is listed in table 1. Table 2 presents
a comparison of our approach with the 32-bit implementation of S. Mangard
et al. [10] and the 128-bit encryption-only AES processor of I. Verbauwhede et
al. [16]. It can be seen that only our solution achieves the high demands for
integrating cryptographic components into RFID tags. These requirements are
the low power consumption and low die-size while conforming the requirements
concerning encryption speed.

Table 1. Components and their com-
plexity of the AES module.

Module/ μA Clock
Component @100kHz GE cycles
S-Box 0.67 395 280
MixColumns 0.41 252 288
AddRoundKey 0.53 90 144
KeySchedule 0.92 161 304
RAM 4.64 2,337
Controller 0.98 360
Total 8.15 3,595 1,016

Table 2. Comparison based on energy con-
sumption, gate count, and clock cycles.

AES-128 μA Clock
Encryption @100kHz GE cycles
This work 8.15 3,628 992
Mangard [10] 47.24 10,799 64
Verbauwhede [16] 307 173K 10

6 Conclusions and Future Research

This paper presented a security-enhanced RFID system which allows the strong
cryptographic authentication. With this security-enhanced RFID systems, we
pave the way for new security-demanding applications and for the everyday usage
of RFID technology. A symmetric challenge-response authentication protocol
was proposed which was integrated into the existing ISO/IEC 18000 standard.
We showed an architecture for a low-power and low die-size implementation of
the AES algorithm. The AES implementation has a chip area of 3,595 gates and
has a current consumption of 8.15 μA at a frequency of 100 kHz. The encryption
of 128 bits requires about 1000 clock cycles.

Future work will consist in the examination of advanced authentication pro-
tocols for one-way and mutual authentication. Other authentication methods
(e.g. asymmetric techniques) should be analyzed for the suitability for RFID
systems and circuits can be found for this purpose. In this way, the application
range for RFID systems will be pushed further.
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Abstract. TTS is a genre of multivariate digital signature schemes first proposed
in 2002. Its public map is composed of two affine maps sandwiching a Tame Map,
which is a map invertible through serial substitution and solving linear equations.
We implement the signing and key generation operations for a TTS instance with
20-byte hashes and 28-byte signatures, on popular extant microcontroller cores
compatible to the Intel 8051. Our tests demonstrates that TTS can be even faster
than SFLASHv2, which is known for its celerity. The sample scheme TTS(20, 28)
is fast enough for practical deployment on a low-end 8051-based embedded device.
A really low-end part like a stock Intel 8051AH running at 3.57 MHz can sign in
just 170ms. A better 8051-compatible chip will take a lot less time.
Security requirements today demand on-card key generation, and the big public
keys of a multivariate PKC create a storage problem. TTS is unusual in that public
keys can be synthesized on-card at a decent pace for block-by-block output, using
some minimal information kept on-card. Since this does not take much more time
than the I/O needed to transmit the public key to a reader, we can avoid holding the
entire public key in the limited memory of a smart card. We show that this to be
a gain for multivariate PKC’s with relatively few terms per central equation. The
literature is not rich in this kind of detailed description of an implementation of a
signature scheme — capable of fast on-card public key generation, on a low-cost
smart card without a co-processor, and at NESSIE-approved security levels.
We look into other theory issues like safeguarding against side-channel attacks,
and using unusual techniques for linear algebra under serious space restrictions,
which may help implementations of other multivariate PKC’s such as SFLASH.

Keywords: Multivariate public-key cryptosystem, finite field, smart card, 8051.

1 Introduction

For most adopters of Public-Key Infrastructure, the quarter-century-old RSA still re-
mains the public-key cryptosystem of choice. We see that all is not perfect:

RSA is too slow to be used on a smart card and this keeps the security achieved
by smart card solutions insufficient: unable to implement a real public key
signature. . . . N. Courtois et al ([1], 2003).

This must be taken in context as a historical perspective: Acceptable signing speed on
smart cards with reasonably long RSA keys has become feasible around the turn of the
millennium, especially with special-purpose hardware co-processors.

M. Joye and J.-J. Quisquater (Eds.): CHES 2004, LNCS 3156, pp. 371–385, 2004.
c© International Association for Cryptologic Research 2004
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However, cost of deployment is still an obstacle, and there is clearly room for im-
provement: Chips must get even faster and cheaper, or the algorithms need revamping.

Traditionally, Public-Key Infrastructure (PKI) implementers stick to well-established
Public-Key Cryptosystems (PKC) based on RSA, occasionally ECC. However these are
comparatively slow, so cryptologists sought faster alternatives, among which are the
“multivariate PKC”, cryptosystems that use substitution into quadratic polynomials as
a public map. The currently best known scheme of this type is SFLASHv2 ([15]), a
derivative ([14]) of the prototype C∗ ([9], broken in 1995 by [12]). Multivariate cryp-
tosystems (more literature on the extended family: [3,5,7,8]) are usually conceded to be
faster than RSA and other traditional alternatives with a large algebraic structure. Un-
fortunately, the only such scheme to get a mention in the recently announced NESSIE
final recommendations ([11]) is SFLASHv2, and only grudgingly:

. . . not recommended for general use but this signature scheme is very efficient
on low cost smart cards, where the size of the public key is not a constraint.

Granted NESSIE was more concerned about SFLASH’s untried security than size of its
public keys, but still this rather sells SFLASHv2 and other multivariate PKC’s short.

We aim to provide another example of how a multivariate PKC can provide superior
performance for less. Our sample scheme, unlike theC∗−-derived SFLASHv2, is a digital
signature scheme from the different family of TTS ([2,17]). Techniques shown here are
applicable to other multivariate PKC’s, however. Our test results on 8051-compatible
microcontrollers are tabulated along with data published by the NESSIE project ([11])
and other recent sources (e.g. [1]). It showcases TTS well:

Table 1. 8051-compatible results for various digital signature schemes (* = with co-processor)

Scheme Platform (T number) Clock Pr. Key Code RAM Signature

TTS (20, 28)
Intel 8032AH (12)

3.57 MHz
1.4 kB

1.4 kB
128 B

144 ms
Intel 8051AH (12)

1.6 kB
170 ms

Winbond W77E58 (4) 64 ms
ESIGN

Intel 8051AH (12)
336 B 3.0 kB 800 B 12.0 s

SFLASHv2 2.4 kB 3.3 kB 344 B
1.07 s

Infineon SLE66 (2) 10 MHz
59 ms

RSA-PSS
(1024 bits) 320 B

N/A ≥1kB

many s
NEC μPD789828*(12) 40 MHz 100 ms

Infineon SLE66*(2) 5 MHz
230 ms

RSA-2048 640 B 1.1 s
ECDSA-191 10 MHz 24 B 180 ms
NTRU-Sign Philips 8051 (6) 16 MHz 100 B 5 kB N/A 160 ms

Special Note: 8051-compatible parts running at the same nominal clock frequency
have widely divergent speeds on the same program. On every 8051-compatible part, a
majority of common instructions execute in the same amount of time, which is called
the instruction cycle for this part. Every instruction executes in an integral number of
instruction cycles. The ratio of one instruction cycle to one clock cycle is called the
“T number”. So a Siemens-Infineon SLE66 is up to six and usually 4-5 times faster
than a 8051 at the same clock rate. Some platforms also have extras goodies including
cryptographic co-processors, so some care is needed in interpreting the tabulated results.
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Sometimes TTS(20, 28) need to hash just once while ESIGN or SFLASHv2, repeated
hashes must be taken. Without worrying about details, all told TTS(20, 28) is 6 times
faster on the same resources than SFLASHv2, which in turn was noted for being faster
without a coprocessor than the traditional alternatives with a coprocessor.

This paper details an implementation of TTS(20, 28) on an 8051 compatible micro-
controller. Sec. 2 describes the mathematics. Sec. 3 summarizes the 8051 platform (with
a more complete review provided in Appendix A). Sec. 4 and in particular Secs. 4.4—
4.6 give the innards of the algorithm. Sec. 5 discusses technical issues, including side-
channel attack concerns. Some unusual maneuvers in linear algebra help to manage the
large amounts of data efficiently during key generation on RAM-poor smart cards. We
also explain why TTS can sign and generate keys quickly and efficiently. The real-time
on-card public key generation capability ameliorates a problem affecting most multivari-
ates even when the keys are not stored on-card, i.e., the large public key makes on-card
key generation frequently infeasible and key management difficult (cf. [16]).

2 Principles of TTS and Our Sample Scheme TTS(20, 28)

In a multivariate PKC, usually the public map is a composition V = φ3 ◦ φ2 ◦ φ1 with
both φ1 : w $→ x = M1w+c1 and φ3 : y $→ z = M3y+c3 being affine and invertible.
All arithmetic is done over a finite field (the base field) which in TTS is K = GF(28).

A digital signature scheme is considered to be in the TTS family ([2]) if φ2 is a
tame map, a polynomial map with relatively few terms in the equations, easily invert-
ible through serial substitution or solution of linear equations, but without a low degree
explicit inverse. Tame maps extend the concept of Tame Transformations from alge-
braic geometry ([10]), and may be said to combine the traits of triangular constructs
(introduced to cryptography in [5], cf. also [6,17]) and Oil-and-Vinegar ([7,8]).

We refer the reader to [2] for some background, and [17] for a topical assessment of
TTS. We will use for illustration the TTS instance exhibited in [17] with the following
central map φ2 : x = (x0, x1, . . . , x27) $→ y = (y8, y9, . . . , y27):

yi = xi +
∑7

j=1 pijxjx8+(i+j mod 9), i = 8 · · · 16;
y17 = x17 + p17,1x1x6 + p17,2x2x5 + p17,3x3x4

+p17,4x9x16 + p17,5x10x15 + p17,6x11x14 + p17,7x12x13;
y18 = x18 + p18,1x2x7 + p18,2x3x6 + p18,3x4x5

+p18,4x10x17 + p18,5x11x16 + p18,6x12x15 + p18,7x13x14;

yi = xi + pi,0xi−11xi−9 +
∑i

j=19 pi,j−18 x2(i−j) xj

+
∑27

j=i+1 pi,j−18 xi−j+19 xj , i = 19 · · · 27.

This central map works with 20-byte hashes and 28-byte signatures, and the corre-
sponding TTS instance will be henceforth called TTS(20, 28).

To Generate Keys: Assign non-zero random values in K = GF(28) to parameters pij ;
generate random nonsingular matrices M1 ∈ K28×28 and M3 ∈ K20×20 (usually
via LU decomposition) and vector c1 ∈ K28. Compose V = φ3 ◦ φ2 ◦ φ1; assign
c3 ∈ K20 so that V has no constant part. Save quadratic and linear coefficients
of V as public key (8680 bytes). Find M−1

1 , M−1
3 ; save them with c1, c3, and the

parameters pij as the private key (1399 bytes).
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To Sign: From the message M , first take its digest z = H(M) ∈ K20, then compute
y = M−1

3 (z− c3), then compute a possible x ∈ φ−1
2 (y) as follows:

1. Randomly assign x1, . . . , x7 and try to solve for x8 to x16 in the first 9 equa-
tions. Since the determinant (for any x2 · · ·x7) of this system is a degree-9
polynomial in x1, there can only be at most 9 choices of x1 out of 256 to make
the first system degenerate. Keep trying until we find a solution.

2. Solve serially for x17 and x18 using the next two equations (y17 and y18).
3. Assign a random x0 and try to solve for x19 through x27 from the last 9 equations.

Again, at most 9 values of x0 can make the determinant of the system zero. So
keep trying new values of x0 until a solution is found.

Our desired signature is w = M−1
1 (x− c1). Release (M,w).

To Verify: On receiving (M,w), compute z = H(M) and match with V (w).

3 Summary of the 8051 Hardware Platform

The reader may find the details of the key-generation and signing processes (particu-
larly those of Sec. 4.5) tedious, but all the contortions are necessitated by the fact that
EEPROM memory cannot be reliably read from soon after it is written to. This is not un-
common in the embedded realm. This section provides an executive summary for those
unfamiliar with the 8051 chip. Those who are already familiar with the 8051 can skip
the rest of this section. Those interested in such things can please refer to the appendix.

Memory: The 8051 has 128 bytes of fast directly-addressable RAM on-board, called
data. Some data locations are used as architectural stack and registers including
the important registers R0 and R1. The rest hold important system and user data.
Most extant 8051-compatibles have 128 bytes more fast RAM onboard, only ad-
dressable indirectly through the registers R0 and R1.As the data can also be accessed
this way, all 256 bytes are together called idata. In theory the 8051 can address 64kB
of immutable memory (code) and 64kB of off-board RAM or EEPROM (xdata),
both indirectly using the DPTR register. The code cannot be written to and can be
accessed with an offset for table lookups. In practice usually all external memory
are accessed identically. Accessing code and xdata takes twice as much time as
data and idata besides being harder to set up for.
EEPROM and flash memory are accessed just like RAM except that one must wait,
usually for a few milliseconds, before accessing a recently written EEPROM loca-
tion. A write followed too soon by another access results in an error.

ALU: The Arithmetic-Logic Unit has many specialized registers (the most important
being the accumulator A and the Data Pointer DPTR) and instructions. There is
an integer multiply and divide, and instruction to increment – but not decrement –
DPTR, so large arrays are best accessed in increasing order. Each instructions execute
serially in a fixed number of instruction cycles (cf. paragraph after Tab. 1).

Resources: I/O is through specialized latches, and communication to a computer or
other device must be done through a reader unit, often attached to a PC on a USB
port. The access is serial and slow say 1 kB/s. Hardware random-number generation
can be added cheaply to most cards. Cheap smart cards today have 4 kB or more
in ROM and EEPROM, and a little RAM – sometimes 256B, frequently 0.5kB,
sometimes 1 kB. 1.5kB or more RAM is mostly available in heavyweight cards.
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4 Actual Performance and Implementation Details

We recompiled portable C code for TTS(20, 28) (cf. [17]), with C51, a popular em-
bedded compiler. A few routines were rewritten in assembly. Test results from standard
development kits are given in Sec. 4.2 and implementation details in Sec. 4.4–4.6.

4.1 Hardware Resource Requirements

As mentioned in Appendix A.3, a low-end card can either just sign or do both key
generation and signing. We list our requirements in RAM (data, idata and external
RAM or xdata, see Appendix A.1), EEPROM, total ROM, etc.:

To Sign: 128 bytes of RAM (19 bytes of data for state, 109 more bytes in data/idata
or xdata for temporary storage), 1.3kB of EEPROM for private keys, 1.6kB of
further code space (0.8kB of program, 0.8kB of tables). For controllers with 256
bytes of on-board RAM (idata), it is an option to keep all the data for the Gaussian
elimination in the idata, which means shorter code (no need to move things between
idata and xdata) at 1.4kB (0.2kB less) and at least a 12% speed up. Since we must
have some RAM to put the matrix for the elimination stage, a plain-vanilla Intel
8051 will be assumed to have least 128 bytes of xdata RAM storage.

Both To Sign and To Generate Keys: There are two choices:
– On EEPROM-poor cards, we do not store the entire public key. During setup

only the private key and some critical intermediate data are generated and stored
in EEPROM, enough that chunks of the public key can be computed and output
on-the-fly as requested. This requires 2.7 kB of EEPROM (1399B in the private
key plus 1212B in intermediate data, plus some left-over wasted space) plus
4.2 kB more code space (in ROM or EEPROM) is required. There is 3.8 kB
in the program for both key generation and signing, 0.4 kB in subsidiary I/O,
including 0.8kB for tables as above.

– We can compute and store the entire public key for later retrieval. This takes
11.3kB of EEPROM space, plus 4.2 kB more ROM or EEPROM code space.

In both cases we need 128 bytes in data, idata or xdata storage. If we need block-
writes to EEPROM or do block-outputs from the smart card, we will also need 128
more bytes of RAM for buffer. When we can afford to usually we do the entire
Gaussian elimination from idata. PC access provided through USB-port device.

4.2 Performance Data and Brief Description of Programs

The signing portion of the program is straightforward and can be implemented straight
out of Sec. 2. On average, signing takes about 170ms on a 3.57MHz stock Intel 8051AH
(a really low-end part). Every other part is faster than the 8051AH. The same code
running on a 3.57MHz (“4T”) WinBond W77E58 only takes 64ms.

For reference, of the 170ms average time taken by the signing operation on the Intel
8031/32 at 3.57MHz is divided as follows: The φ3 portion takes 34ms, φ2 71ms, and
φ1 65ms. On a Winbond W77E58, the times are 13ms, 27ms, 24ms respectively. Using
10MHz parts, the speedup is almost linear. The W77E58 takes about 23ms to sign and
the Intel 8032AH takes 61ms — 51ms if we run the entire elimination from idata.
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Once we get to 16MHz or faster clocks, some instructions require extra instruction
cycles to execute, and I/O times start to dominate, so the scaling is a lot less than linear.

The process for key generation is a lot more complicated and slower than signing.
When the smart card is initialized, we must first generate M1, M−1

1 , M3, M−1
3 via LU

decomposition, store to EEPROM, then generate (pij)8≤i≤27 and c1, compute c3 and
store everything in EEPROM along the way. Note that c3 = M3 (φ2(c1)) and hence:

(c3)k =
n−1∑

�=n−m

⎡⎣(M3)k,(�−n+m)

⎛⎝(c1)� +
∑

p xαxβ in y�

p (c1)α(c1)β

⎞⎠⎤⎦ . (1)

The sum is over each term p xαxβ in the equation for y�. We may end the setup process
here, and the generated information is enough to compute the coefficients of the public
key polynomials, 20 at a time. In this mode, the card awaits an appropriate outside input
before signing or computing and emitting the public key in small chunks on-the-fly.

Setting up on an Intel 8032AH at 3.57MHz (computing the private key and interme-
diate data) takes 7.7 seconds, including a little error checking. The process takes 3.6
seconds on a 3.57MHz Winbond W77E58.

The rest of public-key generation is to compute for each (i, j) the coefficients of
wiwj or w2

i or wi in zk for every k at once. To show that this is possible, we will
follow Imai and Matsumoto ([9]) and divide the coefficients involved in each public key
polynomial into linear, square, and crossterm portions as follows:

zk =
∑

i

Pikwi +
∑

i

Qikw2
i +

∑
i>j

Rijkwiwj . (2)

The coefficients (Pik, Qik, Rijk) are related to M1, M3, c1, and the parameters
(pij)8≤i≤27 as follows, where each sum is over the terms p xαxβ in the equation for y�:

Pik =
n−1∑

�=n−m

⎡⎣(M3)k,(�−n+m)

⎛⎝(M1)�i +
∑

p xαxβ in y�

p ((M1)αi(c1)β + (c1)α(M1)βi)

⎞⎠⎤⎦(3)

Qik =
n−1∑

�=n−m

⎡⎣(M3)k,(�−n+m)

⎛⎝ ∑
p xαxβ in y�

p (M1)αi(M1)βi

⎞⎠⎤⎦ (4)

Rijk =
n−1∑

�=n−m

⎡⎣(M3)k,(�−n+m)

⎛⎝ ∑
p xαxβ in y�

p ((M1)αi(M1)βj + (M1)αj(M1)βi)

⎞⎠⎤⎦ (5)

Here m = 20, n = 28. For a smart card equipped with a lot of EEPROM or flash, we
need not compute and emit the public key piecemeal. It is possible to compute everything
right there and write everything to EEPROM, to be read at a later time.

A 3.57MHz Intel 8051 or 8032AH averages about 150ms to generate a 20-byte
block of the public key from the intermediate data and signal that it is ready to send. On
a 3.57MHz Winbond W77E58 with sufficient storage, generating the entire public key
takes 33 seconds. It takes some 15 seconds to transmit everything from card to PC.
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4.3 Finite Field Arithmetic and Other Details

As in any other multivariate PKC, we need to represent each element of GF(28) as an
integer between 0 and 255 (an unsigned char). We choose the “Standard” represen-
tation used by AES ([4]), but we could choose any encoding as long as addition can be
represented as a bitwise xor.

A standard way of implementing finite field multiplication is to choose a fixed prim-
itive element1 g ∈ GF(28) and store logarithm and exponential look-up tables in base
g, intending to multiply non-zero x and y as xy = g(logg x+logg y) mod 255. We will do
a lot of manipulations of data in log-form, which means we represent the zero of the
field GF(28) by the byte 0, and any other field element a by the unique positive integer
x ≤ 255 that satisfies a = gx. Note: 1 is represented as g255, not g0.

In implementing the signing portion of the algorithm, we need the following data in
ROM: 256-byte log-table in base g; 512-byte table of exponentiation (x $→ gx), this can
be shortened to 256 bytes at a roughly 15% speed penalty.

The private key comprises the matrices (MT
1 )−1 and (MT

3 )−1, parameters (pij) of
the central map, and the vectors c1, c3. We store everything except the vectors c1 and
c3 in logg-form, and the matrices column-first (as indicated by the transposed notation).

The intermediate key-generation data are MT
1 , MT

3 (in column-first, logg-form), and a
componentwise log ofc1. The public key consists of coefficients (Pik), (Qik), (Rijk)i>j ,
with each block arranged in order of increasing i, j, then k.

4.4 The Signing Process

The actual signing program operates on a 20-byte array z in idata in three stages,
corresponding to φ−1

1 , φ−1
2 , and φ−1

3 . Due to the amount of array access in the Gaussian
elimination, φ−1

2 takes most of the time. If we put the entire system matrix in idata we
can save at least 10 percent upwards of running time, but most often we forego that and
do it mostly from xdata due to memory resource problems.

1. Do (φ3)−1, which is essentially a matrix multiplication, as follows:
a) Zero out a 20-byte area y and replace z by z′, the componentwise log of c3 +z;
b) looping over i = 19, 18 · · · 0 and do the following loop if z′

i �= 0:
c) Looping over j = 19 · · · 0, when (M3)ji �= 0, add (xor)

g(z′
i+logg(M3)ji) mod 255 into yj+8. Note: M3 is stored in log-form and trans-

posed so that it can be accessed sequentially, and we can compute (R + A)
mod 255 in only two instructions: add A,R (add register R to the accumulator
A) then adc A,#0 (add the carry from the last add into accumulator).

The inner loop of this routine reads coefficients off a table, multiplies to a variable,
then adds them to different components of a vector (cf. also Sec. 5.3).

2. Do (φ2)−1, which is performed as follows:
a) For i = 1 · · · 7, generate randomly and save (in an idata array) logg xi, again

with the proviso that 0 represents 0, not 1 which is represented by 255.
b) Establish in a 90-byte block BA (in xdata or idata) of RAM the first linear

system to be solved for x8, . . . , x16 by doing the following for i = 8 · · · 16:
i. The constant of each equation location (BA[10(i− 8) + 9]) is filled with yi.

1 We chose as g the canonical generator of the AES field representation.
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ii. Looping over j = 1..7, insert into the location corresponding to the coeffi-
cient of x(i+j (mod 9))+8 (location BA[10(i− 8) + (i + j (mod 9))]).

iii. xor BA[10(i− 8) + (i + 1(mod 9))] with 1.
iv. Let BA[10(i−8)+(i+8(mod 9))] = BA[10(i−8)+(i+9(mod 9))] = 0.

c) Run elimination on 9 variables to get x8, . . . , x16, then find x17 and x18 by
solving for them in the next two equations (all xi will be stored in log-form).

d) Establish another system of equations in BA by looping over i = 19 · · · 27:
i. Insert yi +pi0xi−11xi−9 as the constant term (location BA[10(i−19)+9]).

ii. Looping over j = 0 · · · i− 19, let BA[10(i− 19) + j] = pi,j+1x2(i−j−19).
iii. Looping over j = i− 19 · · · 8, let BA[10(i− 19) + j] = pi,j+1xi−j .
iv. xor BA[10(i− 8) + (i + 1(mod 9))] with 1.

e) Run elimination on 9 variables to obtain x19, . . . , x27 (again in log-form).
3. Do (φ1)−1, another matrix multiplication like (φ3)−1, with different parameters.

4.5 Key Generation, First Half: Generating M1, M3, and Their Inverses

The following routine computes and stores MT
1 , (MT

1 )−1, MT
3 , (MT

3 )−1, (pij) for 8 ≤
i ≤ 18, 1 ≤ j ≤ 6 and 19 ≤ i ≤ 27, 0 ≤ j ≤ 9, c1, logg c1, and c3. Total EEPROM
space required is 2768 bytes, with 1399 bytes in private keys ((MT

1 )−1, (MT
3 )−1, the

(pij), c1, c3) and 1212 bytes of intermediate data to be used to produce the public keys.
There are 157 bytes used and erased. No more RAM than the 256 bytes of idata is
needed; in fact, only 128 bytes are necessary if a write buffer is not needed. Of course,
extra RAM helps. Recall that matrices M1, M−1

1 , M3, M−1
3 are stored transposed and

in log-form (cf. Sec. 4.3) for convenience.

1. Generate matrices M1 and (M1)−1 via LU decomposition.
a) Generate and write to EEPROM entries (in log-form) of the diagonal matrix D1

(28 non-zero bytes), the lower triangular matrix L1 (28 × 27/2 = 378 bytes,
also in log-form), and the upper triangular matrix U1 (same as above), and do so
in the area from the 1569th to 2352th bytes from the beginning (hence, leaving
the first 1568 bytes empty). The entries of L and U are generated in an unusual
format. We line L up column-first, but U will be in column-first but reverse
order, i.e.: L10, L20, . . . , Ln−1,0, L21, . . . , Ln−1,1, . . . , Ln−1,n−2 and
Un−2,n−1, . . . , U0,n−1, Un−3,n−2, . . . , U0,n−2, . . . , U23, U13, U12.

b) Invert D1, L1, U1 and write to EEPROM (in the first 784 bytes). Inverting D1
is easy. We invert L1 into L−1

1 (stored in the same format) as follows:
i. Repeat (ii.–v.) over i = 1, 2, . . . , n− 1:

ii. Read [(L1)i,i−1, . . . , (L1)n−1,i−1] from xdata into [zi, . . . , zn] in idata.
iii. For each j = i, . . . , n− 1 where zj �= 0, replace zj by (logg zj) and do:
iv. For each k = j + 1, . . . , n− 1 such that Lkj �= 0, add gm+Lkj to zk.
v. Now [zi, . . . , zn] is the column [logg(L

−1
1 )i,i−1, . . . , logg(L

−1
1 )n−1,i−1].

Write to EEPROM, or (for parts with special EEPROM/flash writing rules)
copy to a 128-byte buffer and block-write only if the buffer is full.

The same subroutine can invert U1 into U−1
1 in the same inverted column order.

c) Compute M−1
1 = U−1

1 D−1
1 L−1

1 and write to EEPROM in the next 784 bytes:
i. Read [logg((D

−1
1 )jj)] into array [dj ] in idata; repeat (ii.–v.) for i < n.
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ii. Zero out z0 to zi−1 (array z0, . . . , zn−1 is in idata); let zi = dj ; for
i + 1 ≤ j ≤ n − 1 let zj =

(
dj + logg(L

−1
1 )ji

)
mod 255. Note (cf. 1b)

that log(L−1
1 )ji was stored serially.

iii. Looping over j = i, i + 1, . . . , n− 1, do the following:
iv. For k = 0, . . . , j−1, add g(zj+logg(U−1

1 )kj) mod 255 into zk. Note that U−1
1

is in reverse order. After the k-loop, replace zj by gzj .
v. Now (end of j-loop) the [zj ] array holds the i-th column of M1. Take the

componentwise log, then write appropriately into EEPROM (cf. 1b).
Note that we used n instead of 28 because the same routines are used for M3.

d) Erase the first 784 bytes, the memory block used for D−1
1 , L−1

1 , U−1
1 .

e) Compute (and write out to the freshly erased block of 784 bytes) M1 = L1D1U1.
i. Read [logg((D1)jj)] into array [dj ] in idata; repeat (ii.–v.) for i < n.

ii. Read
(
logg(U1)ji + dj

)
mod 255 to zj (in idata) for j = 0 · · · i− 1.

iii. Let zi = di. For j = 0 · · · i, let yi = gzi , and zero out yi+1, . . . , yn−1.

iv. Looping over 0 ≤ j ≤ i, j ≤ k < n, add g(zk+logg(L1)kj)mod 255 into yk.
v. The (log yk) is the i-th column of logg M1, write to EEPROM.

f) Erase the 784-byte EEPROM block used for D1, L1, U1.
We should conclude with 1568 bytes of data and 784 freshly erased bytes.

2. Generate M3 and (M3)−1 as above, reusing the memory from Step 1. We should
have written 800 bytes of data and have 400 recently erased bytes.

3. Generate and store (pij) for 8 ≤ i ≤ 18, 1 ≤ j ≤ 7 and 19 ≤ i ≤ 27, 0 ≤ j ≤ 9
(167 bytes), reusing the memory from Step 2.

4. Generate c1 (28 bytes) and store in space left from Step 2. Compute c3 (20 bytes):
a) Storing (in idata) in the arrays c and y the componentwise log of c1.
b) Reading from the parameter table, compute φ2(c1) by looping over all indices

i = 8 · · · 27, adding each cross-term into the appropriate yi.
c) Write the log(c1)i to EEPROM. Take the logs of yi; jump to the multiplication

routine in Sec. 4.2. The result (c3) is written to EEPROM. We are done.

4.6 Key Generation, Second Half: Computing and Outputting the Public Key

After the process of Sec. 4.5, we can generate the public key in units of 20 bytes (see
Sec. 4.2). Generating the public key takes a long time, but the routine itself is simpler:

Generating Rijk: It is more convenient to compute first the coefficients of wiwj in yk:
1. Read in the i-th and j-th columns of logg M1 and place in the arrays c and c′.
2. Zero out the array z and loop over each cross-term p xαxβ in the equation for

yi (reading off parameter table) thusly:
3. Compute p [(M1)αi(M1)βj + (M1)αj(M1)βi] via logg

(
gcα+c′

β + gc′
α+cβ

)
,

adding logg p (read off the parameter table) and exponentiating. Add to zi.
4. We now have the coefficient of xixj in yk. Take the logs and multiply by M3

and jump to the matrix multiplication routine (Sec. 4.2) to get Rijk for each k.
Generating Pik: As above, except for initializing the array z to [(M1)ki]k=8···27 instead

of zeroing out z, and reading in c1 and the i-th column of M1 instead of the i-th and
j-th columns of M1.

Generating Qik: Like the above, but we only need to read a single column of the M1,
and it is faster because there is one fewer add and one fewer multiply in Eq. 4.

After each block of 20 is produced, write it to EEPROM or accumulate for buffered
output as needed. Our test code outputs every 6 blocks to get max throughput.
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5 Discussions and Conclusion

We discuss some issues germane to our study including side channel attack considera-
tions, optimization, and possible changes to the scheme to suit smart cards better.

5.1 Why Does TTS Have Faster Key Generation?

The state-of-the-art in key generation for multivariate PKC’s is probably the kind of
procedures as given by C. Wolf ([16]). At least, we can find no better, and he managed to
save 30% of running time from previous algorithms. However Wolf states, and it seems
commonly agreed to, that computations of the public polynomial using interpolation for
large field multivariates, i.e. HFE ([13]) or C∗-derivatives where the private map really
operates on some googol-sized field, take time proportional to n6. A cursory look at
Eqs. 3–5 will reveal that the number of multiplications in key generation is about n4

(really m2n2) times the average number of terms in an equation in φ2, hence O(n4).
So we expect key generation in TTS to run at about a few hundred times the speed that
SFLASH might need if they use the same dimensions.

Timings given in [2,17] support this hypothesis. We do not claim to be anywhere
close to as good 8051 programmers as the authors of [1], but the factor of n4 vs. n6 gives
an edge that makes on-card key generation passably quick as opposed to snail-like. In
general, a multivariate PKC can be called tame-like ([17]) if its central map has relatively
few terms per equation and has a fast inverse. Sec. 4.6 and Eqs. 3–5 demonstrate tame-
like-ness are useful for a smart card.

5.2 Side Channel Attack Considerations

In [1], the authors discuss defending against a possible differential-power attacks. The
structure of SFLASHv2 is somewhat simpler, but we can take similar precautions against
DPA probes to those in [1]. The steps for a DPA-safe signing are:

1. Start out with hash value z. Take a random vector z′ ∈ Km. Compute z′′ = z + z′.
2. Compute y′ = (M3)−1(z′ − c3) and y′′ = (M3)−1z′′. We see that y = y′ + y′′.
3. Take random bytes x′

i, x′′
i for i = 0 · · · 7. Loop until the systems are solvable.

4. Construct linear systems as in Sec. 4.4, except that we use twice as large a RAM
buffer, put in two systems: One filled in using the x′

i and y′
i, one with the x′′

i and y′′
i .

Note: Step 2(b)iii of Sec. 4.4 only needs to be performed on one of the matrices.
5. Run a “conjoined Gaussian” with the two matrices. A key operation is division by

the sum of the two coefficients at the pivot position. If they are c′
ii �= c′′

ii, then we can
achieve division by the pivot coefficient (c′

ii + c′′
ii) through dividing successively

with c′
ii and then by (1 + c′′

ii/c′
ii). For 9× 9 matrices, this means slightly less than

triple the number of multiplications and is time-consuming, but we eventually come
down to (x′

8 · · ·x′
16, x′′

8 · · ·x′′
16), where x′

i + x′′
i = xi.

6. For i = 17 and 18, do the following so that xi = x′
i + x′′

i .

x′
i = y′

i +
∑

pxαxβ in yi

p · (x′
αx′

β + x′′
αx′′

β); x′′
i = y′′

i +
∑

pxαxβ in yi

p · (x′′
αx′

β + x′
αx′′

β). (6)
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7. Similarly for i = 19 · · · 27 we do the “conjoined Gaussian”. We have found x′ and
x′′ that sum to the x of Sec. 2 at about one-quarter speed.

8. Compute w′ = (M1)−1x′ and w′′ = (M1)−1(x′′ − c1). Output w = w′ + w′′.

Since TTS(20, 28), like SFLASHv2 uses each byte of the entire key continuously, it
should be as safe as SFLASHv2 under the same attacks. The signing code expands to
about 3.2 kB, and the speed is between a third and a quarter of what it was (still ok).
This is obviously not optimal programming and we should be able to optimize it better.

5.3 Optimization Concerns

Since we are only doing proof-of-concept work we used C51-compiled code with only
a few key routines hand-coded 8051 assembly. This is not the optimal performance
available from our hardware, but is a lot better than using just C51, and saves many
man-hours compared to doing assembly from the ground up. We feel that we are not
giving up much in the way of performance because this is common practice in software
design. A local expert on the 8051 offered his opinion that we might be able to improve
it by a factor of two in pure assembly. However, the quaint, quirky 8051 architecture
severely restricts our options. There is only so much possible with our limited resources,
especially the single pointer into xdata. Some notes on optimization possibilities:

– Of particularly note is the idiosyncratic ways the arrays were arranged in memory.
We do not have hard proofs but believe that this arrangement is already correctly
optimized under the circumstances.

– If the μC has access to 1.5kB of xdata RAM, all the temporary data can stay in
RAM and we need not erase from EEPROM at all during key generation. Even 1
kB RAM would make life easier.

– The movx A,@Ri command that use the output latch P0 for the high byte of the
address line and the register R0 or R1 for the low byte is seldom used, because I/O
lines from the outside often get in the way, changing the value of the latch when it
shouldn’t. With custom solutions, it is possible to have programs up to 20% faster
by using these specialized commands.

– An n $→ logg(1 + gn) table can help. Let this table be E. When computing Rijk

(Sec. 4.6), we need to do
[
logg

(
gcα+c′

β + gc′
α+cβ

)
+ logg p

]
mod 255. Instead,

we can save lookups via
[
(cα + c′

β) + E[c′
α + cβ − (cα + c′

β)] + logg p
]

mod 255.
– We never really rewrote our programs for parts with dual DPTR’s. With proper uti-

lization, this is said to increase the speed by some 25% for array-heavy code.
– With the base field K = GF(27), the signing can run with the exponential table

in idata (did the designer of SFLASH think of this?). More extremely, with K =
GF(26), both the log and the exponential table can fit into the idata. We can change
to a (GF(27))28 $→ (GF(27))36 version of TTS for speed if key size and extra RAM
storage is not a problem. Preliminary tests show that it is about 13% faster.

5.4 Conclusion

We believe that our test result shows the TTS family of multivariate signature schemes
in general and TTS(20, 28) in particular to be very speedy. Not only is it fast, but it also
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consumes little enough resources that it definitely merits further attention as an on-card
solution. The family of schemes has great potential for use in low-cost smart cards,
especially those without a cryptographic coprocessor.

We note that TTS(20, 28) by current estimates should be at least as secure as RSA-
1024, and TTS(24, 32) at least as secure to RSA-1536 (cf. [17]). Even if this estimate is
slightly off, the speed of the implementations should still make TTS quite useful for smart
cards. Furthermore, TTS is clearly an extensible system and we did an implementation
for the following central map ([17])

yi = xi +
∑7

j=1 pijxjx8+(i+j+1 mod 10), i = 8 · · · 17;
yi = xi + pi1xi−17xi−14 + pi2xi−16xi−15 + pi3xi−10xi−1 + pi4xi−9xi−2

+pi5xi−8xi−3 + pi6xi−7xi−4 + pi7xi−6xi−5, i = 18 · · · 21;

yi = xi + pi,0xi−10xi−14 +
∑i

j=22 pi,j−21 x2(i−j) xj

+
∑31

j=i+1 pi,j−21 xi−j+21 xj , i = 22 · · · 31.

This scheme has m = 24 (192-bit hashes) and n = 32. We tabulate our new test results
with the old. Again, only the i8032AH code ran the elimination entirely in idata.

As we observed in Sec. 5.3, we expect to improve on our work still. All in all, we
think that we have shown TTS and similar variants are worth more attention.

Table 2. Summary for TTS on a 8051

Scheme Controller
PrivKey
Length

Signing
Time

Signing
Code

Keygen
Time

Keygen
Code

Extra
eeprom

Setup
Time

TTS(20, 28)
i8032AH

1399 B
144ms 1.5 kB

78.5 s

4.2 kB

1.2 kB
7.7s

i8051AH 170ms
1.6 kBW77E58 60ms 38.3 s 3.6s

TTS(24, 32)
i8032AH

1534 B
191ms 1.5 kB

134 s
1.6 kB

11.7s
i8051AH 227ms

1.6 kBW77E58 85ms 65.2 s 5.4s

Acknowledgments. We thank Messrs. Po-Yi Huang and Sam Tsai of Solutioninside Inc.
for technical assistance, and to Messrs. Bo-Yuan Peng and Hsu-Cheng Tsai of National
Taiwan University for commentary and discussion. We thank the anonymous referees
for their suggestions and constructive criticism. The first author would also like to thank
his beloved Ping.

References

1. M. Akkar, N. Courtois, R. Duteuil, and L. Goubin, A Fast and Secure Implementation of
SFLASH, PKC 2003, lncs v. 2567, pp. 267–278.

2. J.-M. Chen and B.-Y. Yang, A More Secure and Efficacious TTS Scheme, ICISC ’03, lncs v.
2971, pp. 320-338; full version at http://eprint.iacr.org/2003/160.

3. D. Coppersmith, J. Stern, and S. Vaudenay, The Security of the Birational Permutation Sig-
nature Schemes, Journal of Cryptology, 10(3), 1997, pp. 207–221.



TTS: High-Speed Signatures on a Low-Cost Smart Card 383

4. J. Daemen and V. Rijmen, The Design of Rijndael, AES - The Advanced Encryption Standard.
Springer-Verlag, 2002.

5. H. Fell and W. Diffie, Analysis of a Public Key Approach Based on Polynomial Substitution,
Crypto’85, lncs v. 218, pp. 340–349.

6. L. Goubin and N. Courtois, Cryptanalysis of the TTM Cryptosystem, Asiacrypt 2000, lncs
v. 1976, pp. 44–57.

7. A. Kipnis, J. Patarin, and L. Goubin, Unbalanced Oil and Vinegar Signature Schemes,
Crypto’99, lncs v. 1592, pp. 206–222.

8. A. Kipnis and A. Shamir, Cryptanalysis of the Oil and Vinegar Signature Scheme, Crypto’98,
lncs v. 1462, pp. 257–266.

9. T. Matsumoto and H. Imai, Public Quadratic Polynomial-Tuples for Efficient Signature-
Verification and Message-Encryption, Eurocrypt’88, lncs v. 330, pp. 419–453.

10. T. Moh, A Public Key System with Signature and Master Key Functions, Communications in
Algebra, 27 (1999), pp. 2207–2222.

11. The NESSIE project webpage: http://www.cryptonessie.org.
12. J. Patarin, Cryptanalysis of the Matsumoto and Imai Public Key Scheme of Eurocrypt’88,

Crypto’95, lncs v. 963, pp. 248–261.
13. J. Patarin, Hidden Fields Equations (HFE) and Isomorphisms of Polynomials (IP): Two New

Families of Asymmetric Algorithms, Eurocrypt’96, lncs v. 1070, pp. 33–48.
14. J. Patarin, L. Goubin, and N. Courtois, C∗

−+ and HM: Variations Around Two Schemes of T.
Matsumoto and H. Imai, Asiacrypt’98, lncs v. 1514, pp. 35–49.

15. J. Patarin, N. Courtois, and L. Goubin, FLASH, a Fast Multivariate Signature Algorithm,
CT-RSA 2001, lncs v. 2020, pp. 298–307. Updated version available at [11].

16. C. Wolf, Efficient Public Key Generation for Multivariate Cryptosystems, preprint, available
at http://eprint.iacr.org/2003/089/.

17. B.-Y. Yang and J.-M. Chen, Rank Attacks and Defence in Tame-Like Multivariate PKC’s, see
http://eprint.iacr.org/2004/061.

A Architecture of 8051-Based Smart Cards

We summarize the specifics of our hardware platforms for implementation and testing.
Some discussion about clock vs. actual execution speed can be found in Sec. 1 (following
Tab. 372).

A.1 Storage Areas on an 8051-Based Smart Card

The general structure of an 8051-based 8-bit microcontroller (μC) core is the same
across implementations. The chip usually has a CPU portion plus some extra memory.
On a 8051-like device, we have the following different locations for data storage:

data. The 128 bytes of on-chip high-speed RAM directly addressable by the 8051 core
in one instruction cycle. Sometimes referred to as “Register RAM” because in effect
they are registers, like the zeroth page of the 6502 and other 8-bit CPUs.A peculiarity
of the 8051 instruction set is that some data can be accessed bitwise as flags. This
saves valuable data space as well as instructions.

idata. On-chip high-speed RAM that may be accessed in indirect address mode through
a byte-long pointer (either of the special registers R0 or R1) in one instruction cycle.
The data can also be accessed this way and is considered part of the idata. Almost
every 8051-compatibles has the 128 extra bytes of idata for 256 bytes total.
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code. ROM, not writable. May be only read indirectly through the Data Pointer (DPTR)
register with a fixed latency (normally 2 instruction cycles on a cheap part) via a
special movc command. An 8051-like μC can address up to 64 kB of code ROM.

xdata. Off-chip read-write memory, accessible only via the movx command, with indi-
rection through either DPTR or a combination of the I/O port register P0 and either
of the special register R0 and R1. Normally movx takes 2 instruction cycles, but on
a high-end part there may be banks of memory with different latency, and a special
register to control the access time.

One expect xdata to be RAM, and because the movx/movc commands both set signals
lines, effectively adding an extra address line, an 8051-like part can theoretically address
64kB of ROM (code) and 64kB of RAM (xdata) for 128kB memory. However, when
the μC does not use more than 64kB total, as a rule the control lines are wired together
for convenience2, and code and data are read identically. Another important point is that
read-write memory can be EEPROM or flash memory as well as RAM:

– RAM for a μC is usually costly SRAM. In theory there may be as much as 64kB,
but there is often only 256B, seldom more than 1kB and almost never more than
2kB. A smart card intended for RSA or ECC work will always have at least 1 kB
(usually 1.5kB), because there is a lot of data and co-processors also need memory.

– We will use EEPROM and flash memory as synonyms like most people, although
EEPROM can often be written to much faster and far more times than flash.
A μC may have no EEPROM at all or as much as 64kB. Reading EEPROM is just
like reading off-chip RAM, but completing a write into one EEPROM location takes
about 50μs and erasing (resetting it into a writable state) takes much longer, about
5ms per access. Often erasure and sometimes writes must be by lines, which are
units of access that may be 8 to 128 bytes each. Control signals from the EEPROM
can be polled via I/O port latches to tell the programmer whether the EEPROM is
ready for writing or successfully written. After an EEPROM address is written to
but before the requisite amount of time (some 100 instruction cycles or more) has
elapsed, reading that location generates unpredictable results.

There are several modes of writing into EEPROM/flash, and a given part normally does
only one. There are 8051 parts with safeguards against loss of power and a block-write
operation with a same latency of 5ms per 128-byte block, but these tend to be very
expensive parts. In parts without the power-failure guard and block-writing features,
EEPROM is essentially accessed like RAM, but the program needs to check manually
the signal lines. If you are safety-minded, you check first, write, then keep checking the
signals to make sure that it is done properly. A more cavalier designer would go about
his business after the write is issued, but would presumably do some error-checking.

A.2 The 8051-Based Parts We Tested and Their Characteristics

Intel 8051AH. One of the original MCS-51 NMOS single-chip 8-bit microcontroller
parts, with 32 I/O lines, 2 Timers/Counters, 5 Interrupts/2 Priority Levels, and 128
bytes on-chip RAM (i.e. no extra idata). It has 2 kB of on-chip ROM.

2 movx also can often be faster than movc on high-end parts for a speed advantage.
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Intel 8032AH. A stripped-down 8052; just like the i8051 except for having 3 Timers
(Counters), 6 Interrupts/4 priority levels, no ROM and 128B more RAM on-chip.

Winbond W77E58. A more upscale CMOS part, with 36 I/O lines, 3 Timers/Counters,
12 Interrupts/2 priority levels, and 256 bytes on-chip RAM. 32kB ROM built-in.
Its big pluses are: Dual Data Pointers (so that using two off-chip memory blocks
is a lot faster), 1kB extra on-chip SRAM (appropriately latched for optimal movx
access), and the fact that it is “4T”, i.e., many frequently used instructions takes 4
clock cycles to execute, so it is up to 3 times faster at the same nominal clock.

Dual Data Pointers is a common goodie in high-end 8051-like parts. By toggling a
special flag bit, the programmer can switch between two possible DPTR’s, which means
that the μC can quickly access two different look-up tables, among other things.

A.3 Random Number Generation and Other I/O Concerns on an 8051

For modern-day PKI applications, security concerns dictate that keys be generated on-
card. The private key should stay there, never read by any human. The public key can
be released off-card to a PC or other device when the appropriate commands are issued.
A hardware random-number generator must be accessible on-card by the CPU for this
purpose. If only signing is needed, then the RNG does not need to be all that fast, because
with each signing action only around 8 bytes of entropy is needed. During key generation,
it is better to have a faster RNG; it is feasible that a cryptography-grade software PRNG
be used, seeded with a hardware randomness source. It would be slow, but not overly so.
According to local vendors, in practice the marginal cost of adding a hardware RNG is
very low, essentially nil.

Access to random number generation hardware is either implemented via an I/O port
read or as special memory whence a random byte can always be read. Usually it is as
easy as using a single movx instruction (takes about 4 instruction cycles including setup).
In our tests, the sampling of a random byte is implemented as a separate “black-box”
routine in assembly that returns a value after about 10 instruction cycles, because we
wish to account for slower hardware RNG implementations.

For signing, it is assumed that only the hash value of a message needs to be passed
into a smart card. For key generation, the smart card needs to be able to save the key to
EEPROM (flash memory) or spitted out of the card in blocks of an appropriate size. In
general, the smart card is wired up to transmit data only in blocks of 128 or 256 bytes (at
most) at a time, and the transfer rate is about 9600 baud, which makes for an effective
bandwidth of at most 1 kB/s.
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∗
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dividing p2 −p+1 by their trace over Fp2 . Compared with the usual rep-
resentation, this one achieves a ratio of three between security size and
manipulated data. Consequently very promising performance compared
with RSA and ECC are expected.
In this paper, we are dealing with hardware implementation of XTR,
and more precisely with Field Programmable Gate Array (FPGA). The
intrinsic parallelism of such a device is combined with efficient modular
multiplication algorithms to obtain effective implementation(s) of XTR
with respect to time and area.
We also compare our implementations with hardware implementations
of RSA and ECC. This shows that XTR achieves a very high level of
speed with small area requirements: an XTR exponentiation is carried
out in less than 0.21 ms at a frequency beyond 150 MHz.
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1 Introduction and Basics

Nowadays more and more applications need security components. However, these
requirements should not interfere with the performance, otherwise security would
be disregarded. Ideally, the best solution is when security does not penalize the
application. However, two ways are possible to achieve this characteristic: design
efficient primitive algorithms and/or try to find fast and optimized implementa-
tions of existing algorithms.

XTR, first presented in [12], has been designed as a classical discrete loga-
rithm (crypto)system, see also [11]. However, element representation is done in
a special form that allows efficient computation and small communications. This
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system also has the advantage of very efficient parameter generations. As shown
in [26], the performance of XTR is competitive with RSA in software implemen-
tations, see also [7] for a performance comparison of XTR and an alternative
compression method proposed in [22]. Mainly two kinds of implementation have
to be distinguished: software and hardware. The latter generally allows a very
high level of performance since “dedicated” circuits are developed. Moreover it
also provides designers with a large array of implementation strategies. This is
particularly true for the size of multiplier, possible parallel processing, stages of
pipelining, and algorithm strategies. In this paper, we propose an efficient hard-
ware implementation of this primitive that can be used for asymmetric digital
signature, key exchange and asymmetric encryption. To our knowledge this is
the first hardware implementation of XTR.

In 1994, Smith and Skinner introduced the LUC public key cryptosystem [24]
based on Lucas function. This is an analog to discrete logarithm over F

∗
p2 with

elements of order p + 1 represented by their trace over Fp. More recently, Gong
and Harn [6] used a similar idea with elements in F

∗
p3 of order p2 +p+1. Finally,

Lentra and Verheul proposed XTR in [12], that represents elements of F
∗
p6 with

order (dividing) p2− p + 1 by their trace over Fp2 . These representations induce
security over the fields F

∗
pi , with i = 2, 3, 6 with respect to LUC, Gong-Harn

or XTR cryptosystems, whereas numbers manipulated are over Fp2 for XTR or
Fp for the others. XTR is the most efficient out of the three since it allows a
reduction factor of 3 between size of security and size of manipulated numbers.

Parameter p is chosen as a prime number. Another condition for security
requirements is that there exists a sufficiently large prime number q that divides
p2 − p + 1. Typically, p is chosen as a 160-bit integer whereas q is a 170-bit
integer. With these parameters, XTR security is considered as “equivalent” to
RSA security with 1024-bit modulus or an elliptic curve cryptosystem (ECC)
based on 160-bit field. The parameter p is also chosen to be equivalent to 2
modulo 3. In this case, Fp2 is isomorphic to Fp[X]/(X2 + X + 1). If α denotes
the root of (X2 + X + 1), then (α, α2) is a normal basis of Fp2 over Fp. Finally,
any element of Fp2 can be represented as (x1, x2) with x1, x2 ∈ Fp.

XTR operations are performed over Fp2 . This is achieved by representing
elements of the subgroup of F

∗
p6 of order q (dividing p2−p+1), generated by g, by

their trace over Fp2 . Trace over Fp2 of an element is just the sum of its conjugates.
Let a be an element of < g >, then Tr(a) := TrFp6/Fp2 (a) = a + ap2

+ ap4
and

Tr(a) ∈ Fp2 .
Let x and y be two elements of Fp2 represented respectively by (x1, x2) and

(y1, y2), then it is shown in [12, Lem. 2.1.1] that

1. xp is represented by (x2, x1) and this way computing xp from x is obtained
by permuting elements representing x,

2. x2 is represented by (x2(x2−2x1), x1(x1−2x2)) and this way computing x2

is done with two multiplications in Fp,
3. x · y is represented by (x2y2−x1y2−x2y1, x1y1−x1y2−x2y1) or by (x1y1 +

2x2y2 − (x1 + x2)(y1 + y2), 2x1y1 + x2y2 − (x1 + x2)(y1 + y2)) and this way
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the product of two Fp2-elements is obtained through three multiplications in
Fp.

4. x ·z−y ·zp is represented by (z1(y1−x2−y2)+z2(x2−x1 +y2), z1(x1−x2−
y1) + z2(y2 − x1 + y1)) and this way this special operation on Fp2-elements
is obtained through four multiplications in Fp.

In the remainder of this paper, we follow the notation used in [12,13,14,15,26].
We denote Tr(g) by c and for any integer k, Tr(gk) by ck. The basic operation
with XTR is the analog to exponentiation, i.e. from an integer k and a subgroup
element g of F

∗
p6 , computing Tr(gk). This is performed in an efficient way by

using formulæ from [13, Cor. 2.3.3] quoted below:

1. c2n = c2
n − 2cp

n; it is obtained with two multiplications in Fp.
2. cn+2 = c · cn+1− cp · cn + cn−1; it is obtained with four multiplications in Fp.
3. c2n−1 = cn−1 · cn − cp · cp

n + cp
n+1; it is obtained with four multiplications in

Fp.
4. c2n+1 = cn+1 · cn − c · cp

n + cp
n−1; it is obtained with four multiplications in

Fp.

With the previous formulæ an XTR exponentiation is carried out using Algo-
rithm 1.1 from [13].

Algorithm 1.1 Computation of Sn(c) given n and c, from [13, Algorithm 2.3.5]
Input: n =

∑r
j=0 nj2j and c

Output: Sn(c) = (cn−1, cn, cn+1)

if n < 0 then apply this algorithm to −n and c, then use negative result.
if n = 0 then S0(c) ← (cp, 3, c).
if n = 1 then S1(c) ← (3, c, c2 − 2cp).
if n = 2 then use formulæ from App.A and S1(c) to compute c3.
else S0(c) ← S1(c) and m ← n.

if m is even then m ← m − 1.
m ← m − 1

2
, k = 1,

Sk(c) ← S3(c) with formulæ in App.A.
m =

∑r
j=0 mj2j with mj ∈ {0, 1} and mr = 1.

for j from r − 1 to 0 do
if mj = 0 then compute S2k(c) from Sk(c)

(using formulæ from App.A).
if mj = 1 then compute S2k+1(c) from Sk(c)

(using formulæ from App.A).
k ← 2k + mj

if n is even then use Sm(c) to compute Sm+1(c) and m ← m + 1.
return Sn(c) = Sm(c)

We can first remark that computing S2k(c) or S2k+1(c) is done exactly in
the same manner. More importantly, triplet representing S2k(c) and S2k+1(c)
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can be calculated independently. This is one of the very useful characteristic of
XTR that allows us to reach a very high speed performance in our hardware
implementation.

This paper is organized as follows. Next section deals with modular product
evaluation. A new algorithm, of independent interest, using a look-up table is
presented together with an algorithm proposed by Koç and Hung [9]. Based on
these two algorithms, Section 3 presents the main results of this paper: implemen-
tation choices and performance obtained to compute an XTR exponentiation.
We also make comparison between hardware implementations of XTR and other
cryptosystems like RSA and ECC. Finally, we conclude in Section 4.

2 Algorithms: Implementation Options

As already shown in Section 1.1, XTR exponentiation is done with a very uni-
form set of operations. Contrary to classical exponentiation where a ‘square-and-
multiply’ algorithm is used, the only changes at each loop of XTR are the inputs.
According to the bit of the exponent expressed as binary expansion, S2k(c) or
S2k+1(c) are computed from Sk(c). Details of performed operations over Fp are
given in Appendix A.

Costly operations are products of elements. This can be done using the Koç
and Hung algorithm from [9]. An alternative is simply to use a look-up table.

2.1 Modular Multiplication in Hardware

Let A and B be two integers. The product of A and B cannot be achieved
in one single step without a big loss in timing performance and in consumed
hardware resources (area). Thus this product is usually obtained by iteratively
accumulating partial products aiB. This type of multiplier is also called scaling
accumulator or shift-and-add method. One of the advantages is that only one
single adder is reused for all the multiplication steps.

Unfortunately, when large numbers have to be manipulated, typically 1024-
bit with RSA, the important length of the carry chain may become an issue.
This is especially true when using reconfigurable hardware where the length of
fast carry chains is limited to the size of columns. An alternative is the use of
redundant representations, i.e. carry-save representations. This eliminates the
carry propagation delay. The delay of a carry-save adder (CSA) is independent
of the length of operands.

Many different algorithms to compute modular multiplication using the shift-
and-add technique exist in the literature [2,4,17,21,23]. Most of them suggest
interleaving the reduction step with the accumulating one in order to save hard-
ware resources and computation time. The usual principle is to compute or
estimate the quotient Q = �U/p� and then subtract the required amount from
the intermediate result.
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2.2 Modular Multiplication Using Look-Up Table

As aforementioned, redundant representations can lead to very good timing per-
formances. Moreover, to obtain a light hardware, we have chosen to base the
multiplication on a scaling accumulator. In order to prevent the growth in length
of the temporary value of the product, the addition steps are interleaved with
the reduction ones.

Let p be a prime of l bits, such as 2l−1 < p < 2l. Let A and B be two
integers, 0 ≤ A, B < p. Then, the modular multiplication of A and B can simply
be written as

A.B mod p =
(∑

i

(ai.B.2i mod p)
)

mod p

= (al−1.B.2l−1 mod p + . . . ) mod p

=
(
((. . . (((al−1.B mod p).2 + al−2.B) mod p).2

+ . . . ) mod p).2 + a0.B
)

mod p

This suggests the successive reduction of the temporary value in the case
of ‘left-to-right’ multiplication. Our fairly simple idea is based on the following
observation: reduction can be carried out using a look-up table.

If S and C denote the redundant representation, the three most significant
bits (MSB) of S and C are extracted and added together. The corresponding
reduced number is then chosen among the precalculated values. All the 23+1−1 =
15 possible cases are stored in memory. The reduced number is then added
with the two MSB-free values, pre-multiplied by 2 before being re-used in the
multiplication loop. The next partial product aiB is also added providing a new
S and C pair of redundant representation.

The operation is repeated until all bits of A have been covered. Eventually
the values are processed one last time, but without new partial product input.
This extra step guarantees the sum of the redundant vectors to be lower than
2p. After the step −1, the result then requires at most one final reduction. This
can be simply proven by the observation that after step 0: S, C < 2l−2. After the
shift and the addition with the feedback of the residues: S + C < 2l + 2p. Since
2l < 2p, the following relation holds: S + C < 4p. Finally, dividing the result by
2 gives R < 2p. Algorithm 2.1 gives a detailed description.

2.3 Modular Multiplication with Sign Estimation Technique

Another type of algorithm (more advanced) was proposed by Koç and Hung
in [9]. Once again, it interleaves the reduction step with the addition of the partial
product and the intermediate result is stored in redundant representation.

This algorithm is based on the following clever idea: the sign of the number
represented by the carry-sum pair can be evaluated and used to add/subtract
a multiple of the modulus in order to keep the intermediate result within two
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Algorithm 2.1 Algorithm for computing modular multiplication
Input: 0 < A, B < p and 2l−1 < p < 2l

Output: R = AB mod p

Sl := 0, Cl := 0, a−1 := 0.
for i from l − 1 to −1 do

(S′
i, C

′
i) := 2(Si+1 mod 2l−2) + 2(Ci+1 mod 2l−2) + aiB.

(Si, Ci) := S′
i + C′

i + 2
[
(Si+1 div 2l−2 + Ci+1 div 2l−2).2l−2 mod p

]
.

R = (S−1 + C−1)/2.
if R > p then R := R − p.
return R.

Algorithm 2.2 Algorithm from [9], computing modular multiplication
Input: 0 < A, B < p and 2l−1 < p < 2l

Output: R = AB mod p

p′ = 8p, S := 0, C := 0
for i from l − 1 to −3 do .

if ES(S, C) = (+) then (S, C) := 2S + 2C + aiB − p′.
else if ES(S, C) = (−) then (S, C) := 2S + 2C + aiB + p′.
else (S, C) := 2S + 2C + aiB.

loop invariant: S + C ∈ [ − 3p′
4 , 7p′

8

)
.

R := S + C.
if R < 0 then R := R + p′.
return R/8.

boundaries. This is done by ES(S, C). The sign estimation requires to add the
5 MSB of the two vectors S and C.

The skeleton is given in Algorithm 2.2 and we refer the interested reader to [9]
for further details.

3 Implementation Results

3.1 Methodology

After having introduced a new algorithm for modular multiplication using look-
up table in the intermediate reductions and having recalled the Koç and Hung
algorithm, let us now consider the subject of this paper: XTR implementation.
In this section, the global approach of the design is discussed and two architec-
tures are presented. Implementation results and performances are given as well.
Particular considerations about scalability and portability conclude the section.

One of our purposes for implementing XTR architectures on reconfigurable
hardware is to achieve a well-balanced trade-off between hardware size and fre-
quency. Nevertheless, particular care has been taken to keep the architectures
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open to all kinds of FPGAs. This is the reason why some available features
have not been used, e.g. internal multipliers. This way, designs can be directly
synthesized, whatever the device target.

Even if our architecture is more general than an FPGA oriented implemen-
tation, we decide to adopt the classical design methodology described in [25].
The authors introduced the concept of hardware efficiency which could be rep-
resented as the ratio Nbr. of registers / Nbr. of LUTs. To achieve a high level
of sub-pipelining, this ratio must be as close as possible to one. This was pre-
sented in the view of designing efficient implementation of symmetric ciphers
but remains partially true for general designs, at least it suggests a method.
And while implementing our design, we tried to use this concept to reach high
clock frequency. Implementation results appear in Section 3.

As aforementioned, the ‘parallel characteristic’ of XTR is obvious. Indeed,
each component of Sn(c), with n = 4k or 4k+1, can be computed independently.
As an illustration, if we consider elliptic curve cryptosystems point addition or
doubling, many dependencies exist during computation, see [1]. This issue is re-
moved using the Montgomery ladder principle, see for an overview [8]. Moreover
each element of F

∗
p2 is represented as a couple. Each component of the couple

is evaluated at the same time and independently. Then computations for the α
and α2 components are similar and can thus be executed separately. This means
that Sn(c) is represented by 6 components that can be evaluated independently.
A closer look shows that the computation of c4k+1 (and/or c4k+3) is composed
of two parts alike, with a final addition. Hence it is possible to process one step
of the encryption at once in parallel with eight independent processes.

Furthermore, operations are quite similar. A generic cell can easily be derived
to design a generic process unit able to perform the encryption in a sequential
mode, at a lighter hardware cost. This also underlined the flexibility of design
allowed by XTR.

Parallel designs are presented underneath. The general layout of both archi-
tectures is as follows. A 160-bit shift register containing n produces the MSB m
on each iteration 1.1. With respect to this bit, different multiplexors forward the
data to the inputs of the corresponding processing units. Each of them computes
its data and returns the results to the multiplexors, for the next iterations.

The core of the process unit is the modular multiplier. It is preceded by some
logic dealing with the preliminary additions and subtractions. Its result is stored
in a shift-register.

3.2 Architectures of a Process Unit

The internal structures of Koç and Hung algorithm and ours are displayed in
Fig. 1. Our look-up table based algorithm is centered around two CSA taking
as input the partial product aiB, the (l − 2)-bit truncated result vectors and
the reduced values based on the 3 most significant bits. The originality of this
method is due to the modular reduction technique. Just recall the Algorithm 2.1:
the most significant bits are extracted and added together in order to keep the
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intermediate values in fixed boundaries. According to the initial values (Sl =
Cl = 0), the utmost limits are 0 ≤ Si, Ci < 2l+1. The 15 possible values for

(Si+1 div 2l−2 + Ci+1 div 2l−2).2l−2 mod p (1)

are precalculated according to p and stored in the memory (denoted M in the
figure). Both 3-bit MSB are added together in order to produce 4-bit address.
The memory can thus be mapped by the use of l LUT. Throughout each iteration
of the multiplication, a new partial product is inserted and the feedback values
must therefore be doubled.
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(a) Implementation of Koç and Hung algorithm and (b) of ours.

Fig. 1. The two modular multiplication algorithms.

As previously explained, one final iteration without inserting a new partial
product ensures the final result to be under 2p. After addition by a ripple carry
adder (RCA), there may thus be an extra p left over. It is easily handled by
the use of another RCA and a multiplexor, as suggested in [20]. The RCA uses
the fast carry chain available on every FPGA. Nevertheless the carry chain for
a 170-bit RCA would lengthen the critical path. They are then composed of
pipelined smaller RCAs.

The implementation structure of the Koç and Hung algorithm is very similar
to ours. Most of the design choices were identical for both algorithms. The main
difference lies in the number of bits taken to evaluate the estimation function
(i.e. 2 × 5 for Koç and Hung algorithm and 2 × 3 for ours). Moreover the Koç
and Hung algorithm keeps the whole value intact (no truncation is applied after
the registers S and C), this requires thus a bus length of l + 4-bit.
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3.3 Discussion About Algorithms Performances

Efficiency of two implementations is always difficult to compare. The same algo-
rithm could lead to very different performances depending on the type of device
used (ASIC or FPGA) and on the technology (0.12μm CMOS for Virtex II),
on the cleverness of designers (smart trade-offs between area and latency) and
finally on the options chosen for place-and-route (PAR).

Algorithms described above present many similarities. They require two
CSAs of size O(l), a module of last reduction and an estimation function feed-
ing a look-up table. Both of them shift their feedbacked S and C pair at each
iteration. Koç-Hung algorithm requires less memory than ours. However, the
estimation function given by Koç-Hung takes 2 × 5 inputs, and our algorithm
takes 2× 3 inputs.

A Field Programmable Gate Array is a tool situated between hardware and
software. With the increase of powerful internal features it becomes very com-
petitive compared to ASIC. We used FPGA to implement our design. This gives
an advantage to our algorithm in terms of latency (critical path) with small area
increase.

Most FPGA devices use 4-input look-up tables (LUTs) to implement function
generators. Four independent inputs are provided into each of the 2 function
generators in a slice. Then, any boolean function of four inputs can be mapped
in a LUT. So the propagation delay is independent of the function implemented.
Moreover, each Virtex slice contains two multiplexers (MUXF5 and MUXF6).
This allows the combination of slices to obtain higher-level logic functions (any
function of 5 or 6 inputs)1.

From these considerations, we can consider the delay of the 2 estimation
functions. In our algorithm, the estimation function can be mapped as a 6-input
boolean function with a propagation delay of 1 LUT. In the case of Koç-Hung
algorithm a 10-input function must be implemented, so 2 stages of LUT are
needed. This implies a latency of 2 LUTs.

This endows to our algorithm an advantage for an FPGA implementation but
the two algorithms have very similar performances and it is difficult to evaluate
the performance for Koç and Hung algorithm using another technology. Table 1
gives the synthesis result of our implementation. We can see that our algorithm
can achieve a higher frequency, as expected.

Table 1. Evaluation of the performances between the two algorithms

Our Implem- Nbr. of Nbr. of Nbr. of Freq Hardware Efficiency AT complexity
entation LUT FF. Slices (MHz) Nbr. Reg/Nbr. LUT (slices*cycles/freq.)
of K-H 1,402 1,230 805 189.2 0.88 7.5 e-4
of LUT 1,450 1,246 857 203.3 0.86 7.6 e-4

1 In Virtex II family, up to 8 slices can be combined with similar multiplexers.
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In [3], the complexity of the implementation of a binary multiplication is for-
mally defined. This definition includes many parameters such as the technology
used, the area and time required and the length of the operand. In this way,
we decide to adopt an Area-Time Complexity and then the product AT as an
element of comparison of the algorithms we implemented.

3.4 Performances

As far as we know, this paper is the first dealing with XTR cryptosystem im-
plementation on reconfigurable hardware. Even if it is not fully satisfactory, we
decided to compare it with the best existing implementations (as we know) of
the RSA algorithm [5,16] and elliptic curve processors [18,19]. Table 2 indicates
that our implementation is definitely competitive with respect to other designs
for equivalent security. Note that no assumption on the form of p has been made:
this freedom brings an enormous flexibility in the use of our designs.

Table 2. Evaluation of the performances between different public-key cryptosystems.
(-) denotes unknown values.

Implement- Technology Nbr. of Nbr. of Nbr. of Block Freq Comput.
ation LUT FF. Slices RAM (MHz) Time (ms)

RSA 1024 Xilinx - - 27,304 0 45.6 3.1
[5] XC40250XV-9

RSA 1024 Xilinx - - 24,767 0 100.49 2.63
[16] XC2V6000

ECP [18] Xilinx 3,002 1,769 - 10 76.7 0.21
GF (2m) XCV400E-8
ECP [19] Xilinx 11,416 5,735 - 35 40 3
GF (p) XCV1000E-8
XTR Xilinx 17,903 13,509 10,607 0 150 0.21

with K-H XC2V6000-6
XTR Xilinx 18,103 13,752 10,737 0 162.4 0.21

with LUT XC2V6000-6

Our designs were synthesized on a Virtex2 XC2V6000-6-FF152, which con-
tains 33,792 Slices, 144 Select RAM Blocks, 144 18-bit x 18-bit Multipliers. The
synthesis was performed with Synplify Pro 7.3 (SYNPLICITY) and automatic
place-and-route (PAR) was carried out with XILINX ISE 6.1i. Moreover, con-
cerning the timing performances, we decided to pack the input/output registers
of our implementation into the input/output blocks (IOB) in order to try and
reach the achievable performance.
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4 Conclusion

In this article, the first implementation of the XTR (crypto)system on reconfig-
urable hardware (FPGA) is presented. Various implementations are discussed.
Evaluation of modular products is the costly part. This can be carried out using
the clever algorithm from Koç and Hung. We also propose a (competitive) alter-
native based on look-up table. The performances of these two algorithms seem
to be in a similar gap.

The main subject of this paper is XTR implementation. The intrinsic par-
allelism of XTR allows us to obtain a very high level of performance with very
small memory requirements. Compared with RSA exponentiation, XTR appears
as a very interesting alternative in hardware: an XTR exponentiation is carried
out in about 0.21 ms at frequency beyond 150 MHz.

Moreover, implementations are fully generic and have been designed for any
FPGA device without using any particular feature. Portability is then another
characteristic of our designs. Once again there is absolutely no constraint on p
(characteristic of the field over which XTR is defined). Designs are dedicated to
any p up to 170 bits and it would be obvious to oversize their length. Eventually,
using special forms of p (e.g. Mersenne primes as used for elliptic curves) could
lead to considerable improvements, to the detriment of the present generality.

We stress that porting our implementation on ASIC would also underline the
very good efficiency of XTR compared with RSA or elliptic curve cryptosystems.
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would also like to thank anonymous reviewers for their useful observations.
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A Details of Basic XTR Operations

To compute S2k = (c4k, c4k+1, c4k+2) from Sk(c2k, c2k+1, c2k+2), the following
operations are required:

c4k = c2
2k − 2cp

2k

=
(
c2k,2(c2k,2 − 2c2k,1 − 2)

)
α +

(
c2k,1(c2k,1 − 2c2k,2 − 2)

)
α2

c4k+1 = c2(2k+1)−1 = c2kc2k+1 − cpcp
2k+1 + cp

2k+2

=
(
c2k+1,1(c1,2 − c2k,2 − c1,1) + c2k+1,2(c2k,2 − c2k,1 + c1,1) + c2k+2,2

)
α

+
(
c2k+1,1(c2k,1 − c2k,2 + c1,2) + c2k+1,2(c1,1 − c2k,1 − c1,2) + c2k+2,1

)
α2

c4k+2 = c2
2k+1 − 2cp

2k+1

=
(
c2k+1,2(c2k+1,2 − 2c2k+1,1 − 2)

)
α +

(
c2k+1,1(c2k+1,1 − 2c2k+1,2 − 2)

)
α2
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Computing S2k+1 = (c4k+2, c4k+3, c4k+4) from Sk(c2k, c2k+1, c2k+2), is done
with the following operations:

c4k+2 = c2
2k+1 − 2cp

2k+1

=
(
c2k+1,2(c2k+1,2 − 2c2k+1,1 − 2)

)
α +

(
c2k+1,1(c2k+1,1 − 2c2k+1,2 − 2)

)
α2

c4k+3 = c2(2k+1)+1 = c2k+2c2k+1 − ccp
2k+1 + cp

2k

=
(
c2k+1,1(c1,1 − c2k+2,2 − c1,2) + c2k+1,2(c2k+2,2 − c2k+2,1 + c1,2) + c2k,2

)
α

+
(
c2k+1,1(c2k+2,1 − c2k+2,2 + c1,1) + c2k+1,2(c1,2 − c2k+2,1 − c1,1) + c2k,1

)
α2

c4k+4 = c2
2k+2 − 2cp

2k+2

=
(
c2k+2,2(c2k+2,2 − 2c2k+2,1 − 2)

)
α +

(
c2k+2,1(c2k+2,1 − 2c2k+2,2 − 2)

)
α2
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Abstract. Because of the rapidly shrinking dimensions in VLSI, transient and
permanent faults arise and will continue to occur in the near future in increasing
numbers.   Since cryptographic chips are a consumer product produced in large
quantities, cheap solutions for concurrent checking are needed. Concurrent Er-
ror Detection (CED) for cryptographic chips also has a great potential for de-
tecting (deliberate) fault injection attacks where faults are injected into a cryp-
tographic chip to break the key. In this paper we propose a low cost, low la-
tency, time redundancy based CED technique for a class of symmetric block ci-
phers whose round functions are involutions. This CED technique can detect
both permanent and transient faults with almost no time overhead. A function F
is an involution if F(F(x))=x. The proposed CED architecture (i) exploits the
involution property of the ciphers and checks if x=F(F(x)) for each of the invo-
lutional round functions to detect transient and permanent faults and (ii) uses
the idle cycles in the design to achieve close to a 0% time overhead. Our pre-
liminary ASIC synthesis experiment with the involutional cipher KHAZAD re-
sulted in an area overhead of 23.8% and a throughput degradation of 8%. A
fault injection based simulation shows that the proposed architecture detects all
single-bit faults.

Keywords: Concurrent Error Detection (CED), Fault Tolerance, Involutional
ciphers, KHAZAD

1   Introduction

Because of the rapidly shrinking dimensions in VLSI, faults arise and will continue to
occur in the near future in increasing numbers. Faults can broadly be classified in to
two categories: Transient faults that die away after sometime and permanent faults that
do not die away with time but remain until they are repaired or the faulty component is
replaced. The origin of these faults could be due to the internal phenomena in the
system such as threshold change, shorts, opens etc. or due to external influences like
electromagnetic radiation. The faults could also be deliberately injected by attackers
in order to extract sensitive information stored in the system. These faults affect the
memory as well as the combinational parts of a circuit and can only be detected using
Concurrent Error Detection (CED). This is especially true for sensitive devices such
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as cryptographic chips. Hence, CED for cryptographic chips is growing in importance.
Since cryptographic chips are a consumer product produced in large quantities, cheap
solutions for concurrent checking are needed. CED for cryptographic chips also has a
great potential for detecting (deliberate) fault injection attacks where faults are in-
jected into a cryptographic chip to break the key [1 2 3 4]. A Differential Fault Attack
technique against AES and KHAZAD was discussed in [5]. It exploited the faults in
bytes. It was shown that if the fault location could be chosen by the attacker, it re-
quired only 2 ciphertexts for a successful attack. CED techniques could help prevent
such kind of attacks.

Until now some of the following CED methods for cryptographic algorithms
are known. In [6] a CED approach for AES and other symmetric block ciphers that
exploits the inverse relationship between the encryption and decryption at the algo-
rithm level, round level and individual operation level was developed. This technique
had an area overhead of 21% and a time overhead up to 61.15%. In [7] this inverse-
relationship based technique was extended to AES round key generation. A drawback
of this approach is that it assumes that the cipher device operates in a half-duplex
mode (i.e. either encryption or decryption but not both are simultaneously active).
In [8] a parity-based method of CED for encryption algorithms was presented. The
technique adds one additional parity bit per byte resulting in 16 additional bits for the
128-bit data stream. Each of the sixteen 8-bit×8-bit AES S-Boxes is modified into 8-
bit×9-bit S-Boxes. In addition, this technique adds an extra parity bit per byte to the
outputs of the Mix-Column operation because Mix-Column does not preserve parity
of its inputs at the byte-level.

In this paper, we propose a low cost, low latency CED technique for involu-
tion-based symmetric block ciphers. Any function F is an involution if F(F(x))=x. An
involutional symmetric block cipher is one in which each round operation of the ci-
pher is an involution. Usually, in symmetric block ciphers, the decryption operation
differs significantly from encryption. Although it is possible to implement decryption
in such a way that it has the same sequence of operations as encryption, round level
operations such as S-Box etc are different. With involutional ciphers, all the opera-
tions are involutions. So, it becomes possible to implement the decryption in such a
way that only the round keys used are different from that for encryption. Besides the
implementation benefit, an involutional structure also implies equivalent security for
both encryption and decryption [9].

The CED technique we propose exploits the involution property of the round
operations of this class of symmetric block ciphers and checks if x=F(F(x)) for each of
the involutional round functions to detect the faults in the system. It offers optimum
trade-off between area and time overhead, performance and fault detection latency.
Further, it requires minimal modification to the encryption device and is easily appli-
cable to all involution-based symmetric block ciphers. Traditionally, time redundancy
based CED schemes cannot detect permanent faults but usually entail >100% time
overhead. Although the CED scheme we propose is time redundancy based, it entails
almost zero time overhead.

The paper is organized as follows. In section 2 we will recapitulate Involu-
tion-based symmetric block ciphers. In section 3 we will describe the involution based
CED architecture and the error detection capability of the proposed method. To obtain
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the area overhead and the additional time delay, we modeled the method using VHDL
and synthesized using cadence ASIC synthesis tool PKS. The results of this imple-
mentation are presented in section 4. The error detection capabilities of the proposed
methods are discussed in section 5 and finally, Conclusions are reported in section 6.

2   Involutional Block Ciphers

A substitution permutation network (SPN) symmetric block cipher is composed of
several rounds and each round consists of a non-linear substitution layer (S-Box), a
linear diffusion layer and a layer to perform exclusive-or operation with the round key.
The linear diffusion layer ensures that after a few rounds all the output bits depend on
all the input bits. The nonlinear layer ensures that this dependency is of a complex and
nonlinear nature. exclusive-or  with the round key introduces the key material. Re-
cently, several SPN symmetric block ciphers that are composed of involution func-
tions have been proposed and analyzed [10,11,12,13,14]. In an involutional SPN
cipher, the non-linear S-Box layer and the linear diffusion layer are involutions. An
advantage of using involutional components is that the encryption data path is identi-
cal to the decryption data path. In an involutional SPN cipher, the round key genera-
tion algorithm for decryption is the inverse of the round key generation algorithm for
encryption.

In this paper we will consider the 64-bit involutional SPN cipher KHAZAD[10]
shown in Figure 1 as a running example. The involutional SPN cipher KHAZAD uses
seven identical encryption/decryption rounds ( ) with each encryption/decryption
round composed of an involutional non-linear byte substitution  (i.e. ( (x)) = x), an
involutional linear diffusion layer  (i.e. ( (x)) = x) and exclusive-or  with key 
which is an involution as well (i.e. ( (x)) = x).

Round 2

Round 7

Round 1

Plaintext 

Ciphertext

K0

K1

K2

K7

K8

Register

Register

Register

Round Input

Round Output

Key

(a) (b)

Fig. 1. (a) Khazad Cipher (b) Round Function [Key](x) = Key( ( (x)))
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2.1   The Non-linear Substitution Function γ

 The involutional non-linear substitution layer  of KHAZAD uses eight 8x8 involu-
tional S-Boxes, each of which is constructed from three layers of  4x4 involutional P-
Boxes and Q-Boxes as shown in Figure 2. The truth tables for the P-Box and the Q-
Box are given in Table 1. Observe that the P-Box and the Q- box are also involutions.
We implemented the P-Box and Q-box as ROMs and the  layer uses a total of 24 P-
Boxes and 24 Q-Boxes.

P Q

Q P

P Q

PP QQ

QQ PP

PP QQ

Input 8-bit

Output 8-bit

S-Box

Fig. 2. S-Box in the non-linear layer  of KHAZAD

2.2   The Linear Diffusion Layer 

The diffusion layer  is a linear mapping based on the [16, 8, 9] MDS code with gen-
erator matrix GH = [I H], and H =  had(01x, 03x, 04x, 05x, 06x, 08x, 0bx, 07x)
 i.e.  (a) = b  b = a × H, where

H =

x P(x) Q(x)
0 3 9
1 F E
2 E 5
3 0 6
4 5 A
5 4 2
6 B 3
7 C C
8 D F
9 A 0
A 9 4
B 6 D
C 7 7
D 8 B
E 2 1
F 1 8

01x03x 04x 05x 06x 08x 0Bx 07x 

03x01x 05x 04x 08x 06x 07x 0Bx 

04x05x 01x 03x 0Bx 07x 06x 08x 

05x04x 03x 01x 07x 0Bx 08x 06x 

06x08x 0Bx 07x 01x 03x 04x 05x 

08x06x 07x 0Bx 03x 01x 05x 04x 

0Bx07x 06x 08x 04x 05x 01x 03x 

07x0Bx 08x 06x 05x 04x 03x 01x 

Table 1. 4x4 involutional P-Box and Q-Box
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The H matrix is symmetric and unitary and therefore  is an involution. For efficient
hardware implementation the  layer was described in [15] as follows:

)()()(

)()()(

)()()(

)()()(

)()()(

)()()(

)()()(

)()()(

21
3

5430
2

6310764107

30
3

5421
2

7210765106

30
3

7321
2

4321654325

21
3

7630
2

5320754324

65
3

7410
2

7542543203

74
3

6510
2

6543543212

74
3

6532
2

7650762101

65
3

7432
2

7641763100

aaXaaaaXaaaaXaaaaab

aaXaaaaXaaaaXaaaaab

aaXaaaaXaaaaXaaaaab

aaXaaaaXaaaaXaaaaab

aaXaaaaXaaaaXaaaaab

aaXaaaaXaaaaXaaaaab

aaXaaaaXaaaaXaaaaab

aaXaaaaXaaaaXaaaaab

⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕=

⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕=

⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕=

⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕=

⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕=

⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕=

⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕=

⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕⊕=

where a7-a0 and b7-b0 are the eight input bytes and the eight output bytes of the diffu-
sion layer .
Assuming that a(7),a(6),a(5),a(4),a(3),a(2),a(1) and a(0) are the eight bits in an input
byte a, the three byte level functions X(a), X2(a)=X(X(a)) and X3(a)=X(X(X(a))) can
be defined as follows:

)5(),6(),5()7(),5()6()0(),5()6()7()1(),6()7()2(),7()3(),4(

))0(),1(),2(),3(),4(),5(),6(),7((

)6(),7(),6()0(),6()7()1(),6()7()2(),7()3(),4(),5(

))0(),1(),2(),3(),4(),5(),6(),7((

)7(),0(),7()1(),7()2(),7()3(),4(),5(),6(

))0(),1(),2(),3(),4(),5(),6(),7((

3

2

aaaaaaaaaaaaaaaaa

aaaaaaaaX

aaaaaaaaaaaaaa

aaaaaaaaX

aaaaaaaaaaa

aaaaaaaaX

⊕⊕⊕⊕⊕⊕⊕⊕⊕=

⊕⊕⊕⊕⊕⊕=

⊕⊕⊕=

It can be seen that if bit a(7) is “0” then function X(a) reduces to a single bit left ro-
tate. Similarly, the function X2(a) reduces to a 2-bit left rotate when a(7) and a(6) are
“0” and finally, the function X3(a) reduces to a 3-bit left rotate when a(7), a(6) and
a(5) are “0”.

2.3   The Exclusive-or Function σ

The key addition  layer consists of bitwise exclusive-or  of the 64-bit round-key Kr

with the input to the module. Hence,  is also an involution.

3   Concurrent Error Detection of Involution Functions

We will first describe a simple CED scheme that exploits the involution property of
any involution function and then extend it to the involutional SPN cipher KHAZAD.

If a hardware module implements a function F that satisfies the involution property,
faults in this module can be detected by checking if x=F(F(x)). At the beginning of
operation, the input x is buffered. The output of the hardware module implementing F
is fed back to the input of the module F. The result is compared to the original input x
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and a mismatch indicates an error. Figure 3 shows this basic idea behind CED scheme
for an involutional function.

Fig. 3. CED scheme for an involution function

We will show how this CED scheme can be incorporate into a non-pipelined ar-
chitecture for KHAZAD. Since symmetric block ciphers are frequently used in one of
three feedback modes: Cipher Block Chaining (CBC), Output FeedBack (OFB) or
Cipher Feedback (CFB), such a non-pipelined architecture is indeed reasonable. The
proposed scheme works even in a non-feedback Electronic Code Book (ECB) mode to
facilitate pipelining, with an appropriately modified architecture. If a pipelined archi-
tecture is implemented, the scheme can result in increased throughput at the cost of a
little extra hardware compared to the non-pipelined version owing to a more complex
controller. Also, ECB mode is not popularly implemented. Hence, we will consider a
non-pipelined version. In the non-pipelined KHAZAD architecture, each KHAZAD
round   takes three clock cycles to finish with round operation , round operation 
and round operation  completing in clock cycles 1, 2 and 3 respectively.

3.1   CED Scheme 1

Consider a straightforward time redundancy based CED scheme (Scheme 1) wherein
round operation  is performed in clock cycles 1 and 2 on the same input x both the
times. If (x) obtained at the end of clock cycle 1 = (x) obtained at the end of clock
cycle 2 (i.e. no transient fault is detected in module ), round operation  is performed
in clock cycles 3 and 4 on the same input (x). If ( (x)) at the end of clock cycle 3 =
( (x)) at the end of clock cycle 4 (i.e. no transient fault is detected in module ),

round operation  is performed in clock cycles 5 and 6 on the same input ( (x)). If
( ( (x))) at the end of clock cycle 5= ( ( (x)))  (i.e. no transient fault is detected in

module ) one KHAZAD round  is successfully completed. This time redundancy
based scheme can only detect transient faults and entails >100% time overhead.
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3.2   CED Scheme 2

As a first modification to the above CED scheme, we propose to integrate involution
based CED shown in Figure 4 into the non-pipelined KHAZAD (Scheme 2) as fol-
lows. Round operation  is performed in clock cycle 1 on input x followed by the
corresponding CED operation ( (x)) in clock cycle 2. If x= ( (x)) (i.e. no fault is
detected in module ), round operation  is performed in clock cycle 3 on (x) fol-
lowed by the corresponding CED operation ( ( (x))) in clock cycle 4. If (x)=
( ( (x))) (i.e. no fault is detected in module )  then round operation  is performed

in clock cycle 5 on ( (x)) followed by the corresponding CED operation
( ( ( (x)))) in clock cycle 6. If ( (x))= ( ( ( (x))))  (i.e. no fault is detected in

module ) one KHAZAD round  is successful. This modification can detect perma-
nent faults in addition to the transient faults. This is because, although the same mod-
ule is used twice, the data that it is operating on is different in each case. This was
possible due to the involution property of the modules. The time overhead of this
modified time redundancy based CED is still >100%.

3.3 CED Scheme 3

During a complete KHAZAD encryption/decryption, round operation  is busy in
clock cycles 1, 4, 7 … and idles in clock cycles 2, 3, 5, 6, 8, 9… Similarly, round
operation  is busy in clock cycles 2, 5, 8 ... and idles in clock cycles 1, 3, 4, 6, 7…
Finally, round operation  is busy in clock cycles 3, 6, 9 … and idles in clock cycles
1, 2, 4, 5, 7, 8 … The involution based CED scheme in Figure 4 can be adapted to the
non-pipelined KHAZAD architecture to exploit these idle clock cycles as follows
(Scheme 3): Round operation (x) is performed in clock cycle 1. The corresponding
CED operation for (x) i.e., ( (x)) is performed in clock cycle 2 concurrent with the
round operation ( (x)). If x= ( (x))  then no fault was detected in module  and
hence no errors are reported. The corresponding CED operation for ( (x)) i.e.,
( ( (x))) is performed in clock cycle 3 concurrent with round operation ( ( (x))). If
(x)= ( ( (x))) then no fault was detected in module . At this point, one KHAZAD

round  is completed only in 3 clock cycles in contrast to the 6 cycles consumed by
the two other schemes described above. Now, in clock cycle 4, the corresponding
CED operation for ( ( (x))) i.e., ( ( ( (x)))) is performed concurrent with the
round operation (y) where y is the input to the second round of the KHAZAD en-
cryption/decryption given by y= ( ( (x))). If ( ( ( (x))))= ( (x)) then no fault was
detected in module . The comparisons between the 3 schemes are presented in
Table 2.

As explained above, Scheme 3 uses idle clock cycles to re-compute the round op-
erations on the corresponding round outputs by feeding back the output as the input.
The result obtained is compared to the original input value stored in the buffer. These
two values should be equal since every round operation is an involution. If they are
not equal, an error is reported. As seen from Table 2, this time redundancy based CED
method (Scheme 3) entails almost no time overhead because one round operation is
completed per clock cycle. Another inherent advantage of the proposed CED method
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is that we can detect permanent faults in the system even though the faults might not
affect the output, i.e. are not activated by current inputs. Consider a situation where a
faulty bit is stuck- at-1 and the output at that bit was supposed to be logic ‘1’. Now,
although the output is correct, the fault in the system will be detected because the
involution will not yield the correct result. This enhances the security of the imple-
mentation since any attempts to clandestinely attack the algorithm by an external agent
can be detected. This also improves the overall fault coverage as well as the error
detection latency. The CED architecture for Scheme 3 is shown in Figure 4 with the
hardware overhead shown by the shaded blocks in Figure 4.

Table 2. Comparison between the three CED schemes during the first six clock cycles

An interesting observation in the figure 4 is the requirement of a second multiplexer
for the CED of the  operation. This is due to the fact that a direct involutional opera-
tion on the σ layer yields in a fault-coverage of only 50%. The σ function is a 64-bit
exclusive-or   operation, and applying an involution operation on an XOR module will
not enable us to detect all faults. i.e, if an exclusive-or   function has a stuck-at fault at
one of its output bits and a faulty output is obtained because of this fault, the result of
involution would in fact, be the correct input that was applied. For example, if the
input to the σ  layer is 0x12345678 and the round key value is 0xABCDEF01, the
normal output would be 0xB9F9B979. If there is a fault in the system such that the 2nd

LSB (Least Significant Bit) of the exclusive-or   output is stuck-at-1, instead of
obtaining the correct result, we obtain 0xB9F9B97B which is a faulty output. But
when we perform the exclusive-or   operation again on this faulty output, we get back
0x12345678. In such cases, ordinary involution based CED fails. In such cases, ordi-
nary involution based CED fails. To solve this problem, we propose the following.
The operands for all the exclusive-or   operators are exchanged. So, the 64-bit exclu-
sive-or   operation is now divided into two parts, the left and the right with each part
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consisting of 32-bit exclusive-or   operations. Similarly the 64-bit exclusive-or   op-
erator is also divided into two parts, the left and the right with each part consisting of
32-bit exclusive-or   operators. During the normal computation, the left part of exclu-
sive-or   operation is allocated to the left part of exclusive-or   operator while the right
part of exclusive-or   operation is allocated to the right part of exclusive-or   operator.
But for the involution based CED, we interchange the operators. i.e., the right part is
allocated to the left and vice-versa. Fault simulation shows the single-bit fault cover-
age of this scheme is 100%.

 reg
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 reg

Round Input

Round Output

Mux 1

Register

Mux 2

Register

Mux 3

Register

Comparator

Comparator

Comparator

ERROR

Key Mux

32 32

flipped
Key

Normal
Key

Fig. 4.  KHAZAD round function  with CED

4   Implementation Based Validation

We implemented KHAZAD with involution based CED using IBM 0.13 micron li-
brary. The modeling of the architecture was done using VHDL, and Cadence Build-
gates PKS was used to do the synthesis and place route. KHAZAD without CED data-
path was also implemented using the same library and design flow. Table 3 shows the
details of the overhead. The second row shows the area used by both designs. An
inverter of this library takes 32 units area. The area overhead of the CED design is
23.8%. The third row shows the minimum clock period of synthesized designs. Due to
the multiplexers inserted in the datapath, the clock period of CED design is 3.3%



Concurrent Error Detection Schemes for Involution Ciphers         409

more than the normal design. The fourth row shows that the CED design takes one
more clock cycle than the normal design. This is because in the CED design, the re-
computation of a round operation lags one clock cycle to the normal computation.
This means that if we ignore the CED only for the σ layer in the last round, the normal
architecture and the involution based CED architecture in fact take the same number
of clock cycles to complete i.e., no time overhead. Finally the throughput comparison
is shown in the fifth row. The throughput is calculated as the number of bits encrypted
per second, i.e. the # of text / (the # of clock cycles × clock period).

Table 3.  Overhead for the CED computation

Normal Involution based CED
(scheme 3 above)

Overhead

Area 27453 34024 23.8%
Clock period 4712.69 ps 4870.99 ps 3.4%
#clock cycles 22 23 4.5%
Throughput 0.62 Gbps 0.57 Gbps 8%

5   Fault Injection Simulation

5.1   Single-Bit Faults

To check the error detection capability, we modeled our implementation using C. A
stuck-at fault at a function output was injected by adding a multiplexer at the output of
the function as shown in Figure 5.

Fault, 
0 or 1

Output with a 
fault injected

Function F

Original output

Fault injection 
control

1 0

Fig. 5. Fault injection on the output of the function

By setting the fault injection control to 1, a stuck-at fault (either 0 or 1) is injected at
the output of the function. Similarly, a stuck-at fault can be injected at the input of a
function. Therefore, the number of connections between gates/functions gives the
number of possible single-bit faults. Note that in this simulation we treat Function F as
a black box and only consider the faults at inputs and outputs. If we break down the
Function F into smaller components and consider the inputs and outputs of these
smaller components, the number of single-bit faults is increased. In our simulation we
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consider the P-Box and Q-box of an S-Box, and the exclusive-or   for the functions θ
and σ as the black box operations. The number of single-bit faults is shown in Table 4.
For example, as shown in figure 2, since an S-Box consists of three 4x4 P-Box and
three 4x4 Q-Boxes, the total number of connections of an S-Box is 4 × 3 (for P-Box)
+ 4 × 3 (for Q-Box) + 8 (the number of inputs to S-Box) = 32. Since the γ function of
KHAZAD consists of 8 S-Boxes, the total number of connections and hence the total
number of single-bit faults is 256. We ran simulations for random 1.5 million inputs,
and for every input we simulated all the possible single-bit faults, i.e. only one bit is
stuck at 1 or 0. Table 4 shows the fault coverage. The lowest level of fault injection in
the design was performed at the bit-wise exclusive-or   level. As seen from the table,
all the single-bit faults are detected.

Table 4. Fault Coverage of the Implementation

Function
Module

# of possible
single bit faults

# of inputs
applied

Fault
coverage

γ 256 1500000 100%

θ 1072 1500000 100%

σ 192 1500000 100%

5.2   Multiple-Bit Faults

The injection of random multiple bit faults into the system yielded an overall fault
coverage of approximately 99% over a random 1.5 million input test simulation run.
The reason for not achieving 100% fault coverage with multiple-bit faults is because
in some exceptionally rare cases, the fault in the system gets nullified in the case of the
 and  layers. Consider a single S-Box component of the non-linear  layer. If we

have an input of 0xD5 to the S-box, the output obtained is 0x11. After involution, we
get back 0xD5, which was the original input applied. Hence, the system will not report
an error. Now, if a fault occurs in the system such that the two LSBs of the P-box are
stuck at logic 1, then after 0xD5 is passed through the S-Box, 0x71 is obtained, which
is a faulty output. Interestingly, the involution output obtained in this case is also
0xD5. Since this value is equal to the original input, the system fails to report an error.
This implies that in extremely rare cases as the one explained above, the CED method
that we propose does not yield accurate results. Problems like the one described above
do not affect the  layer because  is a diffusion layer and every bit in the output is
dependent on every bit in the input. Hence, on performing involution, all multiple-bit
errors are also detected, giving 100% fault coverage.
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6   Conclusion

We proposed a low cost CED technique for involutional ciphers which exploits the
involution property of the cipher. For the involutional cipher the proposed technique
entails an additional 23.8% silicon area and degrades the throughput by less than 10%.
This technique entails a 4.5% time overhead (which can be reduced to 0% if the CED
is ignored only for the  layer in the last round of encryption/decryption). The fault
injection based simulation shows the proposed CED technique detects all single-bit
faults and around 99% of all multiple-bit faults.

KHAZAD round key generation algorithm expands the 128-bit user key K in to nine
64-bit round keys K0,K1…, K8. The round key Kr for the rth round is derived as

80,)]([ 21 ≤≤⊕= −− rKKcK rrrr ρ  where, K-2 and K-1 are the most and least significant
parts of the key user key K and cr is a 64-bit constant for the rth round derived as

70,80],8[ ≤≤≤≤+= irirSc i
r

. Since round key generation uses the KHAZAD
round function , the CED method proposed in this paper can be applied to detect all
single-bit faults.
.
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Abstract. We focus on the GPS identification scheme implementation
in low cost chips, i.e not equipped with a microprocessor (such as those
embedded in some prepaid telephone cards or RFID tags). We present
three solutions to decrease the overall number of manipulated bits
during the computation of the answer by a factor two or three. All the
solutions stand in the use of low Hamming weight parameters. The first
one consists in building the private key as the product of low Hamming
weight sub-keys. The second one suggests the choice of full size low
Hamming weight private keys. Finally, the third solution corresponds
to a variant of the basic GPS scheme in which large challenges with
low Hamming weight are used. Whereas the first solution does not
withdraw the need for a multiplier in the chip, the two other ones are
ideally suited to low cost chips as they can be implemented with only
one serial addition. Therefore, as a surprising result, one entity can be
public key authenticated by doing one on-line addition only at the time
of authentication!

Keywords: Low cost chips, GPS identification scheme, RFID tags, zero-
knowledge.

1 Introduction

In 1989, C.P. Schnorr [11] presented an asymmetric identification scheme, based
on the discrete logarithm modulo a prime integer problem, which contains three
passes: the prover first sends a commitment, then receives a challenge from the
verifier and finally sends an answer depending on both the challenge and private
parameters.

One year before, J.J. Quisquater and L.C Guillou had presented the algo-
rithm GQ [6], based on the e-th root modulo a composite integer problem, which
also contains three passes. In both schemes, the first step consists in computing
a commitment with one modular exponentiation; but, on average, the exponents
used in the Schnorr scheme have a larger binary size than (the constant one) in
GQ: as a consequence, computing commitments in the Schnorr scheme requires
the manipulation of more bits than in GQ. Whereas the challenge steps are

M. Joye and J.-J. Quisquater (Eds.): CHES 2004, LNCS 3156, pp. 413–427, 2004.
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identical, a second difference between the two schemes stands in the answer: the
Schnorr one only requires one modular multiplication and one modular addition
while GQ requires another (small) modular exponentiation. Thus, in this third
step, the GQ answer computation manipulates more bits than the Schnorr one.

Moreover, in his article, C.P. Schnorr presented a preprocessing algorithm to
efficiently calculate the commitments. A few years later, P. de Rooij [2] proved
this solution to be insecure. However, as in most discrete-logarithm-based iden-
tification schemes, the commitment can be computed in advance, so that it does
not require the exponentiation to be efficiently computed. Moreover, one can
even envisage that the commitment be computed by another entity, namely a
trusted third party, subsequently stored in the non-volatile memory of the chip.
Thus, the Schnorr scheme, as claimed by its author, is well-designed for iden-
tification by smart cards as the computation power can be limited to the one
needed to perform one modular addition and one modular multiplication.

With this scheme, C.P. Schnorr was able to efficiently use (ordinary) smart
cards for authentication. But, the price of such devices still limits their wide
development. Thus, chips with small computation power, typically between 500
and 2000 logical gates, called low cost chips in the following, represent a good
alternative: their low price makes it usable everywhere. But, for such devices,
the Schnorr scheme is no longer well-designed. Indeed, performing modular re-
ductions and even multiplications (see subsection 2.3) are quite difficult for these
devices. Then, new schemes appear, trying to modify the answer structure to
decrease the computation cost.

In 1991, the GPS scheme was introduced by M. Girault in [3] and proved
secure by J. Stern and G. Poupard in 1998 [10]. This scheme is quite similar to
the Schnorr one except it is based on the discrete logarithm modulo a composite
integer problem and the answer computation is easier than the Schnorr one,
as it only contains one multiplication and one addition without any modular
reduction.

At Financial Cryptography 2002, T. Okamoto, M. Tada and A. Miyaji pre-
sented the OTM scheme [8] based on the discrete logarithm problem; the new
fact was the absence of multiplication in the answer which only contains one
addition and one modular reduction. But one year later, in the same conference,
J. Stern and J.P. Stern presented an efficient attack against the OTM scheme
[12]. The authors presented at the same time a new scheme also based on the
discrete logarithm problem; once again the main fact stood in the answer which
contains no multiplication; its computation is based on a new easy operation
called dovetailing (this scheme is described in appendix B).

At Information Security Conference 2002, T. Okamoto, H. Katsuno and E.
Okamoto [14] presented another variant of GPS, but which does not substantially
decrease the number of operations of the basic GPS scheme.

In this paper, we continue the saga of implementing cryptographic schemes
in low-cost devices. We focus on the basic GPS scheme which seems to be the
best designed for such a goal: the absence of modular reduction makes the op-
timization of the multiplication very important as most of the manipulated bits
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come from this operation (whereas in the Schnorr scheme, it also comes from
the modular reduction). So, we first recall the GPS scheme with its computa-
tion and security properties. After recalling the baby-step giant-step algorithm
in part 3, we introduce two new types of private keys: in part 4, the private key
is the product of low Hamming weight numbers such that it improves the an-
swer computation cost in comparison with the use of GPS with classical private
keys, or the Stern-Stern scheme. In part 5, we present full size private keys with
low Hamming weight and such that the non-zero bits are far enough from each
other: a direct application is for low cost chips, as the answer computation only
requires one addition so that it can be done quickly and sequentially. In part 6,
we focus on the type of challenges sent to the prover. Thus, we present a variant
of the classical GPS scheme in which a new set of challenges is used; we also give
security proofs of such a variant. Once again, such sets make this variant of GPS
ideally designed for low cost chips. With reasonable sizes of parameters, we can
achieve a level of security around 32, an adequate value in many environments,
by only computing one on-line addition. In a final part, we compare these three
solutions with the existing schemes: the basic GPS one and the Stern-Stern one.

2 The Basic GPS Identification Scheme

2.1 The GPS Scheme

The GPS identification scheme from [3,10], such as labellized by the NESSIE
project [4] in 2003, is an interactive protocol between a prover and a verifier
which contains one or several rounds of three passes. It is based on the discrete
logarithm modulo a composite integer problem: during a round of authentication,
a user proves his knowledge of a private value s related to the public value v by
the equation: v = g−s mod n. More precisely, a prover holds a private key s and
a public key (n,g,v) such that:

– n = pq is the product of two prime integers such that factoring n is difficult
(thus, different sizes of n should be used depending on the fact that n is a
universal or individual public key),

– g is an element of Z
∗

n (Zn denotes the residue class ring modulo n and Z
∗
n the

multiplicative group of invertible elements in Zn); preferably g is of maximal
order modulo n,

– v = g−s mod n.

There are also four security parameters S, k, R and l defined as follows:

– S ≥ 160 is the binary size of the private key s,
– k is the binary size of the challenges sent to the prover and determines the

level of security of the scheme.
– R is the binary size of the exponents used in the commitment computation.

It is typically equal to R = S + k + 80.
– l is the number of rounds the scheme is iterated. Theoretically, l is polynomial

in the size of the security parameters; l is often chosen equal to 1.
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Fig. 1. The basic GPS identification scheme

2.2 Security of the Scheme

We briefly recall the security properties of the GPS scheme (more details are
given in [10]).

– An honest prover is always accepted.
– It can be shown that if a dishonest prover is able to be authenticated with

a probability substantially greater than 2−k (the probability of guessing the
value of the challenge), then this prover can be used to recover the private
key. Thus, k is called the level of security of the scheme.

– Finally, it can be proved that a passive eavesdropper cannot learn informa-
tion about the private key even from “many” executions of the protocol.

2.3 Answer Computation Cost

The computational cost of the answer is expressed in bit additions (assuming
adding a t-bit number is equivalent to adding t times one bit). The answer y is
equal to the addition of r with the result of the product s× c. As the final goal
is to implement such a scheme in low-cost devices, the shift and add paradigm
seems to be an adequate implementation for the multiplication. On average, c
has a Hamming weight equal to k/2 so that adding s×c to r with this algorithm
leads on average to k/2 additions of a S-bit number so that the computation
cost is equal to kS/2 bit additions.

In a low cost chip, decreasing the number of bit additions is important but
it is not the essential. The essential is to make the operations as serial as pos-
sible, since (costful) RAM (Random Access Memory) is very small, read/write
operations in NVM (Non-Volatile Memory) are slow, and addressing is sequen-
tial rather than random. This is why, while the first method we propose only
decreases the number of bit additions, the two other ones propose to compute
the answer with one large number addition, a serial operation in essence.
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3 The Baby-Step Giant-Step Algorithm and Some
Variants

In this section, we recall Shanks’ baby-step giant-step algorithm [1] and some
variants, which will be used in the following sections.

3.1 The Classical Algorithm

This algorithm was presented by D. Shanks in order to find discrete logarithms
modulo n, where n is an integer (prime or not). Thus, given a public value v = gs

mod n with s a S-bit secret number (we suppose S is an even integer), it recovers
s in O(2S/2) in time and space. J.M. Pollard presented a variant [9] the running
time of which is still O(2S/2), but uses very little space.

Shanks’ algorithm consists in computing two lists of values: {gi mod n | 0 ≤
i ≤ m − 1} and {v × g−j×m mod n | 0 ≤ j ≤ m − 1} where m = �2S/2�. In the
two sets, two values meet for one j0 and one i0 such that s = i0 + m× j0.

The efficiency of this algorithm stands in the fact that it “cuts” the value s
as an addition of two values.

3.2 Case of Low Hamming Weight Secret Exponents

In 1999, D.R. Stinson described variants in the case of low Hamming weight
secret exponents [13]. Thus, given a public value v = gs mod n with s a S-bit
secret number with an Hamming weight equal to t, it recovers s in O(S

(
S/2
t/2

)
)

(assuming S and t are even integers).
The algorithm uses splitting systems: it splits the set [[0, 2S − 1]] in S/2 sets

Bi, 0 ≤ i ≤ S/2− 1, such that any subset of t/2 values of [[0, 2S − 1]] stands in a
Bk. Thus, with such systems, it finds a decomposition of the t positions of the
non-zero bits in two sets of t/2 values that stand respectively in one Bj0 and
one Bi0 . Finally, an exhaustive search over all the possible sets of t/2 elements
in each set Bj as in the classical algorithm (two lists) recovers the two t/2-sets
corresponding to the positions of the non-zero bits.

Once again, this algorithm “cuts” the value s as an addition of two values.

3.3 Case of Secret Exponents Equal to a Product in a Group of
Known Order

Let G = 〈g〉 be a group of known order N , v be a public value equal to gs in G
where s is the product of two elements respectively picked in X1 and X2. This
variant takes advantage of the structure of s (we assume than N is larger than
all the possible values s) and recovers s in O(max(#(X1), #(X2))).

As described by J. Hoffstein and J.H. Silverman in [7], computing the two
sets {vj−1mod N | j ∈ X1} and {gi | i ∈ X2} makes two values meet in the two
sets for one j0 and one i0; the value s is then equal to j0 × i0 mod N .

The practicality of this variant relies upon the fact that the order of the
group is known, which makes possible to compute the values j−1 mod N .



418 M. Girault and D. Lefranc

4 Low Hamming Weight Private Sub-keys

In the second variant of the baby-step giant-step algorithm described in 3.3, note
that if the order is unknown, the algorithm cannot be applied. Hence, it becomes
possible to build a GPS private key as the product of smaller values, in order
to optimize the computation cost of the answer, and more generally to speed
up any multiplication involving the private key. A concrete solution consists in
selecting private keys as equal to the product of low Hamming weight sub-keys.

The GPS scheme has this particular feature that the group generator g is
of unknown order (at least to an enemy). As stated above, this can be used to
optimize the computation of the answer. In the following, we make more precise
the structure of the private keys that we suggest and the different properties it
needs to ensure to protect this particular implementation from existing attacks.

4.1 The Structure of the Private Key

The construction of the S-bit private key s consists in choosing randomly t
numbers, s1, s2,. . . , st of respective binary sizes l1, l2,. . . , lt with n1, n2,. . . , nt

non-zero bits randomly located, such that s =
∏1

j=t sj .
A first constraint stands on such a decomposition: we impose that the s be

exactly (and always) a S-bit number. Thus, we need to take into account the
position of the non-zero bits and impose for each sj , a range of bit positions,
denoted by [[0, bj ]] (bj < lj), where the nj random bits are located such that even
if all the random bits in each sj correspond to the nj possible most significant
bits, we still obtain a S-bit value.

Finally, as in all schemes based on the discrete logarithm problem, the binary
size of the private key must be at least 160 so that the classical baby-step giant-
step algorithm has a complexity of around O(280) or more.

As explained below, the goal of this approach is to optimize the computation
cost of the answer y = r + s × c. The trick consists in first computing s1 × c,
then s2 × (s1c), and going on with the other factors sj . Thus, if c is a k-bit
number, computing s1 × c implies exactly n1 additions of a k-bit number and
the result value is a (k + l1)-bit number. Then, computing s2 × (s1c) implies n2
additions of a (k + l1)-bit number. If we generalize, (assuming adding a k-bit
number is equivalent to adding k times one bit) we obtain as a final cost for the
multiplication

∑t
j=1 nj × (k +

∑j−1
u=1 lu). Finally we need to add the number sc

to r which requires S + k bit additions. the answer computation cost is equal to
S + k +

∑t
j=1 nj × (k +

∑j−1
u=1 lu). To optimize this computation cost equation,

we need to minimize this expression considered as a function of t, lj , nj with
still the other constraints cited above.

4.2 Other Security Aspects

Since the last variant of baby-step giant-step algorithm cannot be used, per-
forming an exhaustive search seems to be the only way of retrieving s. So, the
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different factors sj should be chosen such that the set of possible private keys is
large enough: typically 280 elements. It implies that:

∏t
j=1

(
bj+1
nj

) ≥ 280.
Moreover, to prevent our construction from being vulnerable to the Stinson

algorithm recalled above, we need to ensure that the Hamming weight of the
private keys is not too low. This can be achieved by choosing numbers nj such
that their product is great enough (depending on the private key binary size).

4.3 Numerical Application

The number of factors t should preferably be equal to 2; in that case, the private
key s is the product of s1 of size l1 with n1 + 1 bits equal to 1 and s2 of size l2
with n2 + 1 bits equal to 1. To avoid the Stinson attack, we also suggest that
n1×n2 be great enough (more than 80 for example) in order to obtain a private
key with a large enough Hamming weight. Finally, if we look at the computation
cost equation, it becomes: S + k + n2× (k + l1) + n1× k which can be rewritten
as S + k × (n1 + n2 + 1) + n2 × l1.

For example, a 160-bit private key s can be chosen equal to s2× s1 where s2
is a 142-bit number with 16 random bits chosen among the 138 least significant
ones and s1 a 19-bit number with 5 random bits chosen among the 16 least
significant ones. With such values, we obtain private keys of average Hamming
weight equal to 64, which is enough to prevent from the Stinson attack (since
the complexity is then around O(280)). The cost equation becomes 22×k +464.

5 Low Hamming Weight Full Size Private Keys

In this part, we focus on full size (i.e size of n) private keys which can be used in
GPS. Generally, using large private keys is not recommended for low cost chips.
Here we explain how to take advantage of a full size private key to obtain a very
efficient answer computation. Moreover, we also suggest in appendix A a way
for efficiently storing such private keys.

5.1 Description of the Private Key Structure

This approach consists in using a full size private key with a few non-zero bits
which are distant enough to each other, so that multiplying a number with this
key comes to concatening shifted versions of this number.

More precisely, assuming k is the binary size of the challenges sent to the
prover, the non-zero bits of the private key must be separated by at least k − 1
zero bits. Thus, performing s× c only consists in writing disjoint blocks of bits,
each block representing the binary decomposition of the challenge. So, computing
the answer y = r+s×c can be performed sequentially as all the shifted challenges
are disjoint. The computation is then very well suited to low cost chips.

Moreover, the computation cost of the answer is small: if we denote by t the
Hamming weight of s, it consists of t additions of blocks of k bits so that the
computation cost of the answer is equal to k × t bit additions.
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Fig. 2. A private key with a Hamming weight equal to 5

5.2 Security Aspects

We first need to obtain a key space large enough; so let us explain how to
determine it for a S-bit private key with a Hamming weight equal to t and with
non-zero bits separated by at least k − 1 zero bits.

As the k−1 bits following a non-zero bit must be equal to zero, we can reduce
the evaluation of such private keys cardinality to the one of private keys of size
S − (t − 1) × (k − 1) − 1 with a Hamming weight equal to t − 1 (subtracting
(t − 1) × (k − 1) corresponds to the numbers of bits necessarily equal to zero
and 1 corresponds to the Sth bit, equal to 1). Thus, with this reduction, the
cardinality is obviously equal to the number of ways to locate t−1 non-zero bits
among S − (t− 1)× (k − 1)− 1, which is equal to

(
S−(t−1)×(k−1)−1

t−1

)
.

So let us now explain how to construct efficiently such private keys. The first
step consists in finding integer value nbfree and t such that

(
nbfree

t−1

)
is greater

than a required key space size. Then, in a second step, depending on the level
of security required denoted by k, we obtain the private key binary size, S, as
follows : S = nbfree + (t− 1)× (k − 1) + 1.

The second security point focus on the Stinson algorithm, recalled before.
The complexity of the algorithm is then around

(nbfree/2
t/2

)
. As shown in the

below numerical application, this condition is generally ensured.

5.3 Numerical Application

If we use 600 free zero bits and a private key with a Hamming weight equal to 29,
the key space cardinality is then equal to

(600
28

)
> 2159 and the complexity of the

Stinson attack is then around
(300

14

)
> 279. If we now want to use the private key

in environments requiring at most a level of security k = 32, we finally obtain
private keys binary size S = 600 + 28× 31 + 1 = 1469 (for k = 16, S = 1021).

6 Low Hamming Weight Challenges

In this section, we present a new way of selecting challenges, which may be of
independent interest. Usually, the set of challenges is chosen as an interval of
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integers [[0, 2k[[, where k is the level of security of the scheme. But it can also
be defined as a set of values verifying a particular property, in order to achieve
a specific goal. For example, in the following, we show how to speed up the
computation of the answer in GPS scheme by defining a challenge as a sum
of “sufficiently distant” powers of two (so that multiplying by the private key
comes to adding several shifted and disjoint versions of the key). This is quite
similar to the solution presented in the previous section, except that the roles
of the private key and the challenge are swapped. But, contrary to it (and also
in section 4) in which specific private keys are suggested but the protocol is not
altered, the present one slightly modifies the protocol so that the security proofs
must be adapted (which can be done in a straightforward manner).

6.1 Security

In most zero-knowledge interactive protocols [5], the verifier selects a random
challenge in an interval of integers [[0, C[[, and it can be proven (by an “extrac-
tion” method) that, at each protocol iteration, a fake prover can answer to at
most one value of the challenge. In other words, the probability of a successful
masquerade is (substantially) upper bounded by 1/C. The logarithm in base 2
of C is often reffered to as the “level of security” of the scheme, expressed in bits.
For example, if this level is equal to 32 bits, an enemy will remain undetected
with probability at most 2−32.

In the Schnorr scheme, the challenges are randomly picked in the interval
[[0, 2k[[, 22k < q, where q is the order of the subgroup which is used. But they
actually could be chosen in any subset of the interval [[0, q[[ of cardinality 2k,
without changing anything else in the protocol: the security proof (the so-called
“soundness property”) would remain valid. Note however that not any integer
subset of cardinality 2k would be convenient, since two challenges which are
equal modulo q call for the same answer by the prover.

In the GPS scheme, the situation is different in two ways. First, the size
R of the exponent used in the commitment computation must grow with the
maximum size of the challenge, in order to maintain the zero-knowledge property.
Second, any integer subset of cardinality 2k (with a “not too large” greatest
element) can take the place of the interval [[0, 2k[[, since the order of the subgroup
is, in this case, unknown (at least to the enemy). More precisely:

Definition 1 Let n be a modulus and g an element of Z
∗

n . Let S be an integer
smaller than the order of g. The short discrete logarithm problem is to find
s in[[0, S[[ given gs mod n.

Assumption 1 The short discrete logarithm problem is polynomially in-
tractable.

Theorem 1 (using notations of section 2). Let GPS* the variant of GPS in
which the set of challenges is an integer subset of cardinality B bounded by the
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integer C. Then GPS* is a (statistically) zero-knowledge interactive proof of
knowledge of a short discrete logarithm if l, C and B are polynomial in |n|,
lSC/R is negligible and log(|n|) = o(l × logB).

Proof. (Hints) In the classical GPS, the challenges are randomly picked in the
set [[0, 2k[[ and the value 2k, used during the security proofs, has two different
goals. Indeed, it represents both the cardinality of the set and its upper bound.
So, in order to correctly establish the security proofs of GPS*, we rely on the
classical GPS proofs given in [10], by separating the two goals of 2k.

Completeness. Nothing is modified to the classical proof, as it only consists
in the verification of the equation gyvc = W mod n.

Soundness. We can remark, as in the classical GPS, that the probability of
impersonation is equal to 1/Bl, so that we need log(|n|) = o(l×logB). Moreover,
during the extraction, the running time is linear in l so that l must be polynomial
in |n|. Finally, an exhaustive search over values smaller than C is required so
that C must be polynomial in |n|.

Statistical zero-knowledge. First, to generate valid triplets (W ,c,y), and
assuming that c is not randomly chosen (in the case of a dishonest verifier), we
need to try B triplets in average to obtain one with a valid c. In order to obtain l
valid triplets, we need on average l×B tries. So l×B must be polynomial in |n|.
In a second part, we need to compare the distribution of a simulation and a real
communication. Relying on the proof given in [10], lSC/R must be negligible.

This approach leads to a new secure solution to speed up the multiplication
in the GPS scheme, by using specific challenges. Let us now present how they
are constructed.

6.2 A New Set of Challenges: The Property

The computation of the answer y in GPS requires an addition and a multipli-
cation (y = r + s × c). Whereas in the previous part we focused on the private
key construction to decrease the cost of the multiplication, here we deal with the
structure of the challenges. Roughly, our proposal consists in using large and low
Hamming weight challenges with the non-zero bits far enough from each other.

More precisely, if r and s are respectively R and S-bit integers, the challenge
size k should be such that R = S + k + 80. Thus, adding the product s× c to r
mainly transforms the R− 80 least significant bits of r.

So, if we denote by Bs the binary representation of the private key s, the
present solution consists in using challenges such that adding the product s× c
to r only implies the addition of disjoint blocks Bs on the R− 80 bits of lowest
Hamming weight of r. To obtain disjoint blocks Bs, the challenges only need to
have non-zero bits separated by at least S − 1 zero bits. Thus, with this type of
challenges, there is no longer any multiplication but only one serial addition of
r with a large number composed of disjoint blocks Bs.

Let us now consider the number of such challenges for a given R and S. Let
u be the quotient of the Euclidean division of R− 80 by S; we can add at most
u disjoint blocks representing the private key. The set C of challenges is:
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Fig. 3. A large challenge with an Hamming weight equal to 5

C =

⎧⎨⎩
t∑

j=1

2ij | ∀j ∈ [[1, t− 1[[ ij+1 ≥ ij + S, i0 ≥ 0, it < R− 80− S, t ≤ u

⎫⎬⎭
6.3 Cardinality of the Set

Let us denote by NBR,S(h) the number of challenges in C inducing h ≤ u
additions of blocks Bs for a S-bit private key s and commitment exponents r
of size R. First, we consider in the following that the challenges size is at most
R−S−80 bits. As in the previous section, for a given h, NBR,S(h) is also equal
to the number of ways to locate h non-zero bits among R− 80−S−h× (S− 1)
since for each non-zero bit, the S−1 following ones must be equal to zero. So we
obtain that NBR,S(h) =

(
R−80−S−h×(S−1)

h

)
. Then, the cardinality of C is equal

to:
u∑

h=0

(
R− 80− S − h× (S − 1)

h

)
It is quite obvious that NBR,S(h) is higher for some h around u. However, in

some cases, it can be more interesting to limit h to u− 1 or u− 2 as the level of
security is not really modified and the computation cost can be decreased. For
example, if S = 160 and R = 880, we obtain u = 5 and NB880,160(5) = 1! Thus
limiting h to 4 decreases the computation cost downto one addition of S bits.

6.4 Numerical Application

With this new type of challenges, we can achieve a level of security of around
32 if R = 1088 and S = 160 (using challenges with an Hamming weight equal
to 5 and with a binary size at most equal to 850). This solution can be very
efficient in environments using very little power such as low cost chips. Indeed,
this solution only increases the regeneration time of the value r.

7 Comparison of the Answer Computation Costs

In this section we compare the three new solutions presented in this article with
the existing efficient schemes: the GPS and the Stern-Stern schemes. We recall
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that these two schemes respectively lead on average to an overall number of kS/2
and kS/3 bit additions.

In the following table, S is the private key size and HW its Hamming weight.

Existing solutions Our solutions
Level Basic GPS Stern-Stern first solution second solution third solution

of S=160 S=160 S=160 S=1469 S=160
security HW unknown HW unknown HW around 64 HW=29 HW unknown

16 1280 853 816 464 480 (380 3)
32 2560 1706 1168 928 800 (850 5)
64 5120 3413 1872 1600 (1800 10)
80 6400 4266 2224 1920 (2270 12)

Fig. 4. Number of bit additions in answer computation

To compare with the solution in which the private key is the product of low
Hamming weight sub-keys, we use the numerical application given in section 4:
s2 a 142-bit number with 16 random bits and s1 a 19-bit number with 5 random
bits. The computation cost is equal to 22k + 464.

For the second solution with full size low Hamming weight private keys, we
also use the given example where s is a 1469-bit number with a Hamming weight
equal to 29 (which can be used for level of security until 32).

For the last solution, which makes use of large and low Hamming weight
challenges, three figures are given: the first one corresponds to the computation
cost of the answer and the two last ones into brackets correspond respectively
to the challenge binary size needed to obtain the target level of security and the
smallest number of disjoint shifts of the private key that can be added to obtain
the wanted level.

8 Conclusion

We have presented three new solutions to improve the implementation of the
GPS scheme in low cost chips. Two of them use specific private keys the con-
struction of which seems to resist to the current state of the art. The third
solution lets the private key unchanged and only implies the use of particular
challenges. The latter solution is as secure as the standard GPS scheme and is
also the one which best improves the computational cost of the answer. The
consequence of this solution is a very efficient implementation in low cost chips,
so that one can be public-key authenticated by doing one on-line addition only!
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A Full Size Secret Key Storage

We denote by k the challenge binary size, by S the secret key binary size and
by t the private key (low) Hamming weight. Moreover, we also consider that the
level of security cannot be greater than k. Once the maximum level of security
is determined, the private key storage directly depends on k, so that k cannot
be changed after the creation of the card.

This (non unique) method consists in using private keys the non-zero bits of
which are quite regularly located.

Indeed, assuming t− 1 divides S − 1 (otherwise, we can increase S), we can
divide the S−1 bits (the Sth one is equal to 1) of the private key in t−1 intervals
of (S − 1)/(t − 1) bits, the position of the least significant bit of each interval
corresponding to a multiple of (S− 1)/(t− 1). In any interval of (S− 1)/(t− 1),
there is one block of k bits used to write the shifted challenge so that there are
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(S−1)/(t−1)−k free bits in the interval and as a consequence (S−1)/(t−1)−k+1
possible positions to write a non-zero bit in the interval. Thus, the private key
can be written as:

s = 2S−1 +
t−1∑
i=1

2(i−1) S−1
t−1 +ji ,∀ 1 ≤ i ≤ t− 1, 0 ≤ ji ≤ S − 1

t− 1
− k

Thus, storing the private key can be reduced to the storage of the t−1 values
ji of constant size log2((S − 1)/(t− 1)− k + 1) + 1; some values can be written
with less than log2((S−1)/(t−1)−k+1)+1 bits, but we would rather add zero
bits to obtain the above size, so that we only need to store the value ji without
its binary size: storing s requires (t− 1)(log2((S − 1)/(t− 1)− k + 1) + 1) bits.

For example, with this method, we can use a 1485 bit private key with an
Hamming weight equal to 29 and in environments requiring a level of security
at most equal to 32. Storing this private key leads to the storage of 28 numbers
equal at most to 21 (= 24 + 22 + 20), so that 28× 5 = 140 bits are necessary to
store such private keys.

B The Stern-Stern Scheme

B.1 The Scheme

Like GPS, it is based on the discrete logarithm modulo a composite integer
problem. The private key is an odd s such that 1 = gs mod n where g and n are
public parameters. There are also four security parameters R, S, k and l which
have the same goal and properties than in the basic GPS.

Prover Verifier

choose r ∈ [[0, 2R[[
compute W = gr mod n

W−−−−−−−−→
choose c ∈ [[0, 2k[[

c←−−−−−−−−
check c ∈ [[0, 2k[[
compute y = Ds(r, c)

y−−−−−−−−→
check 0 < y < 2R − 1 + 2k+S

verify c = y mod 2k

verify gy = W mod n

Fig. 5. The Stern-Stern scheme
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B.2 The Dovetailing Operation

Let us now explain how to compute the answer practically. The operation
Ds(r, c), called dovetailing, consists in making the k-bit number c appear as the
k least significant bits of r by adding adequate shifts of s.

Notations. For any integer b, we denote by |b| its binary size and by bj , the
(j + 1)th bit of b starting from the least significant bit; thus b = b|b|−1 . . . b1b0.

First method. In a first way, the authors perform the dovetailing operation by
only using s0 (which is equal to 1 since s is odd). The answer is built progres-
sively; the value y is first initialized with the value r. Then, we look at the bit
r0; if it is equal to c0, then nothing is done, else we add s to r so that the wanted
bit appears. We go on with the following bits. For example, if ri is different from
ci, then we need to add an adequate shift of s, i.e 2i × s, such that s0 location
coincides with the one of ri. We follow this algorithm until rk.

With this method, on average, k/2 bits over the k least significant bits of r
need the addition of s, a S bit number. Thus, we obtain on average an overall
number of kS/2 bit additions.

Second method. In a second way, the authors suggest the use of a private key
the two least significant bits of which are equal to 01. Thus, they transform the
value of r not only by adding, but also by subtracting some shifts of the private
key. Indeed, when ri is not equal to ci, instead of automatically adding a shift of
s, they first compute t = 2ri+1 + ri − 2ci+1 − ci mod 4. Depending on the value
of t, they determine if it is better to add (t = 3) or to subtract (t = 1) a shift of
the private key in order to obtain the wished value for ri+1 at the same time.

With this second method, on average, one bit over three requires one addition.
The number of bit additions falls down from k/2 to k/3 so that, finally we obtain
kS/3 bit additions.
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Abstract. We discuss how to recover the private key for DSA style
signature schemes if partial information about the ephemeral keys is re-
vealed. The partial information we examine is of a second order nature
that allows the attacker to know whether certain bits of the ephemeral
key are equal, without actually knowing their values. Therefore, we ex-
tend the work of Howgrave-Graham, Smart, Nguyen and Shparlinski
who, in contrast, examine the case where the attacker knows the actual
value of such bits. We also discuss how such partial information leakage
could occur in a real life scenario. Indeed, the type of leakage envisaged
by our attack would appear to be feasible than that considered in the
prior work.

1 Introduction

In previous work [4], Howgrave-Graham and Smart introduced a lattice based
attack on DSA and EC-DSA in which they assumed that the adversary could
obtain a certain number of bits of the secret ephemeral key for each message
signed. By knowing only a few bits of each ephemeral key, an attacker could
use their method to recover the entire secret and hence break the underlying
cryptosystem. This method is related to the attacks of Bellare et. al. [1] and
Bleichenbacher [2] who looked at issues related to poor generation of the random
numbers which should be used in DSA/EC-DSA. Nguyen and Shparlinski [12,
13] subsequently extended the work of [4] to produce a more rigorous attack.

The concept of revealing secret information from a secure device such as
a smart-card was made practical by the introduction of side-channel analysis.
Specifically, on an undefended device, a simple power analysis (SPA) attack
could leak a small number of bits from an exponentiation. When combined with
the lattice techniques above, this leakage would result in the static private key
being determined. However, defences against side-channel analysis are both in-
creasingly well understood and frequently used in the field. Therefore the as-
sumption that an attacker may be able to determine a specific set of bits from
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the ephemeral secrets is less probable than when the original attacks were first
published. It is far more probable that second order, seemingly innocuous infor-
mation can still be recovered and used by the attacker, even if defence against
first order leakage is implemented.

Consider the possibility that an attacker can determine some relation
amongst the bits of the secret ephemeral key rather than their specific values.
For example, if the target device were using a window method for exponenti-
ation, by examining the data transfers across the bus it could be possible for
the attacker to determine that the first window of bits is equal to the second
window of bits. This would be the case whenever the same value was fetched
from memory in successive iterations of the main exponentiation loop. In such
a situation we would have

ki = zi + 2tyi + 2t+wyi + 2t+2wxi

where xi, yi and zi are variables satisfying

xi < 2l−t−2w, yi < 2w, zi < 2t,

for a secret of l bits in length. We use this information to formulate a lattice
reduction problem which, when solved, gives us the value of the static secret key.

In this paper, for convenience, we investigate the case where zi = t = 0 so ki

is the concatenation

yi‖yi‖xi.

Such a scenario requires we take on average 2w samples before one of this form
should present itself by chance. This simplification is advantageous since it allows
us to keep the lattice dimension small, speeding up the lattice reduction stage of
the attack. A successful attack yields the private key of the signer enabling the
attacker to impersonate his victim and forge a signature of any message without
the victim’s consent or knowledge of his having done so. Although we focus on
the applicability to DSA/EC-DSA, we note that it is possible to apply the attack
to protocols with a similar signing equation such as Schnorr signatures.

We organise our work as follows. To justify our assumption that obtaining
relational information about bits in the ephemeral secret, in Section 2 we start
by investigating situations where such leakage could occur. We then recap on the
DSA/EC-DSA algorithm and basics of lattice basis reduction in Section 3. In
Section 4 we examine how one embeds the information obtained from the side
channel into a lattice before reporting on some experimental results from our
technique in Section 5. Finally, we present some concluding remarks in Section 6.

2 Possible Attack Scenario

Side-channel analysis is a fairly new but increasingly effective cryptanalytic
method that focuses on the implementation of an algorithm rather than the
specification. By observing an implementation being executed, the attacker can
make correlations between the events that occur in the host processor and the
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data being processed. Perhaps the most famous of these types of attack involve
timing [7,3] and power analysis [8]. In the former method, the attacker uses ex-
ecution timings for either the whole algorithm or constituent parts to reason
about the execution flow. For example, an implementation might take longer
to run if a conditional branch is taken than if it is not taken. If that branch
depends on a secret, key related value then being able to determine if it was
taken or not can reveal said value. The later method uses the amount of power
a processor uses to infer what operations and data items are being processed. A
multiplication, for example, has a distinct profile within a power usage trace and
will differ considerably from an addition. Furthermore, it is possible to discover
the values of information being written into register or transfered across a bus
since the state change in underlying logic will be different, and hence draw a dif-
ferent amount of power, depending on what values are used. If these values are
assumed secret as part of the algorithm specification, the attacker is granted an
easy and dangerous method of bypassing whatever hard mathematical problem
the cryptosystem is based. There are two well accepted methods for performing
power analysis attacks: simple power analysis (SPA) where only a single profile
is enough to reveal information and differential power analysis (DPA) where cor-
relation between multiple profiles is used to mount attacks that might otherwise
fail in the SPA setting.

These techniques are made more dangerous by the environment in which they
exist and the processing devices that are involved. Traditionally, side-channel
attacks are mounted against accessible, portable processing units such as smart-
cards. Such devices are attractive to the attacker since they carry a potentially
valuable, money or identity related payload and the physical access required for
attacks is easier than in other cases. Furthermore, it has consistently been shown
that a skilled engineer can mount side-channel attacks with low cost, commodity
equipment essentially lowering the bar in terms of the investment required to
break a given cryptosystem.

Often in side-channel attacks, directly revealing secret information is made
difficult either by the inherent problems of mounting the profiling phase to collect
observations of execution, or by defences employed in either hardware or software
by the system designers. Such defences aim to reduce the amount of exploitable
information that can be collected by the attacker. However, it has often been
the case that seemingly innocuous information can still be harnessed by the
attacker to their advantage thereby enabling new attacks that were not thought
possible. Three such examples of new attack methods involve fixed table based
implementations of elliptic curve (ECC) point multiplication [14,18]; so called
address-bit DPA which uses address calculation rather than data utilisation to
provide information; and cache directed analysis of block ciphers [16,17].

2.1 Table Based Exponentiation

Consider the following algorithm for computing an ECC point multiplication
using the windowed, or w-ary, method.
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– Preprocessing Stage
• Ti←O.
• For i = 1 upto 2w − 1.
∗ Ti←Ti−1 + P .

– Main Loop
• Q←O.
• For i = |k|/w downto 0.
∗ For j = 0 upto w.
· Q← 2Q.

∗ Q←Q + Tki .• Return Q.

In order to improve upon standard methods, the algorithm precomputes a table
containing small multiples of P . Using this table, we process the multiplier k in
chunks of w bits in size rather than one bit at a time, by writing

k =
|k|/w∑
i=0

ki2iw.

This acts to reduce the number of additive operations we perform and hence
accelerate execution.

Although this method is attractive where memory for the precomputation
can be spared, it is vulnerable to side-channel attack. If the attacker can isolate
the portion of execution where the point Tki

is read from memory he can compare
this to known bit patterns, discover which table index is being read and thereby
recover k. Even if the point in question can not be uniquely determined for some
reason, equality or relations between two points, and hence values of ki, may
be established which at least lessen the workload of the attacker using further
analytic methods. This vulnerability was thought to be such a problem that
Möller [11], among others, formulated a defence whereby each point in the table
was subject to some form of projective randomisation so that the points are no
longer fixed and hence present an observer with no useful information.

2.2 Address-Bit DPA

Table based point multiplication algorithms are also attackable via address-bit
DPA [5] since if one can focus on and recover the index ki that is calculated and
used to perform the load of Tki

, the multiplier k is insecure. Defences against
this new form of attack have been proposed [6] that mix a random value r into
the index so that the access is performed as Tki⊕r. If r is refreshed before each
application of the point multiplication algorithm, the table accesses are permuted
to some extent meaning that simply recovering the address of a given access does
not reveal the corresponding part of the secret multiplier. The problem with this
approach is that relationships between the permuted indices will be retained so
that if ki = kj then after application of the proposed defence, it is still true
that ki⊕ r = kj⊕ r. If the attacker can recover this relational information either
directly or as part of some higher-order statistical approach [10], it could perhaps
be used to break the defence.
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2.3 Cache-Based Cryptanalysis

Using the behaviour of the bus is one way to snoop on how the table is accessed
but since it is located in memory and potentially accessed through a cache, the
data dependent behaviour of said cache could also yield information. This form
of attack was successfully performed against DES [16,17] whereby the attacks
processed many plaintexts and collected those which took the longest to operate
on. The attackers then made the correlation that longer execution time means
more cache misses and that more cache misses meant a higher probability that
two S-box entries were distinct. Hence, by using only conglomerate information
about the total time of execution the attackers used the statistical bias in their
collected sample to break the algorithm using further processing involving a
workload of 224 DES applications. This attack was performed on and against
a desktop computer with a normal cache memory and minimal profiling tools.
Clearly a similar principle applies in the point multiplication algorithm described
above. Under the admittedly gross assumption that the cache is initially empty,
the accesses to Tki

will provoke a series of cache hits or misses depending on
if the point in question has been loaded before or not. Using this information,
relations about the values of ki that provoked the table accesses can be recovered.
Indeed, direct probing of the cache hits and misses might not even be required
since statistical methods as described above could be used to guess the required
value from a biased set of collected results.

2.4 Attack Summary

Clearly, as in most side-channel attack methods, the ability to perform a phase
of profiling that yields the required information is vital to success. The rest of
this paper assumes that an attacker can construct such a profiling phase and
extract relational information as described. That is, we assume the attacker can
recover wi, a set of relations about w bit sized windows of k, with the following
form

w0 = w1

w1 �= w2

· · ·

This example indicates that window zero is equal to window one which in turn
is not equal to window two. If w = 4 and we count from the least significant bit,
this means bits zero to three of k are equal to bits four to seven and so on. It is
imperative to note that in each case we have no idea about the actual value of
the bits involved, only relations between them.

Under this assumption, we focus on lattice based mathematical techniques
that could be used to exploit such information should the attacker be able to
recover it, using multiple runs of DSA/EC-DSA style signature schemes. Al-
though we should consider the effect of an algorithm under attack within con-
text, i.e. within a system with a composite defence against a number of attack
avenues, our goal is to explore the effect of neglecting to secure this sort of
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presumed innocuous side-channel information. As such, this work provides three
main contributions: a potential side-channel attack technique, a warning to those
implementing systems that may fall under attack and an advancement in lattice
based analytic methods. All are useful since it is clearly important to understand
new vulnerabilities, even of a potential or theoretical nature, so that they can
be solved before production systems are released into the market.

3 Notation: Signature Schemes and Lattices

In this section we introduce the notations and ideas required in subsequent
discussion of our attack technique. In particular we recap on DSA style signature
schemes and the notion of lattice basis reduction.

3.1 DSA-Style Signature Schemes

The DSA algorithm, or equivalently EC-DSA, works in a finite abelian group G
of prime order q generated by g. The private key is an integer α ∈ {0, . . . , q−1},
and the public key is the group element y = gα. We assume a conversion function

f : G −→ Fq.

For DSA this function is given by

f :
{

G < F
∗
p −→ Fq

h $−→ h (mod q).

Whilst for ECDSA the conversion function is given by

f :
{

E(Fp) −→ Fq

P $−→ x(P ) (mod q),

where we interpret the x coordinates of P , denoted x(P ), as an integer before
reduction modulo q.

Signing: To sign a message m, the owner of the key α selects an ephemeral
secret k and computes

r = f(gk)

before evaluating the signing equation

s = (H(m) + rα)/k (mod k).

The signature on the message m is then the pair (r, s).



434 P.J. Leadbitter, D. Page, and N.P. Smart

Verification: To verify a signature (r, s) on a message m one first computes

a = H(m)/s (mod q) and b = r/s (mod q).

One then checks that

f
(
gayb

)
= f

(
g(H(m)+rα)/s

)
= f

(
gks/s

)
= f(gk)

= r.

3.2 Lattice Basis Reduction

We first fix a positive integer d. For our purposes a lattice is a Z-module spanned
by n-linearly independent vectors in R

d. The spanning set {b1, . . . , bd} is called
the basis of the lattice. If we let the d×d matrix B be defined by column i being
equal to lattice basis vector bi then the associated lattice L is given by the set

L = {B · z : z ∈ Z
d}.

Lattice bases, and hence bases matrices, are unique up to multiplication on the
right by an element of GLd(Z). Hence the integer

Δ(L) = |det(B)|
is well defined and does not depend on the actual basis being considered.

Amongst all possible basis there are some which are “better” than others,
however finding a “good” basis and defining what one means by “good” can
be quite difficult. In 1983 Lenstra, Lenstra and Lovász [9] defined a notion of a
“good” lattice basis and gave a polynomial time algorithm to reduce an arbitrary
lattice basis to one which satisfied their conditions. A basis which is reduced in
the sense of Lenstra, Lenstra and Lovász is called LLL-reduced. We do not give
the definition and algorithm here but simply refer the reader to [9] for more
details. However, we do require the following result about LLL-reduced lattice
bases

Theorem 1. If B = {b1, . . . , bd} denotes an LLL-reduced basis for the lattice
L then

1. For all x �= 0 in the lattice L we have, for some constant c,

‖b1‖2 ≤ c‖x‖2.
The constant c in the above statement can be taken to be 2d−1.

2. We have

‖b1‖ ≤ 2(d−1)/4Δ(L)1/d.

The above theorem tells us that the first vector in an LLL-reduced basis is a
close approximation to the smallest vector in a lattice and that the lattice size is
approximately Δ(L)1/n. One should note that the problem of finding the smallest
non-zero vector in a lattice appears to be a very hard computational problem,
but that the LLL-algorithm provides an approximation in polynomial time.
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4 Embedding into a Lattice Problem

Suppose we run DSA/EC-DSA repeatedly and, through the side-channel attacks
mentioned previously, or otherwise, we find n+1 signatures where the ephemeral
key ki is of the form, for i = 0, . . . , n,

yi‖yi‖xi

where

q ≈ 2l, yi < 2w and xi < 2l−2w,

i.e. we have

ki = xi2l−2w + yi(1 + 2w)

where xi and yi are unknowns. Note that it will take on average n2w signatures
to obtain all this data if ephemeral keys are chosen at random and the means of
detecting whether such an ephemeral key occurs is one hundred percent accurate.
From the n + 1 signing equations

si = (H(mi) + riα)k−1
i (mod q) for i = 0, . . . , n,

we can form n equations

r0siki − ris0k0 = r0H(mi)− riH(m0) (mod q) for i = 1, . . . , n,

by eliminating the variable α corresponding to the static private key. Substituting
ki = xi2l−2w + yi(1 + 2w) we have,

yi = ai + bix0 + cixi + diy0 + λiq for i = 1, . . . , n,

for some λi ∈ Z where

ai = (2w + 1)−1s−1
i (H(mi)−H(m0)rir

−1
0 )

bi = 2l−2w(2w + 1)−1s−1
i s0rir

−1
0

ci = −2l−2w(2w + 1)−1

di = s−1
i s0rir

−1
0

Embedding these equations into the d = 2n + 3 dimensional lattice L generated
by the columns of the matrix

E =

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

β 0 0 0 0
0 γ 0 0 0
0 0 γ 0 0
...

...
. . .

... 0
0 0 0 γ 0
0 0 0 . . . 0 δ 0 . . . 0
a1 b1 c 0 d1 δq 0
...

...
. . .

...
. . .

an bn 0 c dn 0 δq

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
.
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Then we have that E · x = z where

xt = (1, x0, x1, . . . , xn, y0, λ1, . . . , λn),
zt = (β, γx0, γx1, . . . , γxn, δy0, δy1, . . . , δyn).

In addition we would like the target vector z to be a short vector in the lattice.
Hence, we need to choose the weights β, γ and δ in such a way as to increase
the likelihood that z is indeed a short vector and hence likely to be found by
lattice basis reduction. In our implementation we chose β, γ and δ to be related
by γ = 22w−lβ and δ = 2−wβ, to see why this is a good choice we need perform
the following calculation.

From Theorem 1, a useful heuristic for predicting the success of such a lattice
attack is to check whether our target vector z satisfies

‖z‖ ≤ Δ(L)1/d.

It is easy to see that, for our t

Δ(L)2 = βγn+1δn+1qn

= β2n+32(n+1)((2w−l)−w)2ln

= β2n+32(n+1)(w−l)+ln

= β2n+32nw+w−l.

and

‖z‖2 = β2 +
n∑

i=0

(
γ2x2

i + δ2y2
i

)
≤ β2 (1 + (n + 1)24w−2l22l−4w + (n + 1)2−2w22w

)
= β2(2n + 3).

Hence, for our lattice based approach to have a chance of succeeding, we must
have

√
2n + 3 ≤ 2(nw+w−l)/(2n+3).

In practice l is 160 and if d is much larger than 300, the computation of LLL
reduced bases takes a prohibitively long time. If we assume reduction of 300
dimension lattices is both feasible and results in vectors close to the minimum
(which is a very optimistic assumption), we are assuming that n ≈ 100. We will
recover the full secret if

3.83 ≈ log2
(√

2n + 3
) ≤ (101w − 160)/203.

i.e.

w ≥ (3.83 · 203 + 160)/101 = 9.28

Thus we expect 10 equal bits in consecutive positions to be sufficient in our
problem.
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5 Experimental Results

In order to get an idea of how successful this sort of attack might be, we ran
a large number of experiments. Our initial goal was to sweep a reasonable area
of the parameter space and determine a rough success rates for different com-
binations of window size and number of messages. However, as the number of
messages grows the lattice dimensions and hence the time take to perform the
attack also grows. This effect means that a great deal of processing time is re-
quired to perform attacks with a large number of messages. To enable completion
of our experiments within a reasonable time frame, we distributed the workload
across a network of around fifty Linux workstations each incorporating 2 GHz
Intel Pentium 4 processors and around 512 Mb of memory. Using these machines
we conducted one hundred runs of each combination of parameters and quote
the success rate of these attacks in Table 1.

Table 1. A table showing the success rate of attacking a 160 bit exponent with variable
window size and different numbers of messages. Note that window sizes below 9 and
number of messages below 20 yielded no successful attacks. Also note that the number
of messages is the dominant factor in how long each attack takes and that we measure
the average time taken in minutes.

Messages
Window 10 20 30 40 50 60

5 0% 0% 0% 0% 0% 0%
6 0% 0% 0% 0% 0% 0%
7 0% 0% 0% 0% 0% 0%
8 0% 0% 0% 0% 0% 0%
9 0% 0% 0% 12% 26% 30%
10 0% 0% 41% 96% 99% 98%
11 0% 0% 100% 100% 100% 100%
12 0% 31% 100% 100% 100% 100%
13 0% 99% 100% 100% 100% 100%
14 0% 100% 100% 100% 100% 100%

Time 0.38 4.72 21.70 106.28 317.21 570.89

Each attack involved two successive LLL reductions. The first LLL application
used a floating point implementation of the Schnorr–Euchner algorithm [15]
using deep insertions. Due to floating point errors this only provided an approx-
imation to an LLL reduced basis. To obtain a fully reduced basis the version of
De Weger [19] was then applied to the output basis from the Schnorr–Euchner
algorithm.

There are several interesting features in these results. Firstly, it is clear that
window sizes below 9 and number of messages less than 20 yielded no successful
attacks. In terms of window size this is unfortunate since we would expect real
attack scenarios to utilise small windows, for example window widths of size 4 or
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5, that correspond to table indices or addresses for example. Secondly, there is a
fairly polar behaviour in terms of success in that an attack seems to either work
either nearly all of the time or nearly none of the time. Again, this is unfortunate
from a practical stand point since as an attacker we can tolerate probabilistic
success if the parameters allow more realistic choices.

The polar behaviour is a common feature of LLL experiments. For each lattice
Λ, we can consider the value

D(Λ, a) = |{v ∈ Λ : 0 < ‖v‖ < a}|
We shall call function D the norm distribution of Λ. In out attack, we looked at
lattices of a particular form

L(n, β, γ, δ,a, b, c,d)

in which we know the size of one of the non-zero lattice points is small; our target
vector z is less than some number Z. For fixed w and n, our norm distribution
D(L, ·) changes very little from experiment to experiment. When D(L, Z+ε) = 1,
where ε is a small number that accounts for the LLL error as an SVP oracle, we
expect the attack to succeed. Moreover we expect it to succeed for all the other
experiments of the same w and n values. Similarly when D(L, Z + ε) is large, we
expect failure every time. Probabilistic success occurs when D(L, Z + ε) is small
but larger than 1. Compared to the huge number of lattice points we are dealing
with dwarfs the number of experiments we were able to do, we see probabilistic
success on only a few of the parameter choices.

Our results only seem to succeed for n ≤ 9. We believe this to be the limit
of attacks using this style of lattice. A different lattice style could have quite a
different norm distribution and could respond better to LLL, reducing our ε error
term. This could yield much more favourable results than those presented here
and remains an open problem. Indeed in the DSA attacks with several known
bits, the success rate has been raised by simply inputting the information in a
different way, see [12] and [13].

To get a better idea of how the attack behaves when using parameters that
are ideal from an attackers point of view, we started a second set of experiments
that focus on a window size of four but with much larger number of messages.
We expected this to be more suitable in practice since, as discussed in Section 2,
four bit indices are often used in table driven exponentiation. If capturing re-
lations between these indices is possible, we would therefore be interested in
knowing their potential for use in an attack. Unfortunately, the results of these
experiments were inconclusive due to the length of time and amount of memory
required to complete each one. The bottleneck proved to be the efficiency of our
LLL implementation which, with a large number of messages, required so much
memory to store the lattice that the virtual memory system was unable to main-
tain an acceptable performance level. Although negative, this second result does
provide us some information in the context of our investigation. That is, forcing
an attacker to collect many signatures is clearly a good way to foil attack in a
practical situation since performing the lattice reduction is too computationally
hard.
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6 Conclusions

We have presented an interesting extension of prior work on lattice reduction
used in the context of side-channel attacks. We weaken the assumptions of pre-
vious work so that it is more probable that the profiling phase of an attack will
recover useful information, even when defence measures are deployed against
other techniques. By extending prior work that assumes an attack can obtain
the value of secret information by allowing them simply to uncover relation-
ships between different parts of said information. This is especially dangerous in
the context of signature schemes such as DSA/EC-DSA where such leakage can
totally reveal the underlying secret.

However, the results from our experimentation are not as positive as the
initial attack scenario. We found that the attacker would need to collect rela-
tionships about a large number of bits in contrast with knowing the value of a
small number of bits in previous work. Such large relationships would be diffi-
cult to collect with existing side-channel analytic techniques and, in this respect,
further work is needed to extend the attack. We expect that continued research
into physically obtaining bit relationships from a target device and more effi-
cient implementations of the lattice reduction stage might make our attacker
more feasible in the future.
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Abstract. This paper presents the theoretical blueprint of a new secure
token called the Externalized Microprocessor (XμP). Unlike a smart-
card, the XμP contains no ROM at all.

While exporting all the device’s executable code to potentially untrust-
worthy terminals poses formidable security problems, the advantages of
ROM-less secure tokens are numerous: chip masking time disappears,
bug patching becomes a mere terminal update and hence does not imply
any roll-out of cards in the field. Most importantly, code size ceases to be
a limiting factor. This is particularly significant given the steady increase
in on-board software complexity.

After describing the machine’s instruction-set we introduce a public-key
oriented architecture design which relies on a new RSA screening scheme
and features a relatively low communication overhead. We propose two
protocols that execute and dynamically authenticate arbitrary programs,
provide a strong security model for these protocols and prove their secu-
rity under appropriate complexity assumptions.

Keywords: Embedded cryptography, RSA screening schemes, ROM-
less smart cards, program authentication, compilation theory, provable
security, mobile code.

1 Introduction

The idea of inserting a chip into a plastic card is as old as public-key cryptog-
raphy. The first patents are now 25 years old but mass applications emerged
only a decade ago because of limitations in the storage and processing capacities
of circuit technology. More recently new silicon geometries and cryptographic
processing refinements led the industry to new generations of cards and more
complex applications such as multi-applicative cards [7].

Over the last decade, there has been an increasing demand for more and
more complex smart-cards from national administrations, telephone operators
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and banks. Complexity grew to the point where current cards are nothing but
miniature computers embarking a linker, a loader, a Java virtual machine, remote
method invocation modules, a bytecode verifier, an applet firewall, a garbage
collector, cryptographic libraries, a complex protocol stack plus numerous other
clumsy OS components.

This paper ambitions to propose a disruptive secure-token model that tames
this complexity explosion in a flexible and secure manner. From a theoretical
standpoint, we look back to von Neumann’s computing model wherein a pro-
cessing unit operates on volatile and nonvolatile memories, generates random
numbers, exchanges data via a communication tape and receives instructions
from a program memory. We revisit this model by alleviating the integrity as-
sumption on the executed program, explicitly allowing malevolent and arbitrary
modifications of its contents. Assuming a cryptographic key is stored in non-
volatile memory, the property we achieve is that no chosen-program attack can
actually infer information on this key or modify its value: only authentic pro-
grams, the ones written by the genuine issuer of the architecture, may do so.

Quite customizable and generic in several ways, our execution protocols are
directly applicable to the context of a ROM-less smart card (called the Ex-
ternalized Microprocessor or XμP) interacting with a powerful terminal (Ex-
ternalized Terminal or XT). The XμP executes and dynamically authenticates
external programs of arbitrary size without intricate code-caching mechanisms.
This approach not only simplifies current smart-card-based applications but also
presents immense advantages over state-of-the-art technologies on the security
marketplace. Notable features of the XμP are further discussed in Section 7 and
in the full version of this work [6]. We start by introducing the architecture
and programming language of the XμP in the next section. After describing our
execution protocols in Sections 4 and 5, Section 6 establishes a well-defined ad-
versarial model and assesses their security under the RSA assumption and the
collision-intractability of a hash function.

2 The XμP’s Architecture and Instruction Set

xjvml. An executable program is modeled as a sequence of instructions P =
(INS1, . . . , INS�) where INSi is located at address i for i ∈ 1, · · · , � off-board.
These instructions are in essence similar to instruction codes executed by any
traditional microprocessor. Although the XμP’s instruction set could be similar
to that of a 68HC05, MIPS32 or a MIX processor [10], we choose to model it as a
jvml0-like machine [13], extending this language into xjvml as follows. xjvml
is a basic virtual processor operating on a volatile memory ram, a non-volatile
memory nvm, classical I/O ports denoted IO (for data) and XIO (for instruc-
tions), an internal random number generator denoted RNG and an operand stack
st, in which we distinguish

– transfer instructions: load x pushes the current value of ram[x] (i.e. the
memory cell at immediate address x in ram) onto the operand stack. store
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x pops the top value off the operand stack and stores it at address x in
ram. Similarly, load IO captures the value presented at the I/O port and
pushes it onto the operand stack whereas store IO pops the top value off
the operand stack and sends it to the external world. load RNG generates
a random number and pushes it onto the operand stack (the instruction
store RNG does not exist). getstatic pushes nvm[x] onto the operand
stack and putstatic x pops the top value off the operand stack and stores
it into the nonvolatile memory at address x;

– arithmetic and logical operations: inc increments the value on the
top of the operand stack. pop pops the top of the operand stack. push0
pushes the integer zero onto the operand stack. xor pops the two topmost
values of the operand stack, exclusive-ors them and pushes the result onto
the operand stack. dec’s effect on the topmost stack element is the exact
opposite of inc. mul pops the two topmost values off the operand stack,
multiplies them and pushes the result (two values representing the result’s
MSB and LSB parts) onto the operand stack;

– control flow instructions: letting 1 ≤ L ≤ � be an instruction’s index,
goto L is a simple jump to program address L. Instruction if L pops the
top value off the operand stack and either falls through when that value is the
integer zero or jumps to L otherwise. The halt instruction halts execution.

Note that no program memory appears in our architecture: instructions are
simply sent to the microprocessor which executes them in real time. To this end,
a program counter i is maintained by the XμP: i is set to 1 upon reset and is
updated by instructions themselves. Most of them simply increment i ← i + 1
but control flow instructions may set i to arbitrary values in the range [1, �]. To
request instruction INSi, the XμP simply sends i to the XT and receives INSi via
the specifically dedicated communication port XIO.

Security-Critical Instructions. While executing instructions, the device
may be fed with misbehaving code crafted so as to read-out secrets from the
NVM or even update the NVM at wish (for instance, illegally credit the bal-
ance of an e-Purse). It follows that the execution of instructions that have an
irreversible effect on the device’s NVM or on the external world must be au-
thenticated in some way so as to validate their genuineness. For this reason we
single-out the very few machine instructions that send signals out of the XμP1

and those instructions that modify the state of the XμP’s non-volatile memory2.
These instructions will be called security-critical in the following sections and
are defined as follows.

Definition 1. A microprocessor instruction is security-critical if it might trig-
ger the emission of an electrical signal to the external world or if it causes a
1 Typically the instruction allowing a data I/O port to toggle.
2 Typically the latching of the control bit that triggers EEPROM/Flash update or

erasure.
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modification of the microprocessor’s internal nonvolatile memory. We denote by
S the set of security-critical instructions.

As we now see, posing S = {putstatic x, store IO} is not enough. Indeed,
there exist subtle attacks that exploit i as a side channel. Consider the example
below where k denotes the NVM address of a secret key byte u = nvm[k]:

P = (getstatic k, if 1000, dec, if 1001, dec, if 1002, . . . ) .

The XμP will require from the XT a continuous sequence of instructions

INS1, INS2, . . . , INSu−1, INSu

followed by a sudden request of INS1000+u and the value of u = nvm[k] has hence
leaked-out.

Let us precisely formalize the problem: a microprocessor instruction is called
leaky if it might cause a physically observable variable (e.g. the program counter)
to take one of several possible values, depending on the data (ram, nvm or
st element) handled by the instruction. The opposite notion is the one of data
indistinguishability that characterizes those instructions for which the processed
data have no influence whatsoever on environmental variables. Executing a xor,
typically, does not reveal information (about the two topmost stack elements)
which could be monitored from the outside of the XμP. As the execution of leaky
instructions may reveal information about internal program variables, they fall
under the definition of security-criticality and we therefore include them in S.
Following our instruction set, we have S = {putstatic x, store IO, if L}.

3 Ensuring Program Authenticity

Verification per Instruction. To ascertain that the instructions executed
by the device are indeed those crafted by the code’s author, a naive ap-
proach consists in associating a signature to each instruction e.g. with RSA3.
The program’s author generates a public and private RSA signature key-pair
(N, e, d) and embeds (N, e) into the XμP. The code is enhanced with signatures
P = ((INS1, σ1), . . . , (INS�, σ�)) where σi = μ(ID, i, INSi)d mod N , μ denotes a
deterministic RSA padding function4 and ID is a unique program identifier.

Note that the instruction address i appears in the padding function to avoid
interchanging instructions in a program. The role of ID is to guard against code
mixture attacks in which the i-th instructions of two programs are interchanged.
The XμP keeps the ID of all authorized programs in nonvolatile memory. We
consider the straightforward protocol shown on Figure 1.

3 Any other signature scheme featuring high-speed verification could be used here.
4 Note that if a message-recovery enabling padding is used, the storage of P can be

reduced.
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0. The XμP receives and checks ID and initializes i← 1
1. The XμP queries from the XT instruction number i
2. The XT sends (INSi, σi) to the XμP
3. The XμP

(a) ascertains that σe
i = μ(ID, i, INSi) mod N

(b) executes INSi

4. Goto step 1.

Fig. 1. The Authenticated XμP(inefficient)

This protocol is quite inefficient because, although verifying RSA signatures
can be relatively easy with the help of a cryptocoprocessor, verifying one RSA
signature per instruction remains resource-consuming.

RSA-Based Screening Schemes. We resort to the screening technique de-
vised by Bellare, Garay and Rabin in [4]. Unlike verification, screening ascer-
tains that a batch of messages has been signed instead of checking that each and
every signature in the batch is individually correct. More technically, the RSA-
screening algorithm proposed in [4] works as follows. Given a list of message-
signature pairs {mi, σi = h(mi)d mod N}, one screens this list by simply check-
ing that (

t∏
i=1

σi

)e

=
t∏

i=1

h(mi) mod N and i �= j ⇔ mi �= mj .

At a first glance, this primitive seems to perfectly suit our code externalization
problem where one does not necessarily need to ascertain that all the signatures
are individually correct, but rather control that all the code ({INSi, σi}) seen by
the XμP has indeed been signed by the program’s author at some point in time.

Unfortunately the restriction i �= j ⇔ mi �= mj has a very important draw-
back as loops are extremely frequent in executable code (in other words, the XμP
may repeatedly require the same {INSi, σi} while executing a given program)5.
To overcome this limitation, we introduce a new screening variant where, instead
of checking that each message appears only once in the list, the screener controls
that the number of elements in the list is strictly smaller than e (we assume
throughout the paper that e is a prime number) i.e. :(

t∏
i=1

σi

)e

=
t∏

i=1

μ(mi) mod N and t < e .

This screening scheme is referred to as μ-RSA. The security of μ-RSA for μ = h
where h is a full domain hash function, is guaranteed in the random oracle
model [5] by the following theorem.
5 Historically, [4] proposed only the criterion (

∏
σi)e =

∏
μ(mi) mod N . This version

was broken by Coron and Naccache in [9]. Bellare et al. subsequently repaired the
scheme but the fix introduced the restriction that any message can appear at most
once in the list.
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Theorem 1. Let (N, e) be an RSA public key where e is a prime number. If a
forger F can produce a list of t < e messages (m1, . . . , mt) and 0 ≤ σ < N such
that σe =

∏t
i=1 h(mi) mod N while the signature of at least one of m1, . . . , mt

is not given to F , then F can be used to efficiently extract e-th roots modulo N .

The theorem applies in both passive and active settings: in the former case,
F is given the list {m1, . . . , mt} as well as the signature of some of them. In
the latter, F is allowed to query a signing oracle and may choose the value of
the mis. We refer the reader to [6, Appendix A.1] for a proof of Theorem 1 and
detailed security reductions.

Opaque Screening. Signature screening is now used to verify instructions col-
lectively as depicted on Figure 2. At any point in time, ν is an accumulated
product of t < e padded instructions ν =

∏
i μ(ID, i, INSi). Loosely speaking,

both parties XμP and XT update their own security buffers ν and σ which
compatibility (in the sense of σe = ν mod N) is checked before executing any
security-critical instruction. Note that a verification is also triggered when ex-
actly e− 1 instructions are aggregated in ν.

0. The XμP receives and checks ID and initializes i← 1
1. The XμP

(a) sets t← 1
(b) sets ν ← 1

2. The XT sets σ ← 1
3. The XμP queries from the XT instruction number i
4. The XT

(a) updates σ ← σ × σi mod N
(b) sends INSi to the XμP

5. The XμP updates ν ← ν × μ(ID, i, INSi) mod N
6. If t = e or INSi ∈ S the XμP

(a) queries from the XT the current value of σ
(b) halts execution if σe �= ν mod N (cheating XT)
(c) executes INSi

(d) goto step 1
7. The XμP

(a) executes INSi

(b) increments t← t + 1
(c) goto step 3.

Fig. 2. The Opaque XμP (secure but suboptimal)

As one can easily imagine, this protocol becomes rapidly inefficient when
instructions of S are frequently used. For instance, ifs constitute the basic in-
gredient of while and for assertions which are extremely common in executable
code. Moreover, in many cases, whiles and fors are even nested or interwoven. It
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follows that the Opaque XμP would incessantly trigger the relatively expensive6

verification stage of steps 6a and 6b (we denote by CheckOut this verification
stage throughout the rest of the paper). This is clearly an overkill: in many cases
ifs can be safely performed on non secret data dependent7 variables (for instance
the variable that counts 16 rounds during a DES computation). We show in the
next section how to optimize the number of CheckOuts while keeping the protocol
secure.

4 Internal Security Policies

We now associate a privacy bit to each memory and stack cells, denoting by
ϕ(ram[j]), ϕ(nvm[j]) and ϕ(st[j]) the privacy bit associated to ram[j], nvm[j]
and st[j]. NVM privacy bits are nonvolatile. Informally speaking, the idea behind
privacy bit is to prevent the external world from probing secret data handled by
the XμP. RAM privacy bits are initialized to zero upon reset, NVM privacy bits
are set to zero or one by the XμP’s issuer at the production or personalization
stage, ϕ(IO) and ϕ(RNG) are always stuck to zero8 and one by definition and
privacy bits of released stack elements are automatically reset to zero.

We also introduce simple rules by which the privacy bits of new variables
evolve as a function of prior ϕ values. Transfer instructions simply trans-
fer the privacy bit of their variable (e.g. getstatic 3 simultaneously sets
st[s]← nvm[3] and ϕ(st[s])← ϕ(nvm[3]) where s denotes the stack pointer and
st[s] the topmost stack element). The rule we apply to arithmetical and logical
instructions is privacy-conservative namely, the output privacy bits are all set
to zero if and only if all input privacy bits were zero (otherwise they are all set
to one). In other words, as soon as private data enter a computation all output
data are tagged as private. This rule is easily hardwired as a simple boolean or
for non-unary operators.

This mechanism allows to process security-critical instructions in different
ways depending on whether they run over private or non-private data. Typically,
executing an if L does not provide critical information if the topmost stack
element is non-private. A CheckOut may not be mandatorily invoked in this case.
Accordingly, outputting a non-private value via a store IO instruction does not
provide any sensitive information, and a CheckOut can be spared in this case as
well. In fact, one can easily specify a security policy that contextually defines
the conditions (over privacy bits) under which a security-critical instruction may
or may not trigger a collective verification. To abstract away the security policy
chosen by the issuer, we introduce the boolean predicate

Alert : S × Φ $→ {True, False}
6 While the execution of a regular instruction demands only one modular multiplica-

tion, the execution of an INSi ∈ S requires the transmission of an RSA signature
(e.g. 1024 bits) and an exponentiation (e.g. to the power e = 216 + 1) in the XμP.

7 Read: non-((secret-data)-dependent).
8 i.e. any external data fed into the XμP is considered as publicly observable by op-

ponents and hence non-private.
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where Φ denotes the set of all privacy bits Φ = ϕ(ram) ∪ ϕ(nvm) ∪ ϕ(st).
Alert(INS, Φ) evaluates as True when a CheckOut is to be invoked. We hence
twitch our protocol as now shown on Figure 3.

0. The XμP receives and checks ID and initializes i← 1
1. The XμP

(a) sets t← 1
(b) sets ν ← 1

2. The XT sets σ ← 1
3. The XμP queries from the XT instruction number i
4. The XT

(a) updates σ ← σ × σi mod N
(b) sends INSi to the XμP

5. The XμP updates ν ← ν × μ(ID, i, INSi) mod N
6. If t = e or (INSi ∈ S and Alert(INSi, Φ)) the XμP

(a) CheckOut
(b) executes INSi

(c) goto step 1
7. The XμP

(a) executes INSi

(b) increments t← t + 1
(c) goto step 3.

Fig. 3. Enforcing a Security Policy: Protocol 1

5 Authenticating Code Sections Instead of Instructions

Following the classical definition of [1,11], we call a basic block a straight-line
sequence of instructions that can be entered only at its beginning and exited
only at its end. The set of basic blocks of a program P is usually given under the
form of a graph CFG(P ) and computed by the means of control flow analysis [12,
11]. In such a graph, vertices are basic blocks and edges symbolize control flow
dependencies: B0 → B1 means that the last instruction of B0 may handover
control to the first instruction of B1. In our instruction set, basic blocks admit
at most two sons with respect to control flow dependance; a block has two sons
if and only if its last instruction is an if. When B0 → B1, B0 ⇒ B1 means that
B0 has no son but B1 (but B1 may have other fathers than B0). In this section
we define a slightly different notion that we call code sections.

Informally, a code section is a maximal collection of basic blocks B1 ⇒
B2 · · · ⇒ B� such that no instruction of S ∪ {halt} appears in the blocks ex-
cept, possibly, as the last instruction of B�. The section is then denoted by
S = 〈B1, . . . ,B�〉. In a code section, the control flow is deterministic i.e. inde-
pendent from program variables; thus a section may contain several cascading
goto instructions. Code sections, unlike basic blocks, may share instructions;
yet they have a natural graph structure induced by CFG(P ) which we do not
use in the sequel. It is known that computing a program’s basic blocks can be
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done in almost-linear time [12] and it is easily seen that the same holds for code
sections. We refer to the full version of this work for an algorithm computing
the set Sec(P ) of code sections of a program P .

Given that instructions in a code section are executed sequentially, and that
sections can be computed at compile time, signatures can certify sections rather
than individual instructions. In other words, a single signature per code section
suffices. The signature of a code section S starting at address i is:

σi = μ(ID, i, h)d mod N ,

with h = H(INS1, . . . , INSk) where INS1, . . . , INSk are the successive instructions
in S. Here, H is an iterative hash function recursively defined by H(x1, . . . , xj) =
F (xj , H(x1, . . . , xj−1)) and H(x1) = F (x1, IV ) where F (x, y) is H’s compres-
sion function and IV an initialization constant. We summarize the new protocol
on Figure 4.

0. The XμP receives and checks ID and initializes i ← 1
1. The XμP

(a) sets t ← 1 (t now counts code sections)
(b) sets ν ← 1

2. The XT sets σ ← 1
3. The XμP

(a) sets h ← IV
(b) queries the code section starting at address i

4. The XT
(a) updates σ ← σ × σi mod N
(b) sets j = 1

5. The XT
(a) sends INSi

j to the XμP
(b) increments j ← j + 1

6. The XμP
(a) receives INSi

j ,
(b) updates h ← F (INSi

j , h)
7. If INSi

j ∈ S and (Alert(INSi
j , Φ) or t = e) the XμP

(a) sets ν = ν × μ(ID, i, h) mod N
(b) CheckOut
(c) executes INSi

j

(d) goto step 1
8. Else if INSi

j ∈ S then the XμP
(a) sets ν = ν × μ(ID, i, h) mod N
(b) increments t ← t + 1
(c) executes INSi

j

(d) goto step 3
9. Else the XμP

(a) executes INSi
j

(b) increments j ← j + 1
(c) goto step 5.

Fig. 4. Authentication of Code Sections: Protocol 2
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This protocol presents the advantage of being far less time consuming, be-
cause the number of CheckOuts (and updates of ν) is considerably reduced. The
formats under which the code can be stored in the XT are diverse. The sim-
plest of these consists in representing P as the list of all its signed code sections
P = (ID, (1, σ1, S1), . . . , (k, σk, Sk)). Whatever the file format used in conjunction
with our protocol is, the term authenticated program designates a program aug-
mented with its signature material Σ(P ) = {σi}i. Thus, our protocols actually
execute authenticated programs. A program is converted into an authenticated
executable file via a specific compilation phase involving both code processing
and signature generations.

6 Security Analysis

What we provide in this section is a formal proof that the protocols described
above are secure. The security proof shall have two ingredients: a well-defined
security model describing an adversary’s goal and resources, and a reduction from
some complexity-theoretic hard problem. Rather than rigourously introducing
the numerous notions our security model is based upon (which the reader may
find in [6], as well as the fully detailed reductions), we give here a high-level
description of our security analysis.

The Security Model. We assume the existence of three parties in the game:

– a code issuer CI that compiles xjvml programs into authenticated exe-
cutable files with the help of the signing key (N, d),

– an XμP that follows the communication protocol given in Section 4 and
contains the verification key (N, e) matching (N, d). The XμP also possesses
some cryptographic private key material k stored in its NVM,

– an attacker A willing to access k using means that are discussed below.

Adversarial Goals. Depending on the role played by the XμP’s cryptographic
key k, the adversary’s goals might be of different nature. Of course, inferring
information about k (worse, recovering k completely) comes immediately to one’s
mind, but there could also be weaker (somewhat easier) ways of having access
to k. For instance if k is a symmetric encryption key, A might try to decrypt
ciphertexts encrypted under k. Similarly, if it is a public-key signature key, A
could attempt to rely on the protocol engaged with the XμP to help forging
signatures in a way or an other. More exotically, the adversary could try to
hijack the key k e.g. to use it (or a part of it thereof) as an AES key whereas k
was intended to be employed some other way. A’s goal in this case is a bit more
intricate to capture, but we see no reason why we should prohibit that kind of
scenario in our security model. Third, the adversary may attempt to modify k,
thereby opening the door to fault attacks [2,3].

The Attack Scenario. Parties behave as follows. The CI crafts polynomially
many authenticated programs of polynomially bounded size and publishes them.
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We assume no interaction between the CI and A. Then A and the XμP engage
in the protocol and A attempts to make the XμP execute a sequence of instruc-
tions ξ that was not originally issued by the CI. The attack succeeds when ξ
contains a security-critical instruction that handles some part of k which the
XμP nevertheless executes.

We say that A is an (�, n, τ, ε)-attacker if after seeing at most � authenticated
programs P1, . . . , P� totalling at most n ≥ � instructions and processing at most
τ steps, Pr[A succeeds] ≥ ε. In this definition, we include in τ the execution time
Time(ξ) of ξ, stipulating by convention that executing each instruction takes one
step and that all transmissions (instruction addresses, instructions, signatures
and IO data) are instantaneous.

Security Proof for Protocol 1. We state:

Theorem 2. If the screening scheme μ-RSA is (qk, τ, ε)-secure against existen-
tial forgery under a known message attack, then Protocol 1 is (�, n, τ, ε)-secure
for n ≤ qk.

Moreover, when μ = FDH, outputting a valid forgery is equivalent to extract-
ing e-th roots modulo N as shown in [6, Appendix A.1]. The following corollary
is proved by invoking Theorem 1.

Corollary 1. If μ is a full domain hash function, then Protocol 1 is secure under
the RSA assumption in the random oracle model.

Security Proof for Protocol 2. We now move on to the (more efficient)
Protocol 2 defined in Section 5. (μ, H)-RSA is defined as being the RSA screening
scheme with padding function (x, y, z) $→ μ(x, y, H(z)). We slightly redefine
(�, n, τ, ε)-security as the resistance against adversaries that have access to at
most � authenticated programs totalling at most n code sections. We state:

Theorem 3. If the screening scheme (μ, H)-RSA is (qk, τ, ε)-secure against ex-
istential forgery under a known message attack, then Protocol 2 is (�, n, τ, ε)-
secure for n ≤ qk.

When μ(a, b, c) = h(a‖b‖H(c)) and h is seen as a random oracle, a security
result similar to Corollary 1 can be obtained for Protocol 2. However, a bad
choice for H could allow the adversary A to easily find collisions over μ via
collisions over H. Nevertheless, unforgeability can be formally proved under the
assumption that H is collision-intractable. We refer the reader to the correspond-
ing theorem given in [6, Appendix B]. Associating this result with Theorem 3,
we conclude:

Corollary 2. Assume μ(a, b, c) = h(a‖b‖H(c)) where h is a full-domain hash
function seen as a random oracle. Then Protocol 2 is secure under the RSA
assumption and the collision-intractability of H.
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What about active attacks? Although RSA-based screening schemes may
feature strong unforgeability under chosen-message attacks (see [6, Appendix
A.2] for such a proof for FDH-RSA), it is easy to see that our protocols cannot
resist chosen-message attackers whatever the security level of the underlying
screening scheme happens to be. Indeed, assuming that the adversary is allowed
to query the code issuer CI with messages of her choosing, a trivial attack consists
in obtaining the signature

σ = μ(ID, 1, H(INS1, INS2, INS3))d mod N

of a program P where ID is known to be accepted by the XμP and the single-
section program P is

P = (getstatic 17, store IO, halt)

wherein nvm[17] is known to contain a fraction of the cryptographic key k, the
value 17 being purely illustrative here9. Similarly, the attacker may query the
signature of some trivial key-modifying code sequence. Obviously, nothing can
be done to resist chosen-message attacks.

7 Deployment Considerations and Engineering Options

From a practical engineering perspective, our new architecture is likely to deeply
impact the smart card industry. We briefly discuss some advantages of our tech-
nology.

Code Patching. A bug in a program does not imply the roll-out of devices in
the field but a simple terminal update. Patching a future smart card can hence
become as easy as patching a PC. A possible bug patching mechanism consists
in encoding in ID a backward compatibility policy signed by the CI that either
instructs the XμP to replace its old ID by a new one and stop accepting older
version programs or allow the execution of new or old code (each at a time,
i.e. no blending possible). The description of this mechanism is straightforward
and omitted here.

Code Secrecy. Given that the XT contains the application’s code, our archi-
tecture assumes that the algorithm’s specifications are public. It is possible to
reach some level of secrecy by encrypting the XT’s program under a key (com-
mon to all XμPs). Obviously, morphologic information about the algorithm will
leak out to some extent (loop structure etc.) but important elements such as
S-box contents or the actual type of boolean operators used by the code could
remain confidential if programmed appropriately.

Simplified Product Management. Given that a GSM XμP and an
electronic-purse XμP differ only by a few NVM bytes (essentially ID), by op-
position to smart-cards, XμPs are real commodity products (such as capacitors,
9 The halt instruction is even superfluous as the attacker can power off the device

right after the second instruction is executed.
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resistors or Pentium processors) which stock management is greatly simplified
and straightforward. Given the very small NVM room needed to store an ID and
a public-key, a single XμP can very easily support several applications provided
that the sum of the NVM spaces used by these applications does not exceed the
XμP’s total NVM capacity and that these NVM spaces are properly firewalled.
From the user’s perspective the XμP is tantamount to a key ring carrying all the
secrets (credentials) used by the applications that the user interacts with but
not these applications themselves.

A wide range of trade-offs and variants is possible when implementing the
architecture described in this paper. Referring to the extended version of this
work [6] for more, a few engineering options are considered here.

Speeding up modular operations. While the multiplication of two κ-bit
integers theoretically requires κ2 operations, multiplying a random ν by μ(x)
may require only κ2/4 operations when μ is adequately chosen. Independently,
an adequate usage of RAM counters allows to decrease the value of e without
sensibly increasing the expected number of CheckOut on the average.

Replacing RSA. Clearly, any signature scheme that admits a screening variant
(i.e. a homomorphic property) can be used in our protocols. RSA features a low
(and customizable) verification time, but replacing it by EC-based schemes for
instance, could present some advantages.

Code Size versus Execution Speed. The access to a virtually unlimited
ROM renders vacuous the classical dilemma between optimizing code size or
speed. Here, for instance, one can cheaply unwind (inline) loops or implement
algorithms using pre-computed space-consuming look-up tables instead of per-
forming on-line calculations etc.

Smart Usage of Security Hardware Features. Using the Alert predicate,
the XμP could selectively activate hardware-level protections against physical
attacks whenever a private variable is handled or forecasted to be used a few
cycles later.

High Speed XIO. A high-speed communication interface is paramount for ser-
vicing the extensive information exchange between the XμP and the XT. Eval-
uating transmission performances for a popular standard, the Universal Serial
Bus (USB)10, we found that transfers of 32 bits can be done at 25 Mb/s in USB
High Speed mode which corresponds to 780K 32-bit words per second. When
servicing Protocol 1, this corresponds approximately to a 32-bit XμP working at
390 KHz; when parallel execution and look-ahead transmission take place, one
gets a 32-bit machine running at 780 KHz. An 8-bit USB interface leads to 830
KHz. There is no doubt that these figures can be greatly improved.

10 Note that USB is unadapted to our application as this standard was designed for
good bandwidth rather than for good latency.
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8 Further Work

The authors believe that the concept introduced in this paper raises a number of
practical and theoretical questions. Amongst these is the safe externalization of
Java’s entire bytecode set, the safe co-operative development of code by compet-
ing parties (i.e. mechanisms for the secure handover of execution from program
ID1 to program ID2), or the devising of faster execution protocols.

Interestingly, the paradigm of signature screening on which Protocols 1 and 2
are based also exists in the symmetric setting, where RSA signatures are replaced
by MACs and a few hash functions. Security can also be assessed formally in
this case under adequate assumptions. We refer the reader to [6] for details.

This paper showed how to provably securely externalize programs from the
processor that runs them. Apart from answering a theoretical question, we be-
lieve that our technique provides the framework of novel practical solutions for
real-life applications in the world of mobile code and cryptography-enabled em-
bedded software.
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